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Introduction
Scaling AI

Artificial intelligence
systems introduce
new challenges
across the full computing stack – from

feature engineering and neural network synthesis

There are two broad approaches to address this

programming models to hardware – due to their

can significantly reduce the time and skill required

problem: (1) building neuromorphic systems

statistical and compute-intensive nature. Today,

to create AI models.

with massively parallel architecture connecting

creating cutting-edge AI models and high-quality

As the complexity of models and the size of data

low power computing elements (neurons) and

business applications requires highly skilled people

sets increase, algorithmic and system advances

adaptive memory elements (synapses) and (2)

with access to the latest hardware. In addition,

are needed to handle the required scale of

maximizing performance of von Neumann

the process is error-prone and labor-intensive,

computation. This need has resulted in a ‘more is

systems by adding analog hardware accelerators

hindered by the fledgling landscape of software

better’ approach with people focusing on throwing

to reimagine GPUs in the context of deep learning

engineering tools and standards.

more hardware at the problem. However, these

applications. The technology advances in both of

computations are stateful and hard to distribute

these approaches are made at three different levels:

an estimated shortage of 150,000 data scientists

effectively while maintaining accuracy.

(i) individual device level advances (ii) design and

in the US in 2018. This has sparked a movement to

Some of our work highlighted in this book cover

characterization of device networks targeting deep

democratize AI by making its development faster,

algorithmic acceleration advances in areas such

learning applications (iii) computing systems that

safer, easier and more repeatable, thus enabling

as distributed training, training and inferencing

propose and use new architectures to support the

AI creation by people with less specialized skills.

with very large models, model compression,

new paradigm. Recently, the hardware acceleration

It also is important to increase the productivity

balancing the need for distribution with single

approach is showing faster and more energy

of people (e.g. data scientists and software

node efficiencies, and reduced precision for

efficient operation, without much loss in accuracy.

engineers) creating AI models and applications.

significantly faster training.

The market demand for AI skills has resulted in

Advancements in AI software tools, programming

Advances in hardware tailored to accelerate

Our research efforts in scaling AI are focused on
addressing many of these challenges by advancing

models and methodologies are necessary to

AI computations are also needed. Deep learning

technical breakthroughs within the three key

enable both of these. Two active areas of related

applications require operations on large volumes

areas – AI tools and methodologies, algorithmic

research are in human-computer interaction, to

of data with high throughput in the training phase.

accelerators, and new devices and hardware

enable interactions with AI systems to be closer

Due to the time and energy required to move data

architectures for AI. This collection of papers

to that of interactions among humans, and in

between memory and processor, traditional von

highlights a subset of our 2018 published work in

AI automation, in which advances in automatic

Neumann architecture has become a bottleneck.

each of these areas.
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AI Tools and
Methodologies

AI Tools and
Methodologies
is known by his tools”

This chapter demonstrates our innovations in technology and

User Interaction

1 __ Cognition-Cognizant Sentiment Analysis

tools across the tasks required to create and use AI. Innovation

Tools

with Multitask Subjectivity Summarization

in model deployment is needed to enable interactions with AI
Proverb

Based on Annotators’ Gaze Behavior
p __ 010

applications to be more similar to interactions with humans
– often through natural language using typed text or voice,
or through gesture and gaze. This requires advancements in

2 __ All Work and no Play? Conversations with

human-computer interaction that allow the systems to interact

a Question-and-Answer Chatbot in the Wild
p __ 020

with humans in the most helpful, effective way. Some of our
research advances beyond interaction purely through text to
incorporate other modalities. Mishra et al. [1] incorporate the

Data Science

3 __ Corpus Conversion Service: A Machine

use of gaze in document-level sentiment analysis. Liao et al.

Tools

Learning Platform to Ingest Documents at Scale
p __ 034

[2] improve the quality and length of interaction with chat-bots
to reach the desired answer in a conversation.

4 __ Feature Engineering for Supervised
Automating laborious and computationally intensive tasks in

Learning using Reinforcement Learning
p __ 044

data science can significantly reduce the human effort needed
to build the best model. We have focused some of our research
in advancing automatic feature engineering and the automatic

5 __ Deep Learning Architecture Search by Neuro-Cell-

creation of neural networks, both of which can significantly

based Evolution with Function-Preserving Mutations
p __ 054

reduce the time and skill required to create AI models. Our
research in this area covers:

6 __ Snap ML: A Hierarchical Framework
Data ingestion: using a Corpus Conversion Service, Starr et al.

for Machine Learning
p __ 072

[3], ingests PDF or bitmap documents and converts them into
structured content; Automated feature engineering, which uses
reinforcement learning on past examples, Khurana et al. [4];

Software

7 __ Towards Extracting Web API Specifications

Automated model creation, which uses a neuro-evolutionary

Developer Tools

from Documentation
p __ 084

technique, Wistuba [5]; Providing fast training of generalized
linear models in SnapML, Dünner et al. [6] and Automatic
creation of web API specifications from publicly available
documentation using the D2Spec tool in Yang et al. [7]. This
work earned the ACM Distinguished Paper Award at the 2018
Mining Software Repositories conference.
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Abstract

binary SA systems have applications galore in social media analysis, recommender systems, e-commerce settings, to
name a few.
The central challenge for such SA systems is to ﬁgure
out the portions of the input review that are subjective, i.e.,
contain opinion and not facts, and are relevant i.e., express
opinion regarding the central aspect. This process is called
Subjectivity Extraction (Pang and Lee 2004). A subjective
extract of a movie review, per se, would not contain facts
(e.g., Jim Caviezel plays Dantes), or opinions that are less
connected to the central aspect (e.g., “Jim Caviezel was excellent as the count, and you loved to hate Guy Pearce as
his friend-gone-enemy”). Subjectivity Extraction remains a
problem hard to solve, as it demands tremendous amount of
world knowledge and reasoning. A few works, such as Pang
and Lee (2004) and (Mukherjee and Bhattacharyya 2012),
successfully extract facts from opinion before performing
SA, but extracting the relevant subjective portions still remains a difﬁcult problem.
Unlike machines, humans are quite apt in extracting subjective summaries from reviews. This is evident from their
reading behavior, while they read and infer sentiment expressed in an opinion. Mishra, Joshi, and Bhattacharyya
(2014), through a pilot study, observe that, human annotators
perform subjectivity extraction in such a way that the extracts are gradually formed and revised during reading of the
document. This is supported by the eye-movement behavior of the annotators. Eye-movement attributes such as gazeﬁxations and regressive saccades, provide evidences regarding what portions of the text needs to be retained as subjective extracts and how subjective extracts gradually build
up before decision regarding sentiment is ﬁnalized. In summary, document level sentiment analysis, for humans, is an
interplay between multiple tasks such as subjectivity extraction and sentiment inferencing.
Can machines learn to read like humans, and perform sentiment inferencing? We attempt to answer this question by
proposing a multitask recurrent neural network architecture
that learns to predict sentiment by simultaneously learning
to predict gaze. Additionally, the system also learns to perform an auxiliary linguistic tasks of part-of-speech (POS)
tag prediction. The linguistic task is included to make the
system aware of the lexical and syntactic properties of the
text. Our architecture is based on shared layers of Long

For document level sentiment analysis (SA), Subjectivity Extraction, ie., extracting the relevant subjective portions of the
text that cover the overall sentiment expressed in the document, is an important step. Subjectivity Extraction, however,
is a hard problem for systems, as it demands a great deal of
world knowledge and reasoning. Humans, on the other hand,
are good at extracting relevant subjective summaries from an
opinionated document (say, a movie review), while inferring
the sentiment expressed in it. This capability is manifested in
their eye-movement behavior while reading: words pertaining
to the subjective summary of the text attract a lot more attention in the form of gaze-ﬁxations and/or saccadic patterns.
We propose a multi-task deep neural framework for document
level sentiment analysis that learns to predict the overall sentiment expressed in the given input document, by simultaneously learning to predict human gaze behavior and auxiliary linguistic tasks like part-of-speech and syntactic properties of words in the document. For this, a multi-task learning algorithm based on multi-layer shared LSTM augmented
with task speciﬁc classiﬁers is proposed. With this composite multi-task network, we obtain performance competitive
with or better than state-of-the-art approaches in SA. Moreover, the availability of gaze predictions as an auxiliary output helps interpret the system better; for instance, gaze predictions reveal that the system indeed performs subjectivity
extraction better, which accounts for improvement in document level sentiment analysis performance.

1

Introduction

Document level Sentiment Analysis (SA) has been a wellstudied problem. It deals with predicting the polarity of the
opinion expressed by a user/reviewer in the form a discourse, typically spanning over a few paragraphs. In this
work, we propose yet another solution to document level
SA; speciﬁcally, we tackle binary sentiment classiﬁcation,
for instance, classifying a movie review as positive (“thumbs
up”) or negative (“thumbs down”). Though sentiment expressed in an opinion can be different for different aspects
(e.g., “quality of music” in a movie review), and aspectbased SA is a separate branch of research, SA systems are
often required to predict the sentiment polarity based on one
central aspect that the overall opinion revolves around. Such
c 2018, Association for the Advancement of Artiﬁcial
Copyright 
Intelligence (www.aaai.org). All rights reserved.
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(RNN) such as long short-term memory networks (LSTM),
towards the task of SA. Socher et al. (2013) create a tensorbased RNN network to improve the classiﬁcation accuracy
of single-sentence short documents, and propose a sentiment
treebank in the process. And in a CNN-based approach, Kim
(2014) perform a simple convolution with multiple ﬁlter
widths, and features obtained via the convolution operations
on shorter text.
Works, such as Mishra et al. (2016) and Mishra, Dey, and
Bhattacharyya (2017a), have taken the eye gaze of readers
into the account, for the tasks of sentiment classiﬁcation
and sarcasm detection in sentiment text respectively. These
works record the eye-movements of readers as they read
through text. They perform supervised learning from text attributes and gaze attributes such as ﬁxations and saccades,
and graph attributes obtained by analyzing the scanpath of
readers gaze movements in the reading session. A recent
work by Mishra, Dey, and Bhattacharyya (2017b) further
investigated the effectiveness of deep CNNs for sentiment
and sarcasm analysis. In this work, the authors convolve the
semantic embeddings of text presented to the readers in a
single dimension, and convolve the eye movement patterns
observed across the different participants for reading a given
piece of text in two dimensions, and ﬁnally combine the
convolutions to obtain the overall text classiﬁcation. A detailed literature survey for SA, has recently been conducted
by Yadollahi, Shahraki, and Zaiane (2017).
Extraction of subjective text segments have been used
for document-level SA. Extracting subjective text segments
poses a tremendous challenge, that only a few works have
attempted. Pang and Lee (2004) uses this approach. They
apply a graph-mincut based technique to separate the subjective portion of the text from the irrelevant objective portions.
Mukherjee and Bhattacharyya (2012) show that, for sentiment prediction of movie reviews, subjectivity extraction
may be used to discard the sentences describing movie plots,
since they do not contribute towards the speaker’s view of
the movie. While these techniques mostly rely on removing
non-subjective portions of text to identify good subjective
extracts, they may not discard subjective sentences unrelated
to the overall document sentiment.
Our work is inspired by an eye-tracking based pilotstudy on Subjectivity Extraction (Mishra, Joshi, and Bhattacharyya 2014), which shows that, when annotating documents for sentiment, humans employ subjectivity extraction in two forms: anticipation and homing. The choice between anticipation and homing depends on the way sentiment changes in these documents. In linear documents,
where all or most sentences are of the same polarity, readers tend to not read certain portions of the document at all.
They read sentences of the same polarity appearing in the
same review previously, and anticipate that to continue. For
such documents, the authors perform subjectivity extraction
through anticipation. For oscillating documents, where sentiment changes through most sentences, the reader ﬁrst reads
an entire document, and then re-visits a subset of (semantically overlapping) sentences in the document before arriving at a judgment about the sentiment of the document. For
these, the authors perform subjectivity extraction through

• We present a novel multi-task learning approach for document level sentiment analysis, that considers the modality
of human cognition along with text, making it a humaninspired AI system.
• Our method is supervised, but is designed to leverage
multiple disjoint datasets available particularly for individual tasks. This eliminates the requirement of multilabeled datasets, which is often not available.
• Eye gaze data, which is expensive, is only required during
training the system, and not during testing.
• While techniques like Dropout and Regularization have
been used to address overﬁtting, our system, by design,
naturally avoids overﬁtting, due to the inclusion of multiple tasks.

2

Related Work

Text sentiment analysis (SA) has been a long-standing area
of research, for short text level as well as document level
sentiment analysis. In an early work, Hatzivassiloglou and
McKeown (1997) identiﬁed the sentiment polarity orientation of adjectives, using conjunction constraints, in a fourstep supervised learning algorithm, and applied on Wall
Street Journal corpus. Several works have been proposed towards SA of user-generated text, viz., movie reviews (e.g.
IMDB1 , Rotten Tomatoes2 ), such as Pang and Lee (2004),
Whitelaw, Garg, and Argamon (2005), Denecke (2008),
Maas et al. (2011) and Palkar et al. (2016), and online social network content (e.g. Twitter3 ), such as Wilson et al.
(2005), Agarwal et al. (2011), Barbosa and Feng (2010),
Kouloumpis, Wilson, and Moore (2011), Khan, Atique, and
Thakare (2015), Le and Nguyen (2015) and Zimbra, Ghiassi,
and Lee (2016). Lin and He (2009) propose an LDA (Blei,
Ng, and Jordan 2003) based topic-model to jointly detect
topic and sentiment from text, and apply on movie review
datasets.
Recent works, such as Kim (2014), Socher et al. (2013)
and Hassan and Mahmood (2017), have applied deep learning frameworks, including convolutional neural networks
(CNN) and embodiments of recursive neural networks
1

http://www.imdb.com
2
https://www.rottentomatoes.com
3
https://twitter.com
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homing.
To empower our system to learn patterns related to subjectivity extraction from gaze data, we adopt a multi-task
LSTM, to jointly perform the main task of SA along with
auxiliary tasks of part-of-speech (PoS) tagging. This is akin
to the multi-task LSTM based approach of Klerke, Goldberg, and Søgaard (2016) which also learns to predict eye
gaze with respect to the main task of sentence compression.

3

subjective portions. As one would notice, the reviewer has
a negative opinion about the audience in the theater which
does not affect the overall sentiment of the person towards
the movie. The portions in “black” and “green” represent the
subjective extract of the text with the green colored sentence
being the anchor one.
Ideally, when a person reads a text like above with a
goal of understanding the underlying sentiment, the maximum information about the opinion should come from the
anchor sentence followed by other relevant subjective portions, portions that are part of the subjective extract. The irrelevant portion should draw least amount of attention. We
verify these hypotheses through our eye-tracking studies as
explained below.

Subjectivity Extraction and Eye-movement

As discussed in the earlier sections, extracting appropriate
subjective extracts from a given document is a key step to
SA. In this regard, it is important to lay foundations for what
should ideally constitute the subjective extract of a document. As per our observations in the dataset we use, an opinionated document may contain four components:

3.1

1. Relevant subjective sentences: Sentences that contain
opinion about the aspect on which sentiment analysis has
to be performed.

Creation of a Document Level Sentiment
Analysis and Eye-movement Dataset

Our dataset consists of 23 movie reviews from Amazon
movie review dataset4 . The reviews were selected as per ratings given by the writer. There were 12 reviews with a rating of 5, 9 reviews with a rating of 1 and 1 review each
with a rating of 4 and 3. The average number of sentences
per review was 11.65 (standard deviation of 4.37) with an
average of 22.03 words per sentence (standard deviation of
7.56). We obtained annotation from 33 human participants.
To ensure language proﬁciency, these participants were chosen such that one of these criteria was met: (a) The participant had completed an English language proﬁciency examination among IELTS, TOEFL, etc., or (b) The participant
had completed a graduate degree with English as the primary language of instruction. The mean age of our participants was 25 years with a standard deviation of 2 years.
The task assigned to the participants was to read one
document at a time and annotate it with the appropriate
sentiment label. While they read the document, their eyemovement behavior was recorded using an SR-Research
Eyelink 1000 Plus eye-tracker, with a sampling rate of 500
hz. The experiment was controlled to minimize noise in eyemovement recording and fatigue associated with reading a
large number of paragraphs in one sitting. Participants had
to undergo a “practice sentiment reading” session to get used
to the task. Details regarding the experiment can be found
out in the supplementary material.
The annotation statistics are as follows: 13 out of 23 documents have 100% annotations5 . 8 participants annotate all
documents correctly, while 16 participants get one annotation wrong. 8 participants annotate two documents incorrectly.

2. Irrelevant subjective sentences: Contain opinions about
other aspects and are not related to the aspect on which
sentiment analysis has to be performed.
3. Irrelevant objective sentences: These are objective sentences and they contain factual details but not opinion.
4. Anchor Sentences: Sentence that contain complete information about the overall polarity of the text. Anchor sentences are a subset of Relevant subjective sentences.
An opinion will necessarily contain (1), whereas (2), (3) and
(4) might or might not be present. To explain this in detail
let us consider the following example review with respect to
the aspect “movie”:
Saw this movie on the 28th of December. I walked
out of the theater very, very, very satisﬁed with the
movie. The audience was the worst audience I’ve ever
sat through a movie with it. If the audience is bad, it
can ruin the movie, and make you like it half as much.
That’s probably why it’s only my second favorite movie.
(My favorite being Ofﬁce Space) Though this movie is
rated R, it really isn’t that bad. There is blood, but no
gore. When someone gets stabbed, naturally, they’re
going to bleed. When someone gets shot, naturally,
they’re going to bleed. But, they’re ﬂesh isn’t naturally
going to be split apart. This movie keeps it realistic. To
tell you what it’s about: it’s about an ex-civil war captain. He goes to Japan to teach the Japanese soldiers
American tactics. In their ﬁrst battle they aren’t ready
and get defeated. The captain gets captured and taken
to a place with many Samurai. At ﬁrst, he’s their enemy.
He then learns the way of the Samurai, and befriends
the Samurai. To tell you anymore would be to ruin the
movie. But I can tell you this much: go see this movieyou won’t regret it.

3.2
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Short Term Memory (LSTMs) (Hochreiter and Schmidhuber 1997), built on top of word embeddings - the task speciﬁc classiﬁers are branched out of the shared layer. The
gaze-prediction task and auxiliary linguistic task happen at a
word level (analogous to the problem of sequence labeling)
and the sentiment prediction happens at a document level.
With this composite multi-task network, we obtain performance competitive with or better than state-of-the-art approaches in SA. Moreover, availability of gaze prediction
as an auxiliary output helps interpret systems better; for instance, gaze predictions reveal that the system indeed performs subjectivity extraction better, impacting the document
level sentiment decision, and hence, the accuracy.
The contributions of this paper are the following.

Analysis of Fixations

We use the word-level ﬁrst ﬁxation duration (FFD) proﬁle
of the participants. Word-level FFD is deﬁned as the time
period that an individual looks at the given word, when their
eye gaze ﬁxates for the ﬁrst time on the word in their reading

Here, different components of the text are represented in
various colors. The blue colored sentences are objective in
nature as they correspond to factual details (date of watching, plot summary etc.). Color “red” represents irrelevant

4

https://snap.stanford.edu/data/web-Movies.html
for the rest of the documents eye-movement data from some of
the participants was not ﬁt for use due to unusual shifting of gaze
due to head movement
5
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Figure 1: Gaze-Word heatmap based on normalized ﬁrst ﬁxation duration (FFD) of a participant for a movie review. Color
intensity if positively correlated with amount of ﬁxation duration spent on the area of interest (words)

4

Label = 0, if F F D
Label = 1, if F F D
Label = 2, if F F D
Label = 3, if F F D
Label = 4, if F F D
Label = 5, if F F D

We design a multi-layer Recurrent Neural Multi-task architecture with document level sentiment polarity prediction as
the main task and gaze and part-of-speech prediction as auxiliary tasks. Figure 2 depicts the design. Words (in the form
of one-hot representation) in the input text are ﬁrst replaced
by their embeddings of dimension K (ith word in the sentence represented by an embedding vector xi ∈ RK ). To
tackle length variations, padding is applied wherever necessary, thereby transforming the sequence to a ﬁxed length
tensor (say N ).
The embeddings are then passed to a couple of layers
of bidirectional LSTMs (BiLSTM). BiLSTMs have already
proven to be useful in capturing context better than the unidirectional variant, and have been used for ﬁne grained sentiment analysis (Liu, Joty, and Meng 2015). For each timestep that corresponds to an input word, the word along with
the contextual information coming from the LSTM cells
from both the directions, from the previous time steps are
encoded together, to form a vector vi ∈ RV ) of V dimensions.

=0
<μ−σ
< μ − 0.5σ
< μ + 0.5σ
> μ + 0.5σ
>μ+σ

Here μ and σ are mean FFD and standard deviation for
a particular reader, and for a particular document. Note that
only non-zero values contribute to the calculation of mean
the standard deviation (SD). After transforming the absolute
FFDs into discretized FFD labels, we plot the heatmap proﬁle of FFDs on the text.
As seen in Figure 1, which shows the FFD heatmap proﬁle of one participant, a signiﬁcant portion of the words are
skipped during the reading process (white in color), while
some words are ﬁxated upon for long (dark blue) and the
others for lesser (light blue). This is a general trend that we
observe in sentiment oriented reading, where, mining clues
related to the overall sentiment of the document proved to
be sufﬁcient. This results in less number of of ﬁxations as
opposed to what is seen in comprehension oriented reading
related datasets (e.g., The Dundee Corpus (Kennedy, Hill,
and Pynte 2003)). Moreover, for most of the documents, The
ﬁrst-pass reading turns out to be decisive and FFDs on relevant subjective and anchor sentences turn out to be higher.
So FFD seems to be an important gaze-based aspect to consider for the task. On the other hand, we empirically observe that repeat ﬁxations are towards words that are mostly
sentiment-neutral (objective), and thus are irrelevant for the
task of sentiment analysis. Regressive saccades, that form
the basis of regressive (repeat) ﬁxations, are thus also not
signiﬁcant with respect to the task at hand. Thus, we limit
the eye movement features to FFD, and don’t consider repeat ﬁxations and saccadic attributes. Note that, this makes
document level SA a task different from sentence and shorttext level SA, where the prior works in the literature, such
as (Mishra et al. 2016), (Mishra, Dey, and Bhattacharyya
2017a) and (Mishra, Dey, and Bhattacharyya 2017b), have
found such repeat ﬁxations as well as saccadic movements
(including regressive saccades) to be effective.

vi = BiLST M (xi , layers = 2), i ∈ N

(1)

The function BiLSTM can be expanded to a series of differentiable equations, as given by Hochreiter and Schmidhuber (1997).
Now, the multi-task setup allows us to fork multiple
branches pertaining to the main and auxiliary tasks. The description for each task goes as follows.
1. Document Sentiment Polarity Prediction (Main Task):
For this task, the forked branch takes all the encoded vectors obtained across all N timesteps and predicts sentiment labels (-1 or +1) as output. It ﬁrst extracts the most
signiﬁcant components out of the encoded vectors by performing a max-pooling over time operation (Collobert et
al. 2011). This will result in a ﬁxed length vector c of size
N.
(2)
c = [c1 , c2 , c3 , ..., cN ]
The features are then passed to a softmax layer, the out-
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process. Following Klerke, Goldberg, and Søgaard (2016),
FFDs are ﬁrst discretized into six bins as follows.







 
  
  

 

Figure 2: Deep multitask model with Sentiment Analysis as primary task and Gaze and Linguistic artifact prediction as secondary task.

put of which is the sentiment label y.

speciﬁc to the task predicts the label, suffers a loss with respect to the true labels, and the model parameters are updated. When the task changes, parameters of the shared layers are copied and set as the initial parameters for the forked
model of the new task. Embedding layers are initialized using pre-trained embeddings and are not updated through out
the training.
It is worth noting that, the tasks (especially the auxiliary
ones) can be “composite” in nature. For example, for auxiliary task 2, one could consider joint prediction of PoS and
syntactic and semantic properties such as dependency tags,
semantic roles etc., which should intuitively help in tackling linguistic nuances better. Similarly, gaze prediction can
be a joint prediction of ﬁxation durations and other gaze
attributes like saccade amplitude, direction etc., which are
considered to be important in “reading” research (Rayner
1998). However, in our setting, we observe that inclusion of
multiple and composite tasks results in over-generalization,
thereby decreasing the model performance. Hence, we stick
to only the basic tasks.

ŷ = arg max P (y = j|c)
y

(3)

cT wj

e
= |J|

k=1

e c T wk

, J ∈ {−1, 1}

During training, the optimizer optimizes the binary cross
entropy loss between the predicted and the observed values of y.
2. Gaze Prediction (Auxiliary Task1): Gaze prediction in
our setting is a sequence labeling task, where the First
Fixation Duration (FFD) on each word is predicted. For
this the encoded vector (analogous to eq. 1) for each time
step is passed to a S OFT M AX layer (eq. 3). Gaze labels
can take values between [1−5], as discussed in Section 3).
For loss computation, categorical cross entropy is used.
3. Part of Speech (PoS) Prediction (Auxiliary Task2):
Certain parts of speech (such as adjectives and adverbs)
have proven to be more informative about the sentiment
(Benamara et al. 2007) of the text. Our model is made
aware of this through the introduction of PoS tagging as
one of the auxiliary tasks. Like gaze prediction, PoS tagging is also considered as a sequence labeling task, and
the forked component of the network is of same nature
(with a similar loss function) as the one used for gaze prediction.

5

Experiment Setup

We now share the details of our experiments below.

5.1

Dataset

For evaluating our multitask model variants, we rely on the
Movie Review dataset of 2000 documents, released by Pang
and Lee (2004). This dataset is not only a benchmark one for
comparing against various algorithms, it is also suitable for
comparing how the gaze based subjectivity extraction (discussed in Section 6) compares against the extract obtained

For each step in the training process, a task out of the three
possible tasks is chosen at random, followed by a selection
of a random batch of data for the task. The forked model
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Model

PL2000

IMDB25K

Mincut (Pang and Lee 2004)
Embeddings (Maas et al. 2011)

87.15
88.90

N/A
88.89

88.037
87.686
89.014

89.431
89.44
89.428

Our Variants
Only Sentiment (unitask)
Sentiment + PoS
Sentiment+PoS+Gaze

proportion p of the hidden units during forward propagation.
We set p to 0.3.

using the initial graph min-cut based method proposed by
Pang and Lee (2004). Though Pang and Lee (2004) used a
10-fold cross validation in their setting, we believe considering only 2000 instances for cross validation in a neural
setting like ours will leave our model with less amount of
data and signiﬁcantly more number of parameters to learn.
This may result in over ﬁtting and thus, reduction in testaccuracy6 . This is exactly why, the performance of our system may not be directly comparable to some of the contemporary systems such as Kim (2014) and Johnson and
Zhang (2015). We would like to remind our readers that the
sole purpose of this study is to gain a ﬁrst level insight into
whether inclusion of a cognitive task of gaze prediction in
a multitask setup helps in improving document level subjectivity realization better or not.
For training the model, we use the IMDB movie review
dataset from Maas et al. (2011), and use 25K documents
available for training. Moreover, we also evaluate the performance of our models on 25K test data to compare with
Maas et al. (2011). The gaze data, as discussed in Section
3.1, comes from a different source (i.e., Amazon), and the
reviews do not overlap with the dataset used for training
or evaluation. This ensures that any improvement in performance observed by inclusion of gaze data is not because of
any overlap across datasets. After removing noise in gaze
data (unreasonable ﬁxations and shifts that typically observed because of head movement during reading), the total amount of unique instances of Documents and FFD sequences turn out to be 757.

5.2

5.4

We use A DAG RAD optimizer (Duchi, Hazan, and Singer
2011), with a learning rate of 0.1. The input batch size is
set to 128 and number of training iterations (epochs) is set
to 30. 10% of the training data is used for validation.

5.5

Pre-trained Embeddings

Initializing the embedding layer with pre-trained embeddings can be more effective than random initialization (Kim 2014; Liu, Joty, and Meng 2015). We
combine all the textual portions of our datasets and
used the data for pre-training. The embeddings are
learned using skip-gram based word2vec learning mechanism (Mikolov, Yih, and Zweig 2013), with parameters
embedding size,window size and min count set
to 100, 5 and 5 respectively.
Implementation of the multi-task model has been done using PyTorch7 and for embedding learning we use the Gensim
library (Řehůřek and Sojka 2010). For getting, PoS labels,
we use the Spacy8 PoS tagger (with Penn Tagset) which is
fairly accurate.
We would like to bring it to the readers notice that many
of our model hyper-parameters are ﬁxed by trial and error
and are possibly good enough to provide a ﬁrst level insight
into our system. Tuning of hyper-parameters might help in
improving the performance of our framework, which is on
our future research agenda.

Hyperparameters

We use word2vec (Mikolov, Yih, and Zweig 2013) embedding with size set to 100. We use bidirectional LSTM with
2 layers and hidden size 100. Batch size was set to 128. The
learning rate is reduced by a factor of 0.1 with a patience of
10 epochs.

5.3

Training

6

Results and Discussion

Table 1 presents the results. It is clear that the addition of
gaze as a prediction task helps in improving the performance
of the system on PL2000 dataset (statistically signiﬁcant)9 .
However, the uni-task model variant does well for the larger
test dataset (IMDB25K). We observe that the PoS tagging
accuracy of the system, in the multitask settings is often

Regularization

For regularization dropout is employed between the LSTM
layers with a constraint on l2 -norms of the weight vectors
(Hinton et al. 2012). Dropout prevents co-adaptation of hidden units by randomly dropping out - i.e., setting to zero - a

7

http://pytorch.org
https://spacy.io/
9
The difference of accuracy between the best and the second
best system is statistically signiﬁcant with p < 0.05, as conﬁrmed
by a two-tailed McNemar test
8

6
We observe a reduction of accuracy of around 15%, for the
non-multitask baseline
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ing our multi-task setup is also on our agenda.
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Table 1: Results (in terms of accuracy) for different model conﬁgurations for two test datasets (PL2000 by Pang and Lee (2004)
and IMDB25K by Maas et al. (2011)) . Sentiment→ Document level sentiment prediction task, PoS→ PoS prediction task, and
Gaze→ Prediction of FFD.

pretty low. This might be affecting the overall results for our
multitask variants. One possible solution towards this would
be to consider coarse-grained tags (Say just Noun, Verb, Adjective and Adverb) instead of the ﬁne-grained tags that are
used in the current experiment, which might be confusing
the multitask labelers.
It is interesting to note that gaze task (even though trained
on a small amount of data of just 757 instances) has a positive impact on the overall performance. Since, one of the
main objective of including gaze prediction as a task was to
interpret the model’s behavior, we consider the gaze prediction output to prove / disprove hypotheses regarding whether
the sentiment decision inferred by the model depends on
how good the gaze predictions are on the input text (which,
in turn, corresponds to how good / bad the subjective extracts
are). A qualitative analysis on documents for which prediction of gaze based multitask model is better than only the
gaze based model afﬁrms that, most of the predicted long
duration FFDs (Label>=4) are actually predicted on relevant subjective sentence. For the example mentioned in Section 3, the predicted long duration FFDs are on sentiment
bearing words such as “satisﬁed”, “favorite” appearing in
the relevant subjective sentences and a few objective words
such as “stabbed” and “shot” that implicitly convey negative
sentiment. This kind of output interpretation helps us realize the impact of the gaze prediction task on the subjectivity
extraction process.
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All Work and No Play? Conversations with a
Question-and-Answer Chatbot in the Wild

ABSTRACT

Many conversational agents (CAs) are developed to answer
users’ questions in a specialized domain. In everyday use of
CAs, user experience may extend beyond satisfying information needs to the enjoyment of conversations with CAs, some
of which represent playful interactions. By studying a field
deployment of a Human Resource chatbot, we report on users’
interest areas in conversational interactions to inform the development of CAs. Through the lens of statistical modeling,
we also highlight rich signals in conversational interactions
for inferring user satisfaction with the instrumental usage and
playful interactions with the agent. These signals can be utilized to develop agents that adapt functionality and interaction
styles. By contrasting these signals, we shed light on the
varying functions of conversational interactions. We discuss
design implications for CAs, and directions for developing
adaptive agents based on users’ conversational behaviors.
ACM Classification Keywords

H.5.m. Information Interfaces and Presentation (e.g. HCI):
Miscellaneous
Author Keywords

Conversational agent; chatbot; dialog system; human-agent
interaction; playful; adaption; user modeling
INTRODUCTION

There is a growing excitement around conversational agents
(CAs) or “chatbots”. From tech giants’ core products such as
Apple Siri, Amazon Alexa, IBM Watson, to numerous startup
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companies, many are compelled by the idea of advances in
artificial intelligence combined with a natural form of interactions. However, before this wave of marketing hype, research
on CAs has come a long way in the past half century, but also
saw several unfortunate failures in public reception (e.g. [29,
47]). Two points of criticism have been frequently raised for
studies of CAs. One is a lack of understanding on real-life user
experience and attention to the gap between user interactions
in the lab and those in the wild [15, 43]. Another point is the
focus on narrowly constrained agent initiated conversations
for the task domains, which provides little information about
user interests in conversing with CAs for future system development [38]. Although many recent popular CAs, often in
the form of an intelligent personal assistant, provide free-form
text input interfaces that invite users to “ask me anything”,
there is surprisingly limited empirical account of how users
converse with these agents in the wild. This poses a challenge
as the development of CAs, at least in the near term, relies
heavily on the anticipation of what users may say to the agent.
To fill these gaps, we study a field deployment of a questionand-answer (QA) CA. Specifically, a Human Resource (HR)
chatbot provided company-related information assistance to
377 new employees for 6 weeks. Although the CA functions
as a QA system, the focus of this paper is on users’ conversational interactions, or social dialogues, with the agent
(36% of interaction logs). Such interactions are often abundant as CAs naturally elicit social behaviors with a human
role metaphor. Meanwhile, there is a tradition of separating
communicative and task-oriented interactions in developing
CAs [6, 11], and considering the former to be more unbounded
and thus challenging to anticipate, but have the advantage of
higher generalizability across domains [38]. The generalizability motivated some to build domain-independent conversation
architectures to accelerate the development of CAs [6].
Also underscoring the necessity of studying conversational
interactions is the rich signals they may carry for inferring
user status. This has been a longstanding interest in the related
embodied conversational agents (ECA) and human-robot interaction (HRI) communities [40, 48], as foundational work
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In this work, we explore the associations between signals in
conversational interactions and user satisfaction with the QA
agent. Through the lens of statistical modeling, we take an
empirical, data-driven approach to inform areas to obtain such
signals, and their potential deviation from human conversations. We ask questions such as whether it is a reliable signal
for user satisfaction, if a user praises the agent by saying "you
are smart"; or whether it signals a real user frustration that the
system should attend to, if a user tells the agent to "shut up."
For a QA system, knowing these kinds of signals can enable
real-time adaption of algorithms and other system functions.
Meanwhile, unlike conventional information systems, user
experience with CAs may extend beyond the instrumental
usage. As seen in the interaction logs of our agent, a large
portion were human-like conversations unrelated to the QA
functions. Recent studies considered this kind of behaviors
as playful interactions and a key aspect of the adoption of
CAs [28, 32, 43], through which users explore the system
and seek satisfaction from a sense of social contact. Studies
also reported that such a tendency varies between individuals,
and may reflect a fundamental difference in the orientation of
attributing lifelike qualities to a CA versus purely instrumental
values. Such an orientation may lead to differences in how
users evaluate a CA. While playful users seek satisfaction
from agents’ “humanized or humorous responses” [28], those
taking an instrumental view have a very different set of system
preferences [27]. But how can an agent recognize signals for
such an individual difference and adapt its interaction styles?
Motivated by these questions, we study conversational interactions form the log data of the field deployment. With
self-reported satisfaction from survey responses, we employ a
penalized regression analysis to identify associations between
conversational signals and user satisfaction with the agent’s
instrumental usage and playful interactions. We ask:
• RQ1: What kinds of conversational interactions did users
have with the QA agent in the wild?
• RQ2: What kinds of conversational interactions can be used
as signals for inferring user satisfaction with the agent’s
functional performance, and playful interactions?
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Research contributions from this work are threefold: 1) the
results characterize users’ conversational interactions with
a QA agent in the wild; 2) the results suggest rich signals
in conversational interactions for inferring user satisfaction
status, which can be utilized to develop adaptive agents; 3)
by contrasting the signals for functionality and playfulness,
the results provide nuanced understanding of the underlying
functions of users’ conversational behaviors. For example,
while some conversations are carried out with evident playful
intentions, others may serve primarily instrumental purposes.
BACKGROUND AND RELATED WORK

We first discuss prior work on CAs and our focus on conversational interactions. Drawing on research on system adaption in
relevant fields, we consider the potentials of utilizing signals
in conversational interactions for inferring user satisfaction.
Lastly, we motivate our focus on functionality and playfulness
by discussing prior work on user experience with CAs.
Conversational interactions with CAs

Development of CAs can be dated back to the 1950s with
prominent examples such as ELIZA [55]. Within the HCI
field, research largely focused on embodied CAs. Anthropomorphism is emphasized in multiple modalities to regulate
human-computer interactions in a familiar way and to manifest
social intelligence such as trustworthiness [10, 11]. Recently,
the term “chatbot” is used to refer to CAs that employ primarily text-based or speech-based input without embodied
modalities. This type of CA has become mainstream products.
Some argue that for these systems, anthropomorphism is no
longer a principal goal [28], and the single modality directs
more attention to task performances [51], especially since
many of these CAs are core components of utility applications.
Despite the anti-anthropomorphism argument, the interaction
is still based on the metaphor of human conversations, which
is a complex machinery in its own right [20], but can also
diverge from human conversations in many ways [44].
This highlights the necessity of studying patterns of conversational interactions with CAs, which can be considered as
user utterances in performing communicative and social functions instead of task-oriented functions (e.g.,QA query). Early
systems often adopted agent controlled conversations to avoid
the daunting challenge of handling unbounded conversations
initiated by users (e.g. [11]). But this approach is inadequate
for realistic conversational capabilities, and obsolete for QA
agents that provide information assistance through free-form
text input. At the present time, whether using a rule-based
system or advanced technologies such as discourse planners,
the development of CAs relies heavily on the anticipation of
what users may say to the agent. Ignoring common patterns
may result in the absence of necessary system knowledge, and
thus repeatedly frustrating “sorry I didn’t get it” responses. To
overcome the problem, development of CAs has to follow a
laborious iterative process to bootstrap from user data [24].
The hope lies in the fact that there are tractable, domainindependent patterns in conversations. A longstanding interest
in linguistics research is to develop schemas of conversational
acts to describe the performative functions of utterances in
a content-independent way (e.g. [14, 42]). Although these
schemas informed the development of many CAs, there is
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fairly limited shared knowledge on what are the common categories of user conversations with CAs. One exception is Kopp
et al. [24], which described how people conversed with Max,
a museum guide agent working in a real-world setting, by
summarizing eight categories of user utterances. [19, 38] are
two other studies providing similar characterizations, but all
reported on speech-based embodied CAs. Despite the popularity of commercial chatbots (e.g. Siri), there is little empirical
report of user interaction patterns except for a few qualitative studies [28, 35]. Our work is motivated to fill this gap
by providing an empirical account of users’ interest areas in
conversations with text-based QA agents.
Inferring user status from conversational behaviors

Our focus on conversational interactions is also motivated by
the potentially rich signals in them to infer user status, as a
first step towards building adaptive agents. Dynamic adaption is arguably one of the most important values that CAs
can deliver with a human based metaphor [7, 23, 50]. In
early systems, inferring user status relied largely on manually
specified rules by drawing on theories or observations from
human communications (e.g., nodding means positive feedback). Recent work explored data-driven methods to establish
associations between behavioral signals and user status in a
principled fashion. The most notable work is by Cassell et al.
on modeling behavioral signals for social status between interlocutors, as part of the research towards “socially aware CAs”.
This line of work used labeled social status such as rapport
and politeness in episodes of human tutor videos as ground
truth to build predictive models with verbal and non-verbal
behaviors. It provided nuanced insights on the associations
between social status and manifested behaviors. Despite the
fruitful results, they may have limited applicability for QA
chatbots. Compared to embodied tutoring CAs, user behaviors with QA chatbots may share far less similarities with
human conversations. Moreover, unlike tutoring activities that
require continuous engagement, social status may not be the
dimension of primary concern for QA agents.
By considering QA agents as information-retrieval (IR) systems with a conversational interface [36], we resort to the
volume of IR literature on adaption, where a primary focus is
on adapting algorithms for less satisfied users who may have
different information needs or expectations. Because obtaining explicit satisfaction is costly or infeasible at times, an area
that draws continuous interest is to infer user satisfaction from
behavioral signals such as dwell time and word choices as “implicit feedback” (see review in [22]). By monitoring implicit
feedback, real-time algorithmic adaption is a highly desirable
possibility. Research also explored adapting other functions,
e.g. providing query assistance to unsatisfied users [46]. A
common approach to identify implicit feedback is to study
what behaviors predict satisfaction, often gathered by surveys.
To develop automatic evaluation of chatbots, [21] collected
user satisfaction with Microsoft Cortana performance through
a survey and modeled predictive actions (e.g. follow-up inquiries signal dissatisfaction). While [21] focused on QA
queries, we aim to highlight the rich opportunities in conversational interactions to obtain signals for user satisfaction, which
would in itself advocate the use of conversational interfaces.
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Conversations with CAs: beyond functionality

We also look beyond satisfaction with task performances. Studies evaluating CAs [37, 39, 56] repeatedly found user satisfaction strongly impacted by social designs such as the agent’s
representation [56] and personality [57]. According to Justine
Cassell, CAs should target similar goals of human conversations, which are to fulfill propositional goals—conveying
meaningful information, and interactional goals—ensuring
the communication process to be enjoyable [10, 11]. However, the interactional goal with CAs may differ from that of
human. [44] conducted a lab study comparing conversations
with a human versus an agent. They found that behaviors
associated with relationship building (e.g., sharing opinions)
to happen much less with the agent. This means, expectedly,
users had less conscious relational motivation in interactions
with the agent. In contrast, recent studies of agents in the wild
reported rich relational behaviors, both positive and negative
ones. This highlights that certain interactions with CAs may
only be observed in the wild. [25] studied how people talked
to a receptionist CA and identified three types of relational
behaviors—politeness (e.g., greeting), sociable behaviors (e.g.,
small talk), and negative behaviors (e,g., insult). In studying
Max, [24] reported that more than one-third of questions were
small talks. Meanwhile, they observed patterns that are rare in
human conversations, including flaming behaviors and “testing
of intelligence” with unrealistic questions.
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to build adaptive agents that can attend to user needs. For
example, by inferring a decline in user engagement, an agent
can immediately employ strategies to re-engage the user [48].
To infer such an internal user status, agents rely on recognizing signals in users’ behavioral manifestation. For example,
gaze fixation [34] and attentive feedback (“un-huh”) [8] are
signals of engagement. These association rules are an integral part of the computational models underlying adaptive
agents. However, most existing work drew on observations
from human-human communications, and aimed to infer human concepts of inter-personal status such as rapport [33, 52]
and trust [10]. In the context of un-embodied QA agents, the
system is not intended to serve full conversations, and some
users may simply reject to anthropomorphize QA agents such
as Siri [28]. It is arguable whether these behavioral signals
known from human conversations still hold. It is also arguable
whether human-like inter-personal status should be the primary
dimension that a QA agent is concerned with.
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Although on the surface these utterances resemble chit-chat in
human communications, they do not necessarily indicate conscious compliance of social norms, meaning that they may not
signal the same underlying intentions as in human conversations. Similarly, negative comments may not signal actual negativity towards the agent. In a recent study on everyday use of
CA, Luger and Sellen [28] proposed the notion of “playing as a
point of entry” to the adoption of CAs by asking random questions and looking for humanized or humorous responses, as a
way to explore the system and satisfy the desire for entertainment. Other studies showed that students engaged in playful
interactions such as making face-threatening comments with
tutoring agents, and found them to improve learning experience [32]. According to the theory of anthropomorphism [16],
these behaviors are not only to satisfy sociality needs through
a sense of social contact, but also to reduce uncertainty about
the system to interact more effectively.
Playfulness is not a foreign concept to the HCI community.
In the 1980s, with the introduction of personal computers in
organizations, researchers noted its suitability for inviting a
sense of playfulness— a tendency to interact spontaneously
and imaginatively with computer systems [9, 54]. Webster et
al. considered playfulness as an individual and situation specific feature that predicts technology usage patterns [54], and
suggested design guidelines to promote playfulness [53]. Recently, [43] proposed a Technology Acceptance Model (TAM)
for interface agent of email systems and added playfulness to
the original TAM, suggesting that “individuals may explore
playful features of the agent and find it highly enjoyable.”
We note that in these studies the definition of playfulness point
to two intertwined aspects—one is deliberately anthropomor-
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phizing the agent, the other is actively conversing about topics
outside the functional scope. Previous work also studied individual differences in these kinds of behaviors under the terms
agent sociality [27] and social schema [26], and argued that
they reflect an orientation of users’ mental schema of a CA
as a sociable entity versus a purely instrumental tool [25, 26,
27]. In our previous work [27], using a self-reported measure
on agent sociality orientation—tendency to engage in social
conversations with CAs, we interviewed users varying on the
orientation and found remarkable differences in their preference for interaction styles of CAs. For example, users viewing
a CA as an instrumental tool prefer agent responses resembling
search engine output, consider humanized features to be unnecessary, and may be turned away by lengthy conversations,
while those with high sociality orientation desire for natural
conversations and the agent to show more personalities.
Following the prior work, we argue that playfulness can be
a key interactional goal for the usage of CAs. We use the
term “playfulness” to refer to seeking satisfaction from offtask human-like conversations with a QA agent based on the
above definition, without presuming that they carry the same
meaning as in human communications. While the prior work
motivates why designing CAs for playful interactions, and
suggests how to design for playfulness, our goal is to inform
for whom to design for playfulness by identifying behavioral
signals of users seeking satisfaction from playful interactions
through a data-driven approach. The results would move beyond knowledge from previous studies showing correlations
between playfulness or sociality orientation with selected conversational markers such as greeting the agent [25], to form
more comprehensive understanding on what kinds of user
behaviors are carried out with playful intentions.
SYSTEM DESCRIPTION

A CA called Cognitive Human Interface Personality, or Chip
for short was developed to provide company related information assistance. Targeted users of this deployment were new
hires of a large multi-national enterprise, who had frequent HR
information needs to orient around the company and complete
administrative tasks. Chip is installed on a company-wide
Instant Messenger (IM) tool to send and receive messages.
Figure 1 presents multiple examples of conversations a user
had with Chip, including both QAs and playful chit-chat.
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The main function of Chip is to answer company-related questions such as “tell me about my health benefits” or “how can I
find IT help”. Chip’s answers are mostly in the form of curated
texts, some containing links to web pages with more detailed
information. On occasions where Chip could not understand
the user input, it says “Sorry, I could not understand your question” or variations thereof. Chip can also perform search tasks
by accessing other applications. For example, when receiving
a question it could not answer, it accesses an internal search
engine and outputs snippets it returns, if available. When a
user asks to "look up [name] [phone number/location/...]" or
"look for experts in ...", Chip can retrieve such information
from other internal applications. As with any CA, Chip may
give wrong answers. We suggested to participants that they
could respond “#fail” to give feedback, which would help
improve Chip in the future.
We designed Chip with an HR assistant persona and made
handling common conversational interactions a design goal
from early on. To anticipate non-QA input is a nontrivial task.
We resorted to two approaches. First, we followed an iterative
design process by conducting multiple pilot studies ranging
from 10 to 30 users, and bootstrapped the development of
conversations from the data. Meanwhile, we referred to a
package in IBM Watson Dialog1 that provides instances of
chit-chat collected from previous deployment of CAs. Another
way we attempted to make Chip more social is to have it
pro-actively send reminder messages. Some of them were to
remind users of the availability of functions (e.g.“I can help
find information about your colleagues...”). Others were about
tasks that new hires had to complete, such as filling out forms.
The reminders were sent twice per week, and were triggered
when the users logged in the IM tool on the scheduled day.
Natural language classifiers (NLCs) and performance
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I-correct:
rect intent

Percentage
P (evaluated positive)
P (conversational)

cor-

74.7%
87.1%
80.6%

I-incorrect: incorrect intent

I-low: low confidence

6.3%
25%
13.1%

19.0%
6.3%

Table 1. Information of the three categories of user input

• Correct intent recognition (I-correct): When classified
NLC2 is a matching sub-category of NLC1, we expect
Chip to have given mostly reasonable answers.
• Incorrect intent recognition (I-incorrect): When classified
NLC2 is not a matching sub-category of NLC1, often due
to questions not anticipated thus no training examples were
given during the development 2 , we expect Chip to have
given low-quality answers.
• Low confidence (I-low): when either NLC was below a confidence threshold, Chip replied “Sorry I didn’t understand”.
Table 1 shows the distributions of user input in the three categories. Two researchers did a binary evaluation of the answer
quality (reasonable/unreasonable) with 140 input-output pairs
randomly drawn from I-correct category and 40 pairs from
I-incorrect (Cohen’s κ = 0.84). As expected, more than 87%
of user input in I-correct received reasonable answers, and
only 25% for I-incorrect (Table 1 row 2). With these statistics, we estimate 67% user input to have received reasonable
responses and another 19% answered with uncertainty. This
is comparable to, if not better than, performances reported in
several studies of CAs [24, 27] and commercial chatbots [17].
Developing the NLCs required an intent classifier schema and
training data for each intent class. To construct the schema,
we adopted an iterative data-driven approach by: a) content
analysis on data from pilot studies; and b) extracting frequent
topics from anonymized inquiry emails sent to an HR service
center. With expert input from HR specialists, we grouped
related NLC2 together to identify general intent categories
as NLC1. With the schema, we obtained training data by
extracting questions corresponding to each intent from data
of pilot studies and HR inquiry emails through a text analytic
process. Additional training examples were manually put in
wherever necessary. We trained the classifier and developed
the CA using IBM Watson Dialog. The curated answers for
each NLC2 intent were either extracted by a text analytic
process with the HR inquiry emails or manually created.

For the analysis, we utilized the natural language classifiers
(NLCs) of the system to provide a characterization of users’
conversational input. Here we briefly discuss the NLCs to provide background for our methodology. The technical details
of the NLCs are beyond the scope of this paper. Many current
CA technologies rely on NLCs to classify a user input (e.g.,
“hello”) into a higher-level category of intent (e.g., “GREETING”) known to the system in order to retrieve answers. Chip
adopted a multi-level NLC model by independently training
two levels of NLCs [12], each as a multi-class classifier (i.e.,
an input is classified to be the intent class with the highest
confidence score). NLC1 contains higher-level categories of
intent, each has several matching NLC2 sub-categories. For
example, when a user asks “tell me about health benefits”, it
will be classified as “BENEFITS” by NLC1, and “health benefits” by NLC2, independently. “Health benefits” is a sub-intent
known to match “BENEFITS”, which also has other matching
sub-intents such as “dental plan” and “employee discount”.
Each NLC2 class is linked to a curated answer, sometimes
with variations to be randomly retrieved. For example, in this
case, Chip will output the curated answer linked to “health
benefits” to answer the user question. With this setup, user
input fell into three categories:

We recruited 337 participants through HR contacts in three
groups with different starting dates, each using Chip for 5-6
weeks. Participants were college new hires with diverse backgrounds, joining different departments including engineers,
consultants, designers, etc. They were located in multiple areas in the United States, including California, Massachusetts,
Texas, etc. Upon joining, they attended an orientation session,
where Chip was introduced by members of the research team.
The introduction included a demo of Chip conversations, an
overview of its functions for company related information
assistance, suggestion to use #fail to provide feedback, and

1 https://www.ibm.com/watson/developercloud/dialog.html

2 In incorrect intent recognition, Chip either retrieves answers from
the search engine, if available, or outputs the answer linked to NLC2

Page 4

METHODOLOGY
Deployment and Participants

Paper 3

consent for the user study. The participation in the study was
voluntary and no financial incentive was provided.
Survey

Within one week after the deployment period, we sent out a
survey to participants’ work emails. The survey response rate
was 34.1% (N=115). We aimed to capture participants’ selfreported satisfaction with Chip’s functional performance and
playful interactions to be used as ground-truth for studying
predictive signals in conversational interactions. For functional satisfaction, given the targeted function of Chip as a
QA system, we measured it by three items and used the average ratings to represent individual users’ satisfaction with the
instrumental usage of Chip (Cronbach α = 0.86):
• Understanding: Chip was able to understand my questions.
• Relevance: Chip was able to find relevant information.
• Quality: The answers Chip provided were high quality.
In the background section, we discussed that playfulness implies two intertwining aspects of interactions: 1) engaging in
human-like social conversations; 2) actively conversing about
topics outside the task domain [28, 27]. We adapted the agent
sociality scale from our previous work [27] and asked participants to rate the following two items. We used the average
ratings to represent individual users’ satisfaction from playful
interactions with Chip (Cronbach α = 0.73):
• Sociability: I enjoyed chatting casually with Chip.
• Off-topic desirability: I enjoyed talking to Chip about topics
unrelated to IBM knowledge and process.
All items used 7-point Likert-scales. We note that evaluation
measure is still a challenge in studying CAs. Conventional
usability scales appear to be less applicable to agents (e.g.,
efficiency). Most studies in this field (e.g. [3, 4, 5, 56]), as
ours, used homegrown questionnaires to capture user opinions.
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Figure 1. Left: user asked a work-related question with opening and
acknowledging the answer; Top right: user asked a question that Chip
could not understand then gave #fail; Bottom right: playful interactions
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Preparing for analysis: conversational acts labels

For RQ1, we aim to present a characterization of users’ conversational input. Instead of looking at low-level utterances
such as a user saying “hi” or “hello”, we focus on higher-level
conversational acts [1, 41], which describe the performative
functions of utterances in communication processes. That
is, we are interested in how often users started with greetings, which would encompass many forms of utterances (hi,
hello, good morning, etc.). We therefore resorted to a group
of high-level NLCs (NLC1), as discussed in the methodology
section, concerning with conversational interactions, defined
as communicative or social utterances outside work related
QAs. Specifically, these NLC1 classes include opening, closing, compliment, acknowledging, complaints, feedback (#fail),
agent status chitchat, agent trait chitchat, agent ability checking, off-topic request, about me, and emoticon. Table 3 gives
examples of sub-categories (NLC2) for each of them. To distinguish them from task related QA intents, we will refer to
these NLCs as conversational acts in the rest of the paper.
As shown in the third row of Table 1, more than 80% of user
input classified to be conversational acts by the NLCs fell in
the correct intent recognition category, so we may use these
labels with confidence. We manually went through the 471
user input classified to be conversational acts but fell in either
incorrect intent recognition or low confidence category. We
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Start day

Days of use

Mean (msg)

Group 1
89
1
42
15.6
Group 2
121
15
36
20.9
Group 3
127
29
36
16.5
Table 2. Usage information of the three cohorts of participants

RESULTS

To begin with, we report descriptive statistics of usages of
Chip (Nuser = 337, Nmessages = 6, 004 3 ). Table 2 shows the
statistics of the three groups of participants. Figure 2 (top)
shows the number of total messages by day for each group.
Usages were most active in the first two weeks after the introduction, but remained substantial (day 1 was a Wednesday,
and usage was low during weekends). We note that HR information assistance should have naturally undergone declining
needs as new hires adapted to the work environment. Given
our focus on conversational interactions, we examined the
temporal patterns of them. Percentage of conversational interactions is calculated by the number of messages classified
to be conversational acts divided by the total number of messages (QA+conversational interaction). As shown in Figure 2
(bottom), the percentages were generally consistent over the
whole period. This is an important observation, suggesting
that conversational interactions were not phenomenon due to
novelty, but a regular part of user interactions with Chip.

Top NLC2

OPENING
CLOSING
COMPLIMENT

Hello, Good morning, Are you there
Bye, I have to go, Nothing else now
That is great, You are good/ smart/
cool/ helpful
ACKNOWLEDGE Thanks, User acknowledge (ok, got it),
User forgiveness (no worries)
COMPLAINTS
Wrong answer, Shut up, You are stupid
FEEDBACK
#fail feedback
AGENT STATUS How are you, What are you doing
CHITCHAT
AGENT TRAIT What do you like, What is your favorite,
CHITCHAT
Agent identity, Agent age
AGENT ABIL- What can you do, Can you do [funcITY CHECK
tion], How do you learn
OFF TOPIC RE- Deliver food, About love, Meaning of
QUEST
life, Tell me a joke
ABOUT ME
Knowledge about me (who am I? what
do you know about me?)
EMOTICON
All conversations

P(msg) P(user)

7.7
0.9
1.1

57.3
11.6
11.9

6.0

46.6

2.1
7.7
1.7

21.1
42.4
20.2

2.7

22.3

1.8

22.0

3.2

27.0

0.7

7.7

0.7
36.4

7.1
84.9

Table 3. Conversational acts NLCs and statistics: the percentage of each
category over all user messages (P(msg)) and percentage of users had the
category of conversational acts (P(user))

(divided by the total number of messages), and the percentages of users who ever sent out such conversational messages
(P(user)). Overall, despite its targeted usage as a QA system,
a vast majority of users (84.9%) engaged in some forms of
conversations. In total, conversational interactions accounted
for 36.4% of user utterances. This highlights the importance
of anticipating and designing to support users’ interest areas
in conversing with CAs. Among all conversational acts, the
most frequent were chat opening (e.g., “hi Chip”), giving feedback using #fail, acknowledging message ("ok", "thanks"),
followed by off-topic request (defined as request unrelated to
work, such as “tell me a joke”), agent trait chitchat (e.g.,“what
do you like?”), agent ability checking (e.g., “what can you
do?”, “can you do [function] ?”), complaints (e.g.,”shut up”)
and agent status chitchat (e.g., “how are you?”,“what are you
up to?”). Comparatively, closing (e.g.,“bye)”, about me (e.g.,
“who am I?”), and emoticon were less common categories.
Main areas of conversational interactions

Figure 2. Number of user messages by day (top) and percentage of conversational interactions (bottom)

In the following, we first report on the patterns of users’ conversational interactions with Chip (RQ1), then explore what
signals exist in the conversational interactions for inferring
user satisfaction with Chip’s functional performance and playful interactions (RQ2) through the lens of statistical modeling.
Patterns of conversational interactions (RQ1)

Table 3 presents occurrence statistics of the 12 main categories of conversational interactions, specifically, the percentage of messages in each conversational act category (P(msg))
3 Except when Chip sent reminders and performing search, user input
and Chip response happened strictly in pairs
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While the application context might render idiosyncrasies to
the interactions, we compared the observations to conversational interactions reported in previous studies of CAs in an
attempt to identify common patterns. As mentioned, there
were only a small number of studies providing schemes of
conversational acts with CAs [19, 24, 38]. Among them,
[24] reported the richest set of conversational acts, where museum visitors interacted with Max, an embodied CA providing
information about the museum. Despite differences in the
embodiment, Max shares key similarities with Chip, as both
are to support domain specific QA, allow free-form user input,
and are designed with capabilities to handle common chit-chat.
Therefore, we chose Max to conduct a close comparison, based
on the conversation schema given in [24]. It revealed many
similarities in the types of conversational acts occurred. Based
on our observations corroborated by those of Max, we summarize four main areas of interest in user initiated conversational
interactions with QA agents below.
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Feedback giving: In both cases, there was significant amount
of feedback for agent’s preceding responses. We observed
similar occurrence percentages of compliment (“positive feedback” in [24]). In case of unsatisfied responses, we asked
participants to use “#fail” to give negative feedback. 42.4% of
users did it at least once. With this, we saw significant fewer
blunt complaints with Chip compared to Max (a sub-category
under “flaming” in [24]). Such frequent voluntary feedback
has important implications for advocating conversational interface for information systems, given that it is a known challenge
to elicit real-time feedback from users. In the next section,
we study what kinds of conversations can be used as reliable
signals for user feedback on the system performance.
Chit-chat about the agent: These take a significant portion
of conversational interactions. Comparing Max and Chip, we
observed close occurrence percentages of agent status chitchat
(“anthropomorphic questions” in [24]), agent trait chitchat (
“question about Max” in [24]) and off-topic request (“testing
system” in [24]) . We will examine whether they reliably
signal playful intentions in the next section.
Agent ability checking: This is a unique category we observed in interactions with Chip, such as asking “what can you
do?” or “can you do [function]?”. While we cannot conclude
whether this was not identified to be a separate category in [24],
we highlight that according to [31], when interacting with taskoriented agents, ability checking may carry distinct meaning
from other anthropomorphic inquiries about the agents, as
in directly serving the goal of understanding and reducing
uncertainty about the system.
Communicative utterances: We observed frequent utterances that are habits in human communication process. One
example is acknowledging (e.g.,“ok”, “got it”), which happened much more frequently with Chip than with Max, potentially because they are habits of using the familiar chat
interface. Opening also happened more frequently with Chip
but the percentage of users who had it was similar to that of
Max. This was potentially because users had repetitive, but
shorter interaction sessions with Chip. We found a lower percentage of users explicitly closing the conversations with Chip.
The reason could be that users tended to directly close the chat
window. In the next section, we will examine whether these
behaviors are habitual utterances or carry conscious playful
intention by anthropomorphizing the agent.
Conversations as signals of user satisfaction (RQ2)

After providing a characterization of conversational interactions, we study what signals exist in them for inferring user
satisfaction with Chip’s functional performance and playful
interactions. Figure 3 presents the distributions of user ratings on functionality and playfulness. It shows that there
were fairly divided opinions on both Chip’s functionality and
playfulness, and the two aspects had only moderate correlation (r(115) = 0.41), highlighting the needs for adapting
both system functions and interaction styles for different users.
Satisfaction with playfulness is almost uniformly distributed.
Given that Chip was designed with the capabilities to handle
substantial amount of conversational interactions, we interpret
it as individual difference in the tendency to seek satisfaction
from playful interactions. This is consistent with the notion
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Figure 3. Distribution of survey ratings

of playfulness as an individual characteristic [54], and echoes
conclusions from previous work [26, 27] that user orientation
for playful interactions may particularly merit system adaption. We used the self-reported ratings on functionality and
playfulness of Chip as ground truth (dependent variables) to
study predictive signals in user interactions. In the following,
we present the statistical models and discuss the implications
of the results for obtaining signals for user satisfaction.
Statistical model and results

A key insight from Cassell et al.’s work is that signals of interlocutors’ positivity status exist in conversational behaviors
of varied levels of granularity, from lexical choices, conversational acts to communication strategies [33, 52, 59]. We
are interested in which conversational acts (C-act) can be
used as reliable signals for user satisfaction with Chip. We
also explore what lexical features (Lex) representing different
conversational behaviors can provide additional signals. We
note that our goal is not to build high-performance predictive
models, but rather, through modeling of empirical data, we
aim to identify relatively strong associations between certain
conversational behaviors and users satisfaction.
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identified 233 to be conversational and corrected the labels,
wherever necessary, then included them in the analysis. For
the rest of the paper, when discussing conversational acts, we
will refer to the NLC1 labels of these included cases.

Conversational
NLC1
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We considered two types of features as independent variables
(predictive features): conversational acts and lexical features
representing conversational behaviors. For conversational acts
(C-act), we included the occurrences of the 12 categories
listed in Table 3 in each participant’s interactions, normalized
by his or her total number of messages. For lexical features
(Lex), we performed a feature selection process on top of the
standard bag-of-words method. The rationale is that we were
interested in conversational behaviors instead of the content.
So we were not interested in whether someone asked about
healthcare or IT, but the way someone asking it (e.g., more
formally “how can I find...” versus “tell me...”) might be of
our interest in differentiating conversational behaviors. Given
our limited data size with survey responses (N = 115), the
selective process also aimed to guard against overly sparse
models that would endanger the validity of our conclusions.
Specifically, we started by converting all texts to lowercase
and removed punctuations, then extracted trigram “bags of
words” from messages of each participant to represent his
or her lexical features—i.e., the occurrences of single words
(unigrams), two-word (bigrams) and three-word (trigrams)
phrases. To avoid sparsity, we kept only ones that 5% or
more users used and had more than 0.1% occurrence in the
whole message corpus (N = 245). To exclude domain specific
content, we reviewed the extracted words and identified 46
entities to be specific to the HR domain (e.g. insurance, email,
expense report, names of internal IT systems, etc.). We removed lexical features containing them (N = 163). Following
conventions, we removed unigrams that were stop words (e.g.,
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Functionality
(Cβ
β
(C-act) act+Lex)

F (Lex)

F

Playfulness
β
β
(C(C-act) act+Lex)

AGENT ABILITY CHECK
#FAIL
CLOSING
OFF TOPIC REQUEST
ctr.: success rate
ctr.: N(msg)
ctr.: Duration)
Df
%Dev

−.23
−.16
−.05
−.02
.19
.07
.11
7
23.0

what does (.14), tell me
about (.11), should I
(.09), ok (.08), where
is/are (.06), who is/are
my (.03), how to (.02),
hi (.02), information
(.02), how do I (.02),
search (-.02), can you
do (-.03)

AGENT STATUS CHITCHAT
COMPLIMENT
AGENT TRAIT CHITCHAT
ABOUT ME
ctr.: success rate
ctr.: N(msg)

.18
.14
.12
.12
.07
.02

.05
.08
.07
.09
.13

Df
%Dev

6
12.1

18
30.2

−.20
−.18
−.06
−.02
.21
.10
18
31.5

On being happily playful

F (Lex)
how do you (.24),
information (.23), should
I (.20), I have (.18),
search (.15), is/are your
(.12),how are you (.10),
thanks (.05),tell me
(.01),do you know (.01),
what can I (-.04), where
do I (-.04), how do I (-.06)

Table 4. Coefficients in Lasso regression models. Two models (C-act only and C-act+Lex) are presented for predicting each user satisfaction aspect—
functionality and playfulness. The magnitude of a coefficient indicates the predictive power of the feature. Bold ones are predictive conversational acts.
The last columns show the predictive lexical features, with coefficients in parenthesis. ctr. means a control variable.

to, at, the) and common verbs (e.g., go, find, look) since they
were less interesting to represent language behaviors, as well
as emoticons and the word "fail" since they were counted in
conversational acts. We ended up with 76 lexical features.

models (C-act, C-act+Lex), and the additional predictive lexical features in the last columns. Using these model results
as a lens, below we discuss areas to obtain signals for user
satisfactions with CA functionality and playfulness.

We included three features as control variables for each individual: total number of messages, duration of use—calculated by
the days between the first and last message, and success rate—
as a proxy, ratio of input falling in the “correct intent” category
(Table 1) to control for the system performance. Controlling
for system performance is a critical consideration because
we are interested in the variations in the subjective opinions.
Implicit feedback is useful for identifying user groups that are
less satisfied with given system performance to accommodate
their different information needs or expectation.

On instrumental usage satisfaction

We employed a penalized linear regression known as Lasso
regression to model what conversational features predict user
satisfaction with functionality and playfulness of Chip, respectively. Regular regression model performs best when features
are independent of each other, so collinearity presents an issue.
However, phrase collinearity is a known property of natural
language. For example, the words "Chip" and "you" tended
to co-occur in chitchat with Chip. With regular regression
one would have to exclude either. Penalized regression model
is known to guard against feature collinearity and sparsity,
which works by shrinking coefficients of unimportant features
to zero, leaving only reliably predictive features in correlated
clusters. Therefore, Lasso regression has been frequently used
to model language behaviors (e.g., [18, 30, 52]).
We ran Lasso regressions with the glmnet package of R. In
Lasso regression, a parameter λ can be tuned to decide how
much the model fits the data. A common problem with a large
number of features is over-fitting—the statistical model fits
the data too closely but sacrifices the general validity. We used
the R package cv.glmnet to run cross-validation, a common
technique to guard against over-fitting, by building a model on
random sub-sets of the data and selecting λ that best predicts
the rest. We built two regression models, one with conversational acts only (C-act) and one with additional lexical features
(C-act+Lex). All dependent and independent variables were
normalized. Unlike regular regression, Lasso does not provide
significance tests (p-values) given that only predictive features
are kept in the model. We examined the β coefficients of
variables in the selected model (with the optimal λ ) to determine the relative predictive powers. In Table 4, we present β
coefficients of predictive conversational acts features in both
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Opportunities and caveats in conversational feedback:
Giving negative feedback using “#fail” signals negative opinions on functionality after controlling for the system performance, meaning participants who had lower subjective satisfaction were more likely to give such feedback. These are the
users that a system should attend to for potentially different
information needs. Considering that more than 42% users provided such signals, it highlights the benefit of conversational
interfaces for obtaining real-time feedback. In interesting contrast, positive compliment such as “you are smart” predicts
playfulness instead of positivity on task performance, so they
may not be taken as reliable signals for user feedback on the
instrumental usage. It is worth pointing out that complaints
did not appear to be predictive. In our case, they happened
sparsely as we asked participants to use “#fail” to express
dissatisfaction. It suggests that, to obtain reliable feedback
for algorithmic improvement, it may be beneficial to ask users
to provide it in a standard form. For example, Google Allo
provides thumbs-up and -down buttons for giving feedback.
Implicit complaints: The occurrences of agent ability check
and closing negatively predict the satisfaction on functionality.
One explanation is that ability-check might be resulted from
frustration, as we observed user asking “what can you do?” or
“can you do ...?” after encountering errors. [28] discussed a key
challenge in using CAs being “gulf of execution”—unclear
affordance. Agent ability-check can be considered signals
of user struggling with the gulf of execution. Similarly, we
observed users closing the conversation (“bye”) after errors,
signaling frustration and refusal to continue using the system.
All predictive conversational acts for functionality have negative coefficients, suggesting that conversational interactions
are in general a source for identifying user frustration .
Formal QA as signals of functional satisfaction: A negative
signaling effect of off-topic requests such as “tell me a joke”
was found for user satisfaction on functionality. Meanwhile,
the positive lexical features for functionality indicate formal
patterns of questioning (what/ where/ who/ how). This is to
be expected, as those satisfied with Chip’s performance were
likely to continuously use it for serious information needs. It
suggests a simple way to infer functional satisfaction could be
to monitor the frequency of formal QAs.
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Playful chitchat, not habitual utterances: Three categories
of conversational acts are the strongest signals of playfulness—
chitchat asking about agent’s traits, asking about agent’s status, and talking about oneself. They confirm that chit-chat
carries explicit playful intentions. Although a previous study
showed a correlation between greeting and a tendency to anthropomorphize an embodied agent [25], we found no signaling effect of chat opening, but the lexical feature “hi” predicts
functional satisfaction, potentially indicating a higher tendency
to open the chat for instrumental usage. A similar trend was
found for the lexical feature “ok”, a common acknowledging
phrase after receiving messages. This confirms that, in the context of text-based QA agents, chat opening and acknowledging
may be more of habitual utterances with the chat interface
instead of consciously anthropomorphizing the agent.
Agent orientated conversations as seeking playfulness: An
evident pattern in lexical features signaling playfulness is frequent occurrences of second-person pronouns (e.g., “how do
you”, “how are you”) in positive features and first-person pronouns in negative features. This agent oriented interest in
conversations is consistent with the tendency to anthropomorphize the agent and engage in chit-chat. This suggests a simple
way to identify playful users could be monitoring the usage of
second-person pronouns, which was studied in HRI work as
signals for social interaction inclination with robots [13].
Casual testing as seeking playfulness: In contrast to functionality, the lexical features predicting satisfaction from playfulness suggest less formality such as “how do I” and “what
can I”, but more casual asking such as “do you know” or “tell
me”. We also found the words information and search to be
strong signals for playfulness. A close examination of the
actual conversations revealed a pattern of repeatedly asking
Chip to retrieve different kinds of information (e.g.,“search information about my manager”). Consistent with the definition
of computer playfulness [53], these behaviors suggest “testing
intelligence” to be a manifestation of playfulness.
To summarize, we found that there are reliable signals in
conversational interactions for inferring user satisfaction. By
contrasting signals for instrumental usage versus playful interactions, we further shed light on the varying functions underlying different conversational behaviors. Revisiting the four
interest areas of conversations identified in the last section,
we may conclude that: 1) Not all feedback is regarding the
instrumental usage of CAs. Some may be exhibited with playful intentions. But user behaviors can be regulated to obtain
reliable feedback; 2) Agent oriented chit-chat is indeed an indication of users seeking satisfaction from playful interactions;
3) Agent ability checking can be considered signals of users
struggling with the system’s functional affordance; 4) Communicative utterances such as opening and acknowledging are
more of habitual behaviors in using the chat interface.
DISCUSSIONS
Conversational interactions

Despite the system working as a QA agent, conversational interactions outside querying information were common. These
observations are indicative of the central interest areas of user
initiated conversations with QA agents, as corroborated by
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previous studies [2, 24, 37]. Several take-aways may inform
future development of CAs. First, users actively engaged in
explicit feedback-giving, and more implicit signals for user
frustrations were also observed. Utilizing these behavioral signals may open up possibilities for building adaptive systems.
Second, a challenging task in the development of CAs is to
anticipate chit-chat in a free-form input. Our results suggest
that a large proportion of it may be centered around the traits
and status of agents. Designing an agent with a comprehensive and consistent persona and elaborating on descriptions
of such a persona (e.g., what does the agent like) may help
prepare for addressing this type of chit-chat. Lastly, habitual
chatting behaviors such as opening and acknowledging were
common, as invited by the familiar text-based chat interface.
Content developers should anticipate habitual behaviors in
similar human-human communication channels or contexts.
By contrasting conversational behaviors signaling instrumental usage and playful interactions, we illustrated that while
some were consciously anthropomorphizing the agent, some
were better seen as system operations in a conversational form.
[25] made a distinction between relational and grounding conversations with CAs. The latter, including acknowledging and
repair, are concerned more with achieving task goals. Sometimes the distinction may be less clear. For example, we found
that the frequent question “what can you do” although on the
surface was asked in an anthropomorphic way, served more for
the instrumental usage of the system, in an analogy to visiting
the “about” or “help” sections on a graphic interface. We also
observed users asking Chip whether it could perform some
advanced assistance. According to many, a limitation of CA
interfaces is its ambiguity in affordance [45], creating “gulf
of execution and evaluation” [28]. It is critical for designers
to anticipate this type of user inquiries and carefully consider
different entry points where users may seek information about
the system affordance and usage.
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With these observations, we revisit the idea of developing
task-independent modules for conversational behaviors to be
reused for developing CAs. For example, [6] proposed an
architecture that provides a task-independent framework on
agents’ conversational strategies, including clarification, confirming and controlling turn-taking. However, its focus is on
agent-initiative systems. Our results point to the possibility of
a reusable conversational module for QA agents. We envision
it to be equipped with generic, reusable responses to common communicative utterances, as well as example data and
guidelines for developers to anticipate chit-chat and system
inquiries from users, where the responses can be customized.
Inferring instrumental satisfaction from conversations

Although our current system is a static one, building adaptive agents that can accommodate different user needs is our
ultimate goal and a longstanding interest of the research community. We highlight the necessity for identifying reliable
signals to infer user status through analysis of human-agent
interaction data. Although understanding how people manifest
internal status in communicative behaviors with human partners is important for building realistically social agents [33,
59], the deviations in conversations with Chip were evident.
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These signals can complement the limited set of “implicit feedback” used in IR systems to continuously monitor user satisfaction while optimizing algorithmic performances and system
functions [22, 49]. Providing agent-initiated assistance such
as giving example questions or suggesting advanced functions
to help those exhibiting frustration is another area to explore.
Some adaption may also target users with high satisfaction.
For example, [58] proposed a framework of bootstrapping
algorithms by targeting “low-risk” users, who are currently
at a high satisfaction level and are likely more forgiving for
system failures or the cost of switching to new designs.
Agent playfulness

Previous work on the early adoption of personal computers
considered playfulness as a desirable characteristic in computer interactions because it promotes adoption, satisfaction
and learning outcome [54]. In particular, Webster et al. advocated playfulness in the workplace to make “employees
experience more positive affect at work.” As an enterprise tool,
Chip has the potential to fulfill such a function. Specifically
for CAs, playfulness was considered as a“point of entry” [28].
This puts our study into perspective as we observed substantial
playfulness in the first 6 weeks of deployment. Although [28]
suggested that playful behaviors may decline in the long run
and future research should examine such a possibility, we
emphasize that supporting playful interactions can enhance
adoption [43], especially for individuals who value this unique
offering of CAs. One may also explore designs that can promote and sustain playfulness in the long run. For designing
computer playfulness, Webster offered several guidelines, including arousing curiosity, reserving uncertainty, encouraging
creativity, and exhibiting simplicity [53]. Translating to agent
designs, potential features to consider are proactive social
interactions, manifesting personality, continuously revealing
new features and responses, avoiding complexity, providing
transparency and user control for system status. [53] also
emphasized system robustness in the expectation of playful
users. This is underscored in our observation that playfulness
is also manifested in actively testing the agent.
Identifying individual or situational differences in playfulness
has been an interest for system adaption, which motivated the
development of survey scales on computer playfulness [54].
Our results point to some easy-to-obtain signals for playfulness
in interacting with CAs, from chit-chat, casual testing behaviors and lexical choices, to as simple as monitoring the use of
pronouns. By detecting these signals, a CA may adapt its interaction style. Previous studies reported qualitative findings that
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playful users of CAs look for “humanized and humorous responses”, “finding Easter eggs” [28], and “subjective opinions
and personality” [27]. A caveat discussed in [28] is that agent
responses for playful interactions may also serve as affordance
cues, where over boasting of “social smarts” can belie the
true system capabilities and raise incorrect user expectations.
So it is an intricate task to design agent responses for playful
interactions. One should leverage such user engagement to
better support the usage of the agent. For example, it may be
an opportunity to communicate about the system’s functional
scope when users initiate chitchat about agent’s traits and status. Adaption for the opposite direction of playfulness may
be equally important. Our previous study showed that some
users have little interest in playful interactions with CAs and
tend to exhibit utility-oriented behaviors and preferences, such
as typing only keywords, and desiring responses resembling
search results instead of lengthy conversations [27].
LIMITATIONS

We acknowledge several limitations. First, our results are
based on survey data. Although 34.1% should be seen as a
considerable response rate given the professional context, and
there is a wide distribution of interaction frequencies among
those responded, we cannot rule out self-selection bias. However, the focus of this paper is not to demonstrate the positivity
of user opinions on Chip but build predictive models, so it
should be less subject to the problem of self-selection bias.
Second, as with any automatic methods to characterize large
quantity of texts, the conversational labels we obtained were
not without noise. The schema we used might not capture
rarer cases of conversational interactions. However, our goal
is not to establish a formal taxonomy but to contribute empirical insights by quantifying available types of conversational
acts. Lastly, we acknowledge that some observations may
be specific to the workplace context and user sample of the
study, as young professionals may be more inclined for playful
interactions. We do not claim the generalization of specific
statistics but focus on the patterns they represent.
CONCLUSION

By studying log data from a field deployment of a questionand-answer conversational agent, we characterize the rich
forms of conversational interactions users had with the agent.
The main areas of conversations include feedback-giving, playful chit-chat, system inquiry, and habitual communicative utterances. Through the lens of statistical modeling, we highlight
the rich signals in conversational interactions for inferring user
satisfaction, which can be utilized to develop agents that can
adapt algorithmic performances and interaction styles. The
results also provide nuanced understanding on the underlying
functions of conversational behaviors with QA agents and
their deviations from human conversations. Our findings may
inform designs of CAs and contribute to the emerging fields
of conversational UX, conversational IR and adaptive agents.
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ABSTRACT

appliances, annual reports of companies, all the way to research
papers, detailing a specific scientific discovery. It is needless to say
that valuable qualitative and quantitative information is contained
in many of them. However, content encoded in PDF is by its nature
reduced to streams of printing instructions purposed to faithfully
present a pleasing visual layout. Both the data representation and
the enormous variability of layouts across these documents make
it extremely challenging to access content and transform it into
a representation that enables knowledge discovery. In addition
to the sheer current quantity of documents, the submission rate
of published documents in the scientific domain is also growing
exponentially2 . This poses a real problem, since more and more
information published in the PDF documents is going dark. In
order to make the content of these documents searchable (e.g. find
me a phase-diagram of material XYZ), one needs essentially two
components. First, you need to ingest documents from a variety of
formats (with the PDF format being the most prevalent one) and
convert these documents to structured data files with a structured
format such as JSON or XML. Second, you need a query engine that
is able to deal with a large variety of concepts (documents, images,
authors, tables, etc) extracted from these documents and put these
into context.
In this paper, we focus entirely on the first component, the ingestion of documents and their conversion into structured data
files. The solution we propose is thought of as a platform, which
at its core has trainable machine learning algorithms. This platform, called Corpus Conversion Service (CCS), consists out of a
set of microservices organized in five main components. Each of
these microservices can be consumed by its own REST API. This
approach not only allows us to build complex pipelines to process
documents automatically, but also allows us to develop new microservices against the platform. In order to make this platform
scalable, all microservices are integrated through asynchronous
communication protocols, which gives us many benefits: It allows
to do proper resource management, eliminates strong dependencies
and makes the platform robust against single task failures.
To obtain a thorough understanding of what our platform can do
and how well it performs, we have structured this paper as follows:
In Section 2, we briefly review the current state-of-the-art document processing solutions. In Section 3, we present the design of
the platform and its components. In Section 4, we discuss the architecture, the deployment methods, and how well the platform scales
with regard to volume (both in users and content) and compute
resources, respectively. Finally, in Section 5, we discuss the open

Over the past few decades, the amount of scientific articles and technical literature has increased exponentially in size. Consequently,
there is a great need for systems that can ingest these documents
at scale and make the contained knowledge discoverable. Unfortunately, both the format of these documents (e.g. the PDF format or bitmap images) as well as the presentation of the data (e.g.
complex tables) make the extraction of qualitative and quantitive
data extremely challenging. In this paper, we present a modular,
cloud-based platform to ingest documents at scale. This platform,
called the Corpus Conversion Service (CCS), implements a pipeline
which allows users to parse and annotate documents (i.e. collect
ground-truth), train machine-learning classification algorithms and
ultimately convert any type of PDF or bitmap-documents to a structured content representation format. We will show that each of
the modules is scalable due to an asynchronous microservice architecture and can therefore handle massive amounts of documents.
Furthermore, we will show that our capability to gather groundtruth is accelerated by machine-learning algorithms by at least one
order of magnitude. This allows us to both gather large amounts
of ground-truth in very little time and obtain very good precision/recall metrics in the range of 99% with regard to content
conversion to structured output. The CCS platform is currently
deployed on IBM internal infrastructure and serving more than 250
active users for knowledge-engineering project engagements.
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INTRODUCTION

It is estimated that there are roughly 2.5 trillion PDF documents
currently in circulation1 . These documents range from manuals for
1 This

number originates from a keynote talk by Phil Ydens, Adobe’s VP Engineering
for Document Cloud. A video of the presentation can be found here: https://youtu.be/
5Axw6OGPYHw
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Apply model

Assemble

Extract all text-cells,
bitmap images &
linepaths

Apply the ML model on each of
the cells of the parsed page to
determine its semantic label

Assemble the document(s) by
combining the parsed pages and their
associated predicted labels for the
cell

Annotate

Train

Annotate the cells in the
parsed pages with layout
semantic labels.

Train default and/or layout
specific models for semantic label
prediction

JSON

Figure 1: A diagram of the conversion pipeline in the Corpus Conversion Service platform. It consists of 5 components: (1) Parsing of the document and its contained bitmap images, (2) Annotating the text of the parsed documents with layout semantic
labels, (3) Training models based on the ground-truth acquired by the annotations, (4) Applying machine learned models on
the parsed documents to determine the layout semantic label of each cell and finally (5) Assembling the document into a
structured data format (e.g. JSON). The main conversion pipeline is depicted in blue and allows you to process and convert
documents at scale into a structured data format. The green and orange sections can be used optionally, in order to process
scanned documents (green) or train new models based on human annotation (orange).

3

2

PLATFORM DESIGN

Given the plethora of existing solutions, we would like to point
out how our solution differs from these, and thus approaches the
problem of document conversion in a new way.
The key idea is that we do not write any rule-based conversion
algorithms, but rather utilize generic machine learning algorithms
which produce models that can be easily and quickly trained on
ground-truth acquired via human annotation. This flexible mechanism allows us to adapt very quickly to certain templates of documents, achieve very accurate results and ultimately eliminates
the time-consuming and costly tuning of traditional rule-based
conversion algorithms. This approach is in stark contrast to the
previously mentioned state of the art conversion systems, which
are all rule-based.
While the approach of swapping rule based solutions with machine learning solutions might appear very natural in the current
era of artificial intelligence, it has some serious consequences with
regard to its design. First of all, one can not think anymore at the
level of a single document. Rather, one should think at the level of
a collection of documents (or a corpus of documents). A machine
learned model for a single document is not very useful, but a machine learned model for a certain type of documents (e.g. scientific
articles, patents, regulations, contracts, etc.) obviously is. This is
the first big distinction between the current existing solutions and
ours: Existing solutions take one document at a time (no matter its
origin) and convert it to a desired output format. Our solution can
ingest an entire collection of documents and build machine learned
models on top of that. Of course, once the the model is trained, one
can convert documents one at a time, too.
A second discriminator between the existing solutions and ours
is that we need to provide the tools to gather ground-truth, since
no model can be trained without it. Hence, not only do we need the
ability to manage collections of documents, we also need the ability
for people to annotate documents and store these annotations in an
efficient way. These annotations are then used as ground-truth data

STATE OF THE ART

The task of converting PDF documents and automatic content
reconstruction has been an outstanding problem for over three
decades [3, 4]. Broadly speaking, there are two types of approaches
to this problem. In the first approach, documents are converted
with the goal to represent the content as close as possible to the
original visual layout of the document. This can be done through a
conversion from PDF towards HTML or MS Word for example. The
second approach attempts to convert the document into a format
that can be easily processed programmatically, i.e. a representation
of the document which is not preserving the layout, yet contains all
the content from the original document in a structured format. For
example, this could be a JSON/XML file with a particular schema.
Since our Corpus Conversion Service is thought of as a first step
towards a knowledge discovery platform for documents, we have
opted for the second approach in our solution.
Many solutions have already been developed that tackle the problem of document conversion. There are well known open-source
programs such as Xpdf3 and Tabula4 . There are also proprietary
solutions, such as Abby5 , Nuance6 or DataCap7 . In contrast to the
open-source solutions, all three proprietary solutions support also
extraction from scanned documents. Besides the well known opensource and proprietary solutions, there are also countless academic
solutions as well as libraries. For example, the challenge of segmenting complex page layouts is actively addressed by recurring
competitions posed by ICDAR, as in Ref. [1] and previous editions.
3 https://www.xpdfreader.com

4 http://tabula.technology/
5 https://www.abbyy.com/

6 https://www.nuance.com/

7 https://www.ibm.com/us-en/marketplace/data-capture-and-imaging
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Update model
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questions w.r.t. research and possible next steps in the development
of the platform.
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Figure 2: The cells obtained for the title page of a poster abstract about the CCS [11] after the parsing stage. During the
parsing, we extract all bounding boxes of the text (or cells)
in such a way that they all have: (1) a maximum width, (2)
are only single line and (3) split into multiple cells in case
of list-identifiers, multi-columns or crossing vertical lines
(such as in tables).

Figure 3: The labelled cells annotated on the title page of a
poster abstract about the CCS [11]. Here, the title, authors,
affiliation, subtitle, main-text, caption and picture labels are
represented respectively as red, green, purple, dark-red, yellow, orange and ivory.

3.2

Parsing of Documents

In the parsing component of the pipeline, we solve the following
straightforward but non-trivial task: Find the bounding boxes of
all text-snippets that appear on each PDF page. For simplicity, we
will refer to the bounding boxes of the text-snippets as cells in
the remainder of the paper. There are two reasons why we are
interested in these cells. First, they provide us with the crucial
geometric features which are later used in the machine learning
models to determine the layout semantic label. Second, the concept
of a cell can be easily transferred to scanned documents. In Figure 2,
we show the cells obtained from an example PDF page after the
parsing stage.
While the task of finding the cells might appear intuitive from a
conceptual point of view, it is not in practice, since there does not
exist a unique, precise definition of the cells. This lack of a precise
definition has its origins not only in the ISO-standard8 detailing
the PDF document code but also in the variability of the quality of
PDFs. Older PDFs which were created from scanned images using
OCR typically return cells for each word, while more recent PDFs
allow us to create cells for full text-lines. This variability in the
geometric features of the cell (e.g. the width of the cell) can negatively impact the performance of later machine learning models. As
a consequence, we reduce the variability of the geometric features
as much as possible. The more consistent and homogeneous the
geometric features of a cell are, the better the machine learning
algorithms can do predictions.
For programmatic PDFs, the text cells are contructed from raw
streams of symbols and transforms defined in the PDF document.
This operation relies on the iterators provided by the QPDF library9 .
For scanned PDFs, we use a two step approach to find the cells by
first running all bitmap resources in the PDF through an OCR engine
and then merging the extracted text-snippets from the images with

to train models. It is clear then that ML models add an extra level
of complexity: One has to provide the ability to store a collection of
documents, annotate these documents, store the annotations, train
a model and ultimately apply this model on unseen documents. For
the authors of this paper, it was therefore evident that our solution
cannot be a monolithic application. It fits much better the concept of
a cloud-based platform that can execute the previously mentioned
tasks in an efficient and scalable way.

3.1
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Components

Our platform implements a processing pipeline to ingest, manage,
parse, annotate, train and eventually convert the data contained
in any type of format (scanned or programmatically created PDF,
bitmap images, Word documents, etc.) into a structured data format
(e.g. JSON or XML).
This processing pipeline is formed by five components as depicted in Figure 1: (1) parsing of documents into an internal format
optimised for ML, (2) Annotation of the label ground-truth in parsed
documents (3) training ML models from the acquired annotations,
(4) applying the custom ML model(s), (5) assembling the document(s) into a structured data format. If a trained model is available,
only components 1, 4 and 5 are needed to convert the documents.
If no template-specific machine learned model is available yet, we
provide two additional components 2 and 3, that allow users to
gather ground-truth and train custom models. It is important to
note that the platform comes with default models, so annotation
and training are advised to retrieve the best quality output, yet they
are optional.
Let us now elaborate on what each of the five components deliver
in the rest of this section.

8a

line of text might be printed character-by-character, word-by-word or the entire
text snippet.
9 http://qpdf.sourceforge.net/
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3.3

Ground-truth gathering through
human-annotation

Time to solution
Training Prediction

In this component, we collect ground-truth for the custom machine
learning models to be trained on. Representative ground-truth data
is of paramount importance to obtain machine learned models with
excellent recall and precision. Unfortunately, it is often very hard
to obtain lots of representative ground-truth data, primarily due
the the enormous variability across the layout of documents. As a
consequence, the concept of annotators for documents were incorporated into the platform from the very beginning. The purpose of
these annotators is two-fold.
First and foremost, the annotators on the platform allow us to
gather ground-truth at scale using a crowd-sourcing approach. In
each annotation task, we retrieve the original PDF page and its
associated parsed components, containing the cells (see Figure 2).
We then ask the (human) annotator to assign each cell a layout
semantic label. Examples of semantic labels are: Title, Abstract,
Authors, Subtitle, Text, Table, Figure, List, etc10 . In the annotator
tool, each layout semantic label is visually represented by a colour.
By assigning a colour to each semantic label, the task of semantic
annotation is translated into a colouring-task, as can be seen in
Figure 3. Since humans are very efficient in visual recognition, this
task comes very natural to us. The required time spent to annotate
a single page starting from the parsing output has shown to average
at 30 seconds over various annotation campaigns.
The second purpose of the annotators is to visually inspect the
quality of our machine learned models. The goal of the models is to
emulate the action of the annotators, i.e. to assign a layout semantic
label to each cell. Clearly, the result of a prediction for each page
can therefore be displayed as if it were an annotated page. This
allows the users to directly inspect the results of the models on
unseen pages. A direct consequence of this inspection capability
in the annotators is that the annotation task can be transformed
easily into a correction task, i.e. the human annotators only need
to correct the incorrectly predicted labels. Of course, as the models
become better over time, the number of corrections needed to be
made become less and less. This allows us to significantly reduce
the annotation time per document. Since annotations are typically
created by professionals with a high hourly rate, the colouring
technique allowed us to significantly reduce the cost of groundtruth gathering.
In Figure 3, we show the annotation-rate in number-of-annotatedpages per minute. The vertical red lines indicate that a training
was performed on the annotated pages, and a new, improved model
is used from that point to predict the labels. Since the corrections
become less and less, the rate of annotation goes up. It is needless to

Faster-RCNN
YOLOv2

Figure 4: The annotation rate of pages for two different collections (Physical Review B and Elsevier papers) as a function of the number of annotated pages. As one can observe,
the mean annotation rate is increasing after each training
(depicted by a vertical dashed red line). After the first training, the human annotator is presented a pre-annotated page,
using the predictions from the latest model. As the predictions become better with increasing size of the ground-truth,
less corrections need to be made and hence more pages can
be annotated in similar time intervals.
say that this inter-leaving of training models (based on annotated
ground-truth) and annotation benefits directly from our platform
approach, since each task (submitting page-annotations, training
the model, applying the model for predicting the labels) comes
down to an asynchronous call to a microservice. The accelerated
annotation leads to a speed-up of a factor of 10 for ground-truth
collection.

3.4

Machine Learning: Training models &
Applying models

In the CCS, there are essentially two types of machine-learning
models. On the one hand, we have default models, which are designed to be layout independent. They take a raster image of the
page to identify and locate basic objects, such as tables, figures,
formulas, etc. On the other hand, we also support the training of
custom, template-specific models, which are designed to specialize
on a particular layout template and allow us to convert and extract the data out of documents with very high precision and recall.
They will classify each cell in the page with regard to their layout
semantic label.
3.4.1 Metrics. Before discussing the performance of the models,
let us first define the precision and recall metrics used to evaluate
the results. The first observation is that the output of a machine
learned model is exactly the same of what a human annotator
would produce, i.e. it will assign a text cell a semantic label. The
correctness of this label is what we aim to measure with the recall
and precision metrics. The second observation is that we deal with

10 It

is important to notice that there is no restriction on the number of labels nor
the semantic meaning of these labels. The only limitation one has is that the set of
semantic labels needs to be consistent across the dataset, but this is evidently true for
any type of ML algorithm.
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a multi-class classification problem, i.e. we don’t have only two
labels, but many possible semantic labels, hence the performance
result will be the average of the recall and precision for each label.
The recall (=R) and precision (=P) for a given label on a page is
defined by the standard formulas
tp
,
tp + fp

P=

tp
,
tp + f n

4 sec
0.1 sec

0.97
0.99

0.98
0.98

The networks available on our platform have been trained on
arXiv data11 . We have annotated 30000 PDF pages and know the
location of at least one table on each page. From these 30000 pages,
we have used 25000 pages as training data and kept the other 5000
pages for evaluation. Due to the large size of the dataset, we did not
need to employ any data-augmentation technique, which is usually
necessary for object-detection or image-classification algorithms.
We do not locate the table directly on the image of the original
PDF page but rather on an image representation of the parsed PDF
page with cell boxes. The reasoning behind this is to reduce the
variability between all input PDF pages as much as possible and
thus increase the effectiveness of the deep neural networks. An
example of such an image can be seen in Figure 5. The red bounding
boxes around the tables are a result of the prediction using YOLOv2
and are absent in the image on which the model predicts. Note
that the visualisation of the text cells visible in Figure 5 does not
include any text of the original document, but only its geometrical
definition. This is important when one compares for example Asian
documents with Japanese, Chinese or Korean characters versus
European languages with the roman alphabet. We do not want the
deep neural network to focus on the specific characters, but rather
on the layout of the cells in the page.
Let us now discuss both deep neural network training microservices on the platform. In Table 1, we show the time-to-solution for
training and predicting a single page as well as the performance
in terms of recall and precision. In the training phase, we ensure
that both algorithms ran each 100 epochs, i.e. all 25000 page images
were fed to the network 100 times. We observe that the out-ofthe-box Faster R-CNN from Tensorflow does not implement any
batching during the training phase, while YOLOv2 batches 8 images at a time, thanks to an image resizing which is automatically
applied. We believe that this is the main origin for the discrepancy
of time-to-solution for the training phase. The same holds true for
the prediction. Therefore, from the point of view of the platform,
the YOLOv2 architecture seems better suited for deployment, as it
allows to have a much higher throughput (≈10 pages/sec/node).
For the performance analysis, let us outline one pre-processing
stage which is needed before computing the metrics described

Figure 5: A typical image of a parsed PDF page that is fed to
the default models. In red, we show the detection of the tables combined with the confidence of the model. The results
displayed here originate from the YOLOv2 model.

R=

72 hours
9 hours

Performance
P
R
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Table 1: Time-to-solution and performance results for the
Faster RCNN and YOLOv2 models. The training of the models was done on 25000 PDF pages. The prediction (per page)
and performance numbers (Recall=R and Precision=P) were
obtained on 5000 page images, where the prediction confidence cutoff was tuned to yield the maximum F1 score for
each. All time-to-solution measurements for training were
obtained on a POWER8 node with a single Pascal P100 GPU.

the remaining cells from the programmatically created content.
Eventually, all the created cells and line paths are stored in an
internal JSON format, which also keeps references to the bitmap
resources embedded in the PDF document. From this point, all
further processing does not need to distinguish between scanned
or programmatic sources.

(1)

where tp , fp and fn represent respectively true positive, false positive
and false negative predicted labels.
3.4.2 Default Models. The aim of the default models is to identify specific, ubiquitous objects in documents. Examples of such
objects are tables, figures with their captions, mathematical formulas, etc. Due to the high variability in both the document layout as
well as in the representation of these objects, we need very robust
object detection methods. Currently, the most robust methods for
detecting objects are deep neural networks such as R-CNNs (and
their derivatives Fast- and Faster-R-CNN) [5, 6, 10], the YOLO architecture [8, 9] and the SSD networks [7]. On our platform, we have
the Faster-R-CNN [10] and the YOLOv2 [9] networks available as
individual microservices, both for training and predictions.
In this paper, we will focus only on the detection of table objects,
but the same principles described in the following analysis are also
applied for other type of objects.

11 All

the data is coming from the bulk data download https://arxiv.org/help/bulk_
data_s3
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Table 2: Performance results for the template specific model
of the Physical Review B journals. The confusion matrix
highlights the huge imbalance between the number of text
cells with different labels. The usage of ensemble machine
learning methods allows to achieve a very high accuracy
over all label types.

true label

3.4.3 Template specific Models. The goal of template specific
models is to obtain a better extraction quality by specializing the
model on a specific template. This is necessary in many technical
fields, where the accuracy of the extracted data is of paramount
importance. Furthermore, many technical documents in a specific
field typically appear in a certain template and it often makes sense
to take advantage of this template to improve extraction quality.
For an algorithm to fit in the interactive platform design we identified a few key requirements. First, it is crucial that the model can
generate good results with a limited set of pages. In practice this
means the algorithm needs to perform well for 100-400 annotated
pages, or the equivalent of a couple of man-hours for annotation.
Second it must be robust against extreme imbalance of the labeled
data. It is clear that cells of the label Title will be much more uncommon than cells with the label of Text. Last, the model needs to
be very quick in training and predicting, since it will support the
interactive annotation process.
For these reasons, we chose random forest [2] as a machine
learning algorithm for template specific models. Random forest
algorithms are known to be trained fast and can produce very accurate results on limited, but relatively structured data. In our case,
this structure originates of course from the template. Furthermore,
random forest is an ensemble method, meaning that they learn on
the distribution function of the features, and not individual dataelements. As a consequence, they are typically more robust against
imbalance of the labeled data, since the distribution functions are
renormalised.
The random forest method is applied to each cell of the page
based on a feature vector representing all of its properties. For
example, the feature vector contains information as the page number, the size of the text cell, its position, as well as the distance
from the neighbouring cells. Additionally to pure geometrical information we include the text style (normal, italic, or bold) and
some text statistics, as the fraction of numeric characters. We then
improve the obtained results by performing subsequent iterations
with other random forest methods, which operate on an enlarged
feature space including the previously predicted labels of the neighbourhood around the current cell.

Title
Author
Subtitle
Text
Picture
Table
Recall
Precision

75
1
0
1
0
0
100
97.40

0
670
0
17
0
0
99.85
97.52

0
0
325
0
0
0
100
100

0
0
0
56460
4
0
99.94
99.99

0
0
0
14
4223
1
99.24
99.64

Table

Picture

Text

Subtitle

Author

Title

predicted label

0
0
0
0
26
3418
99.97
99.24

Table 3: Comparison for two different journal templates
showing the aggregated precision and recall averaged over
all labels. Each model has been independently trained on a
dataset of 400 pages each. The results show that the ML algorithm proves to perform very well for the multiple document templates, simply by providing a different dataset to
train on.
Journal template
Physical Review B
Elsevier

P

98.96
99.46

R

99.83
99.58

It is important to realize that almost all of these features are
purely geometrical. This allows us to apply exactly the same machine learning methods on both scanned and programmatic PDF
documents.
In Table 2, we illustrate the performance results of the models for
a particular scientific journal, Physical Review B12 . We randomly
chose 100 open-access papers and annotated 400 pages of them with
6 semantic labels. Tables 2 shows the confusion matrix between
the true and the predicted labels as well as the derived recall and
precision metrics for each label. We observe that the recall and
precision numbers are excellent, with most of them above 99%. This
is not surprising, since we are building models that specialise for a
particular template.
Moreover, the same ML algorithm proves to perform very well
on different document templates, as is evident from the numbers
shown in Table 3, simply by providing it with different datasets
to train on. The latter is the power of our platform: we can re-use
the same machine-learning algorithm to generate different models
solely based on the data gathered by the annotation on the platform.
We do not need to define rules and heuristics or update code in
12 https://journals.aps.org/prb
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Listing 1: Excerpt from the JSON output of the Corpus Conversion Service after conversion of this paper.

Frontend

Orchestration

REST API

Message Broker

User Interface

Results Backend

Compute

Storage

Async. Worker 1

NoSQL Database

Async. Worker 2

Object Store

{
"description": {
"title": "Corpus Conversion Service: A machine learning platform to ingest
documents at scale.",
→
"abstract": "Over the past few decades, the amount of scientific articles
[...]" ,
→
"affiliations": "IBM Research Rueschlikon, Switzerland ",
"authors": "Peter W J Staar, Michele Dolfi, Christoph Auer, Costas Bekas "
},
"main-text": [ {
"prov": [ {
"bbox": [ 52.304, 509.750, 168.099, 523.980 ],
"page": 1
} ],
"type": "subtitle-level-1",
"text": "1 INTRODUCTION"
},
{
"prov": [ {
"bbox": [ 52.304, 337.678, 286.067, 380.475],
"page": 1
} ],
"type": "paragraph",
"text": "It is estimated that [...] put these into context."
},
...
],
"tables": [ {...}, ... ],
"images": [ {...}, ... ]
}

…
Async. Worker N

Figure 6: Diagram of the architecture of our platform. The
architecture is composed from 4 layers: an interface layer
with REST-API and frontend, an orchestration layer with a
message broker and results backend, a compute layer consisting out of a variable number of asynchronous workers
and finally a storage layer providing a NoSQL database and
an object store. The NoSQL database stores the queryable
meta-data of each file that is stored in the object store.
resources such that the time-to-solution is reasonable at all times
for any operation. It is clear that the architecture of such a service
is heavily influenced by these requirements.

order to deal with new types of documents. We only need to gather
more data.

3.5

4.1

Platform layers

In Figure 1, we have shown a diagram of our pipeline on the platform to process documents. In Figure 6, we show a sketch of its
architecture. As one can observe, we have grouped the service into
four layers. These layers are:
(1) An interface layer which implements a REST-API and a user
frontend: The user frontend is an AngularJS application build
on top of the REST-API and implements the annotators for
ground-truth gathering. The REST-API is built and documented using the OpenAPI specifications13 and is implemented in Python.
(2) An orchestration layer that schedules the tasks for the microservices, stores their execution status and final result.
The task scheduling is done with the Message Broker RabbitMQ14 . The results are stored in the in-memory data store
Redis15 . In order to perform certain consecutive tasks (e.g. parsing a PDF page with embedded scanned images requires first
a parsing of the programmatic PDF page to extract the images and then an OCR service to extract the cells from these
images) we can directly chain tasks, such that subsequent
steps are only executed if the previous terminated successfully. This approach allows for a very robust, fault-tolerant
service with very little downtime.
(3) A compute layer that implements the microservices detailed
in section 3: Each of the workers in this layer executes the
available microservices (e.g. parsing, training, predictions,
assembly, etc). In order to scale with regard to resources,
we have encapsulated each microservice into a distributed

Assembly

In this component, we build a structured data file in JSON or
XML format, which contains all the text and objects (e.g. tables)
from the original document, retaining the layout semantics. This
structured data file is constructed by assembling all the cells from
the parsed file in combination with their associated predicted (or
human-annotated) layout semantic labels. It should be noted that
no machine learning is used in this component. It is purely rule
based and therefore completely deterministic.
The assembly phase is a two step process. First, one gathers all
the cells with their associated layout semantic label and sorts them
according to reading order. Then, the text of all cells that have the
same label is contracted into a temporary document objects. Third,
we build the internal structure of the temporary document objects,
based on the information provided by the models. The latter is
only applicable for internally structured objects, such as tables. An
example of the generated JSON output is shown in Listing 1.
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previously. The object-detection networks predict a set of bounding boxes with a confidence level between 0 and 1. We use these
bounding boxes to associate with each cell a label, which is in this
particular case either Table or Not-Table, depending on whether
they overlap with the predicted bounding box. The corresponding
recall and precision are then computed for this dual-class classification problem. In order to do a fair comparison of the two networks,
we optimise the precision and recall metrics with regard to the
predicted confidence. For YOLOv2 we observe that the recall goes
down and the precision goes up as the confidence is increased,
obtaining a maximum F1 score of 98.7% at a confidence level of
0.5. The Faster R-CNN method is also performing quite well, but
has slightly lower precision and recall numbers. We believe this
originates from the selective search algorithm which is used to
determine regions of interest. The images we feed it are not typical
photographic images (made with a camera) but layout visualisations. The selective search algorithm in Faster R-CNN might not
be optimal for such type of objects.

Applied Data Science Track Paper

ARCHITECTURE AND ORCHESTRATION
OF CLOUD BASED MICROSERVICES

In this section, we describe how the microservices in each of the
components of the platform are deployed and orchestrated. Before
discussing the technical details, we would like to point out our requirements for the architecture of the platform. These requirements
are all related to scaling. Specifically, we would like the platform
to scale with the number of documents, the number of users and
last but not least the number of cloud based compute resources. In
other words, we want a service that can ingest millions of documents, serve potentially thousands of users and scale its compute

13 https://www.openapis.org/

14 https://www.rabbitmq.com/
15 https://www.redis.io/
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4.3

Figure 7: Evolution of number of users and number of PDF
pages on the platform. The jumps in the number of pages
originates from big ingestions of documents performed by
some users. This proves that the CCS platform is also able
to accomodate these short burst of extreme activity.

it is clear that the compute layer has a considerable amount of communication with these external services. During the development
we evaluated multiple options and, e.g. we had to replace some
services because of inadequate performance or scaling bottlenecks.
For example other result-backends didn’t offer the auto-cleaning
functionality offered by Redis and, before opting for a custom solution mixing MongoDB with an object storage, we evaluated other
solutions as the GridFS storage, but it didn’t fit to the constraints
of typical cloud environments.

task queue using the Celery library16 . This allows us to
dynamically scale the compute resources, since each worker
can be spawned automatically on the cluster and register
itself to the broker. The workers are not only consumers of
tasks, but may also produce new ones. This is the case for the
requests operating on the whole corpus. Whenever possible
we parallelise the compute-heavy operations at the page (or
document) level.
(4) A storage layer that stores all documents as well as the results
from the microservices: The storage layer is composed out of
two services: an object-store that stores all documents and
processed stages (e.g. the parsed PDF pages, trained models,
etc) and a queryable NoSQL database that stores the metadata
of each file in the object-store. The object-store allows us
to easily scale the storage with regard to the number of
processed documents. However, it is not build to be queried
efficiently, which is why we put a NoSQL database (in our
case we use MongoDB17 ) on top to manage the storage and
act as an access-layer.

4.2

Deployment

Our platform is deployable on Kubernetes clusters18 available on
many cloud providers or even on-premise installations, e.g. using
the IBM Cloud Private 19 distribution. Depending on the requirements, the storage services are launched inside the same cluster or
linked to externally hosted endpoints.
The common parts of all deployments are the interface and the
compute layer. The compute layer is designed for dynamically adapt
the number of resources on the current load. For example, more
parsing-microservice instances could be spawned when a large
document is uploaded and they can automatically scaled down
at the end of the task, such that the resources are free for other
components, like training and assembling the processed documents.
The components running in the compute layer are further organized in different queues, such that we can control the fraction
of resources allocated for each different component depending on
their computational requirements. The parse component is indeed
more demanding than the simple annotation components.
Currently, our main system operates on 5 Kubernetes nodes
with 4 CPU cores and 8 GB of main memory each, and additionally one POWER 8 node with four GPUs is dedicated to the deep
learning training and prediction tasks. Here, the flexible binding of
microservices to specific nodes is a great advantage of the Kubernetes deployment. Moreover, 5 other virtual machines are employed
to host the services in the orchestration and store layer.

By design, all the microservices in the compute layer are stateless,
i.e. they don’t manage any data, but only operate on it. This allows
us to trust the additional stability and data safety concerns to the
state-of-the-art tools that we have chosen, such as MongoDB, Redis
and RabbitMQ. Being a cloud-based platform, our solution allows
for these software assets to be detached from the main deployment
and to be served by specialised vendors services which are certified
to the latest industry requirements such as data-at-rest encryption,
high availability, etc.
The choice of the services plays also a crucial role in addressing
the scaling requirements for the platform. From the sketch (Fig. 6),
16 http://www.celeryproject.org/
17 https://www.mongodb.com/
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the data out of these individual type of images after a successful
identification with an image-classifier. Second, we would like to
improve the quality and performance of our default models. We
strongly believe that the results can be greatly improved since the
neural networks we currently use are optimised for photographic
images, and not images of parsed document pages (as is shown in
Figure 5). To leverage this growing use of deep learning models, we
will additionally introduce specialised data-parallelism in order to
speed up the training and provide interactive user-customisation
capabilities.

Let us now discuss some scaling results on our platform. As we
pointed out in the beginning of the section, our requirements for
the platform were scaling with regard to the number of users, the
number of processed documents and compute resources. In Figure
7, we show the number of users and the number of processed
PDF pages20 as a function of time. As one can see, the number of
users and processed PDF pages has been increasing steadily over
time since the launch of our service in April 2017. It is however
interesting to see that there are sharp steps, indicating that some
users have been uploading massive amounts of documents into the
service in a very small amount of time. Due to our design, it was
not a problem to accommodate these peaks and our service was
able to handle these short burst of extreme activity.
In Figure 8, we show the scaling of the three main pipeline microservices (i.e. the parsing of PDF documents, applying machine
learned models and conversion of documents to JSON) on the platform with regard to compute resources. We show this scaling by
displaying the speedup versus the number of worker nodes available. Here, we chose to have four workers serving each pipeline
microservice, since each worker is running on a node with four
cores. As one can observe, the speedup in the parse and ML apply tasks scales linearly with the the number of workers, and thus
the nodes. Notably, we can even observe a slightly better-thanlinear speedup, which appears due to bandwidth constraints on the
baseline with one worker. The speedup on the assemble tasks, in
comparison, flattens off sooner, as this task can only be parallelised
on the document and not on the page level. The variability in the
length of documents is reflected in a load imbalance between the
worker nodes, however this averages out with sufficiently large corpus sizes. Consequently, we are able to scale the compute resources
in order to keep the time-to-solution constant for any job-size.
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Figure 8: Speedup in the pipeline components as a function
of the number of worker nodes (each with four cores, running four local worker processes).
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CONCLUSION

We have presented a scalable, cloud based platform, which can
ingest, parse and annotate documents, and particularly, train &
apply advanced machine learning models in order to extract the
content of the ingested documents and convert it into a structured
data representation.
The fundamental design choices in our solution have proven
to enable scaling in three elementary ways. First, it can service
multiple users concurrently. Second, it can ingest, parse and apply
machine learned models on many documents at the same time.
Third, it can scale its compute resources for different tasks on the
platform according to their respective load so the conversion of
documents on the platform is at all times bounded in time, given
enough resources.
In the future, we plan to extend the platform in two major areas. First, we would like to extend the number of microservices,
especially with regard to image understanding. The number of
types of images is enormous (e.g. line & scatterplot, histograms,
pie-charts, geographic maps, etc). The goal here would be to extract
18 https://kubernetes.io/
19 ibm.biz/privatecloud
20 We

don’t show the number of documents, since the number of pages in a document
can range from 1 to well above 1000. Consequently, the number of pages is a more
robust metric to measure the scaling with regard to the corpus size.
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Abstract
Feature engineering is a crucial step in the process of predictive modeling. It involves the transformation of given feature space, typically using mathematical functions, with the
objective of reducing the modeling error for a given target.
However, there is no well-deﬁned basis for performing effective feature engineering. It involves domain knowledge, intuition, and most of all, a lengthy process of trial and error.
The human attention involved in overseeing this process signiﬁcantly inﬂuences the cost of model generation. We present
a new framework to automate feature engineering. It is based
on performance driven exploration of a transformation graph,
which systematically and compactly captures the space of
given options. A highly efﬁcient exploration strategy is derived through reinforcement learning on past examples.

(a) Original data

(b) Engineered data.

Figure 1: Illustration of different representation choices.
rental demand (kaggle.com/c/bike-sharing-demand) in Figure 2(a). Deriving several features (Figure 2(b)) dramatically
reduces the modeling error. For instance, extracting the hour
of the day from the given timestamp feature helps to capture
certain trends such as peak versus non-peak demand. Note
that certain valuable features are derived through a composition of multiple simpler functions. FE is perhaps the central task in improving predictive modeling performance, as
documented in a detailed account of the top performers at
various Kaggle competitions (Wind 2014).
In practice, FE is orchestrated by a data scientist, using
hunch, intuition and domain knowledge based on continuously observing and reacting to the model performance
through trial and error. As a result, FE is often timeconsuming, and is prone to bias and error. Due to this inherent dependence on human decision making, FE is colloquially referred to as an art, making it difﬁcult to automate.
The existing approaches to automate FE are either computationally expensive and/or lack the capability to discover
complex features.
We present a novel approach to automate FE based on
reinforcement learning (RL). It involves training an agent
on FE examples to learn an effective strategy of exploring
available FE choices under a given budget. The learning
and application of the exploration strategy is performed on
a transformation graph, a directed acyclic graph representing relationships between different transformed versions of
the data. To the best of our knowledge, this is the ﬁrst work
that learns a performance-guided strategy for effective feature transformation from historical instances. Also, this is

Introduction
Predictive analytics are widely used in support for decision
making across a variety of domains including fraud detection, marketing, drug discovery, advertising, risk management, amongst others. Predictive models are constructed using supervised learning algorithms where classiﬁcation or
regression models are trained on historical data to predict
future outcomes. The underlying representation of the data
is crucial for the learning algorithm to work effectively. In
most cases, appropriate transformation of data is an essential prerequisite step before model construction.
For instance, Figure 1 depicts two different representations for points belonging to a classiﬁcation problem dataset.
On the left, one can see that instances corresponding to the
two classes are present in alternating small clusters. For most
machine learning (ML) algorithms, it is hard to draw a reasonable classiﬁer on this representation that separates the
two classes. On the other hand if the feature x is replaced
by its sine, as seen in the image on the right, it makes the
two classes reasonably separable by most classiﬁers. The
task or process of altering the feature representation of a
predictive modeling problem to better ﬁt a training algorithm is called feature engineering (FE). The sine function
is an instance of a transformation used to perform FE. Consider the schema of a dataset for forecasting hourly bike
c 2018, Association for the Advancement of Artiﬁcial
Copyright 
Intelligence (www.aaai.org). All rights reserved.
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(b) Additionally engineered features using our technique.

Figure 2: In Kaggle’s biking rental count prediction dataset,
FE through our technique reduced Relative Absolute Error
from 0.61 to 0.20 while retaining interpretability of features.
the only work in FE space that provides an adaptive, budget
constrained solution. Finally, the output features are compositions of well-deﬁned mathematical functions which make
them human readable and usable as insights into a predictive
analytics problem, such as the one illustrated in Figure 2(b).

Related Work
Given a supervised learning dataset, FICUS (Markovitch
and Rosenstein 2002) performs a beam search over the space
of possible features, constructing new features by applying
constructor functions. FICUS’s search for better features is
guided by heuristic measures based on information gain in a
decision tree, and other surrogate measures of performance.
In contrast, our approach optimizes for the prediction performance criterion directly, rather than surrogate criteria. Note
that FICUS is more general than a number of less recent approaches (Ragavan et al. 1993; Bagallo and Haussler 1990;
Yang, Rendell, and Blix 1991; Matheus and Rendell 1989;
Hu and Kibler 1996).
FCTree (Fan et al. 2010) uses a decision tree to partition
the data using both original and constructed features as splitting points at nodes in the tree. As in FICUS (Markovitch
and Rosenstein 2002), FCTree uses surrogate tree-based
information-theoretic criteria to guide the search, as opposed to the true prediction performance. FCTree is capable of generating only simple features, and is not capable of
composing transformations, and hence searches in a smaller
space than our approach. They propose a weight update
mechanism that helps identify good transformations for a
dataset, such that they are used more frequently.
The Deep Feature Synthesis component of Data Science
Machine (DSM) (Kanter and Veeramachaneni 2015) relies
on applying all transformations on all features at once (but
no combinations of transformations), and then performing
feature selection and model hyper-parameter optimization
over the combined augmented dataset. A similar approach
is adopted by One Button Machine (Lam et al. 2017). We
will call this category as the expansion-reduction approach.
This approach suffers performance performance and scalability bottleneck due to performing feature selection on a
large number of features that are explicitly generated by simultaneous application of all transformations. In spite of the
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successful with video, image, speech and natural language
data, whereas the general numerical types of data encompass a wide variety of domains and need FE. Our technique
is domain and model independent and works generally irrespective of the scale of data. The features learned by a deep
network may not always be easily explained, limiting application domains such as healthcare (Che et al. 2015). On the
contrary, features generated by our algorithm are compositions of well-understood mathematical functions that can be
analyzed by a domain expert.

the basis of such decisions; hence, we recognize the factors
involved and learn a strategy as a function of those factors in
order to perform the exploration automatically. We use reinforcement learning on FE examples on a variety of datasets,
to ﬁnd an optimal strategy. This is based on the transformation graph. The resultant strategy is a policy that maps each
instance of the transformation graph to an action of applying
a transformation on a particular node in the graph.

Notation and Problem Description
Consider a predictive modeling task consisting of: (1) a set
of features, F = {f1 , f2 . . . fm }; (2) a target vector, y. A
pair of the two is speciﬁed as a dataset, D = �F, y�. The
nature of y, whether categorical or continuous, describes if
it pertains to a classiﬁcation or regression problem, respectively. Consider an applicable learning algorithm L (such
as Random Forest Classiﬁer or Linear Regression) and a
measure of performance, m (such as F1-score or -RMSE).
We use Am
L (F, y) (or simply, A(F ) or A(D)) to signify
the cross-validation performance using measure m for the
model constructed on given data with algorithm L.
Additionally, consider a set of k transformation functions
at our disposal, T = {t1 , t2 . . . tk }. The application of a
transformation on a set of features, t(F ), suggests the application of the corresponding function on all valid input feature subsets in F , applicable to t. For instance, a square
transformation applied to a set of features, F with eight numerical and two categorical features will produce eight new
output features, fˆo = square(fi ), ∀fi ∈ F, fi ∈ Rn . This
extends to k-ary functions, which work on k input features.
In this paper (in the context of transformation graph), for
feature sets, Fo and Fi , and a transformation, t, such that
Fo = t(Fi ), it is implied that Fo includes all the newly
generated features besides the original features from Fi , i.e.,
Fi ⊆ Fo . The entire (open) set of derived features that may
be derived from F through T is denoted by F̂T .
A ‘+’ operator on two feature sets (associated with the
same target y) is a union of the two feature sets, Fo =
F1 + F2 = F1 ∪ F2 , preserving row order. Generally, transformations add features; on the other hand, a feature selection operator, which is to a transformation in the algebraic
notation, removes features. Note that all operations speciﬁed on a feature set , t(F ), can exchangeably be written for
a corresponding dataset, D = �F, y�, as, t(D).
The goal of feature engineering is stated as follows. Given
a set of features, F , and target, y and a set of transformations, T , ﬁnd a set of features, F ∗ = F1 ∪F2 , where F1 ⊆ F
(original) and F2 ⊂ F̂T (derived), to maximize the modeling
accuracy for a given algorithm, L and measure, m.

Overview

The automation of FE is challenging computationally, as
well as in terms of decision-making. First, the number of
possible features that can be constructed is unbounded since
the transformations can be composed, i.e., applied repeatedly to features generated by previous transformations. In
order to conﬁrm whether a new feature provides value, it
requires training and validation of a new model upon including the feature. It is an expensive step and infeasible to
perform with respect to each newly constructed feature. The
evolution-centric approaches described in the Related Work
section operate in such manner and take days to complete
even on moderately-sized datasets. Unfortunately, there is
no reusability of results from one evaluation trial to another.
On the other hand, the expansion-reduction approach performs fewer or only one training-validation attempts by ﬁrst
explicitly applying all transformations, followed by feature
selection on the large pool of features. It presents a scalability and speed bottleneck itself; in practice, it restricts
the number of new features than can be considered. In both
cases, there is a lack of performance oriented search. With
these insights, our proposed framework performs a systematic enumeration of the space of FE choices for any given
dataset through a transformation graph. Its nodes represent
different versions of a given dataset, obtained by the application of transformation functions (represented on edges). A
transformation when applied to a dataset, applies the function on all possible features (or sets of features in case
non-unary functions), and produces multiple additional features, followed by optional feature selection, and trainingevaluation. Therefore, it batches the creation of new features
by each transformation function. This lies somewhat in the
middle of the evolution-centric and the expansion-reduction
approaches. It not only provides a computational advantage,
but also a logical unit of measuring performance of various
transformations, which is used in composing different functions in a performance-oriented manner. This translates the
FE problem to ﬁnding the node (dataset) on the transformation graph with the highest cross-validation performance,
while only exploring the graph as little as possible.
Secondly, the decision making in manual FE exploration
involves intuition and complex associations, that are based
on a variety of factors. Two such examples are: prioritizing transformations based on the performance with the given
dataset or even based on past experience; whether to explore
different transformations or exploit the combinations of the
ones that have shown promise thus far on this dataset, and so
on. It is hard to articulate the notions or set of rules that are

F ∗ = arg max Am
L (F1 ∪ F2 , y)
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expansion of the explicit expansion of the feature space, it
does not consider the composition of transformations.
FEADIS (Dor and Reich 2012) relies on a combination
of random feature generation and feature selection. It adds
constructed features greedily, and as such requires many
expensive performance evaluations. A related work, ExploreKit (Katz et al. 2016) expands the feature space explicitly. It employs learning to rank the newly constructed
features and evaluating the most promising ones. While this
approach is more scalable than the expand-select type, it still
is limited due to the explicit expansion of the feature space,
and hence time-consuming. For instance, their reported results were obtained after running FE for days on moderately
sized datasets. Due to the complex nature of this method, it
does not consider compositions of transformations. We refer
to this FE approach as evolution-centric.
Cognito (Khurana et al. 2016b) introduces the notion of
a tree-like exploration of transform space; they present a
few simple handcrafted heuristics traversal strategies such as
breadth-ﬁrst and depth-ﬁrst search that do not capture several factors such as adapting to budget constraints. This paper generalizes the concepts introduced there. LFE (Nargesian et al. 2017) proposes a learning based method to predict the most likely useful transformation for each feature.
It considers features independent of each other; it is demonstrated to work only for classiﬁcation so far, and does not
allow for composition of transformations. A combination of
the learning-based and heuristic tree-based exploration approaches has also been suggested (Khurana et al. 2016a).
Other plausible approaches to FE are hyper-parameter optimization (Bergstra et al. 2011) where each transformation
choice could be a parameter, black-box optimization strategies (Li et al. 2016), or bayesian optimization such as the
ones for model- and feature-selection (Feurer et al. 2015). To
the best of our knowledge, these approaches have not been
employed for solving FE. (Smith and Bull 2003) employ a
genetic algorithm to determine a suitable transformation for
a given data set, but is limited to single transformations.
Certain ML methods perform some level of FE indirectly.
(Storcheus, Rostamizadeh, and Kumar 2015) present a recent survey on the topic. Dimensionality reduction methods such as Principal Component Analysis (PCA) and its
non-linear variants (Kernel PCA) (Fodor 2002) aim at mapping the input dataset into a lower-dimensional space with
fewer features.Such methods are also known as embedding
methods (Storcheus, Rostamizadeh, and Kumar 2015). Kernel methods (Shawe-Taylor and Cristianini 2004) such as
Support Vector Machines (SVM) are a class of learning algorithms that use kernel functions to implicitly map the input feature space into a higher-dimensional space.
Multi-layer neural networks allow for useful features to be
learned automatically, such that they minimize the training
loss function. Deep learning methods have achieved remarkable success on data such as video, image and speech, where
manual FE is very tedious (Bengio, Courville, and Vincent 2013). However, deep learning methods require massive amounts of data to avoid overﬁtting and are not suitable
for problems instances of small or medium sizes, which are
quite common. Additionally, deep learning has mostly been

(1)

F1 ,F2

Transformation Graph
Transformation Graph, G, for a given dataset, D0 , and a ﬁnite set of transformations, T , is a directed acyclic graph
in which each node corresponds to a either D0 or a dataset
derived from it through a transformation sequence. Every

3409

047

Graph Exploration under a Budget Constraint
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D4,9 =D4+D9
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Figure 3: Example of a Transformation Graph (a DAG). The
start node D0 corresponds to the given dataset; that and the
hierarchical nodes are circular. The sum nodes are rectangular. In this example, we can see three transformations, log,
sum, and square, as well as a feature selection operator F S1 .

Algorithm 1: Transformation Graph Exploration
Input: Dataset D0 , Budget Bmax ;
Initialize G0 with root D0 ;
while i < Bmax do
i
N ← θ(Gi ) bratio = Bmax

node’s dataset contains the same target and number of rows.
The nodes are divided into three categories: (a) the start or
the root node, D0 corresponding to the given dataset; (b) hierarchical nodes, Di , where i > 0, which have one and only
one incoming node from a parent node Dj , i > j ≥ 0, and
the connecting edge from Dj to Di corresponds to a transform t ∈ T (including feature selection), i.e., Dj = t(Di );
+
(c) sum nodes, Di,j
= Di + Dj , a result of a dataset sum
such that i �= j.
Edges correspond to either transformations or ‘+’ operations, with children as type (b) or type (c) nodes, respectively. The direction of an edge represents the application of
transform from source to a target dataset (node). Height (h)
of the transformation graph refers to the maximum distance
between the root and any other node.
A transformation graph is illustrated in Figure 3. Each
node of a transformation graph is a candidate solution for
the FE problem in Equation 1. Also, a complete transformation graph must contain a node that is the solution to
the problem, through a certain combination of transformations including feature selection. The operator θ(G) signiﬁes all nodes of graph G. λ(Di , Dj ) signiﬁes the transformation T , such that its application on Di created the child
Dj ; alternatively if Dj is a sum node and Di is one of
its parents, then λ(Di , Dj ) = +. A complete transformation graph is unbounded for a non-empty transformation set.
A constrained (bounded height, h) complete transformation
graph for t transformations will have th+1 − 2 hierarchical nodes (and an equal number of corresponding edges),
h+1
h+1
−2)
and (t −1)×(t
sum nodes (and 2 times correspond2
ing edges). It can be seen that for even a height bounded
tree with a modest number of transformations, computing
the cross-validation performance across the entire graph is
computationally expensive.

n ∗ , t∗ ←

arg max

n∈N ,t∈T |n , t=λ(n,n )

6. The fraction of budget exhausted till Gi .
7. Ratio of feature counts in n to the original dataset: This
indicates the bloated factor of the dataset.
8. Is the transformation a feature selector?
9. Whether the dataset contains numerical features, datetime
features, or string features, or others?
Simple graph traversal strategies can be handcrafted. A
strategy essentially translates to the design of the reward estimation function, R(. . . ). In line with Cognito (Khurana et
al. 2016b), a breadth-ﬁrst or a depth-ﬁrst strategy, or perhaps
a mix of them can be described. While such simplistic strategies work suitably in speciﬁc circumstances, it seems hard
to handcraft a uniﬁed strategy that works well under various
circumstances. We instead turn to machine learning to learn
the complex strategy from several historical runs.

Traversal Policy Learning
R(Gi , n, t, bratio )

Gi+i ← Apply t∗ to n∗ in Gi
i←i+1
Output: argmax A(θ(Gi ));
D

Algorithm 1 outlines the general methodology for exploration. At each step, an estimated reward from each posi
) is used to rank the options
sible move, R(Gi , n, t, Bmax
of actions available at each given state of the transformation graph Gi , ∀i ∈ [0, Bmax ), where Bmax is the overall allocated budget in number of steps. The budget could
be considered in terms of any quantity that is monotonically increasing in i, such as time elapsed. For simplicity, we work with “number of steps”. Note that the algorithm allows for different exploration strategies, which is
left up to the deﬁnition of the function R(. . . ), that deﬁnes the relative importance of various actions available at
each step. The parameters of the function suggest that it depends on the various aspects of the graph at that point, Gi ,
the remaining budget, and speciﬁcally, attributes of the action (node+transformation) being characterized. Below, we
brieﬂy discuss such factors that inﬂuence the exploration
choice at each step. These factors are compared across all
choices of node+transformation pairs < n, t > at Gi :
1. Node n’s Accuracy: Higher accuracy of a node incentives
further exploration from that node, compared to others.
2. Transformation, t’s average immediate reward till Gi .
3. Number of times transform t has already been used in the
path from root node to n.
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5. Node Depth: A higher value is used to penalize the relative complexity of the transformation sequence.

So far, we have discussed a hierarchical organization of FE
choices through a transformation graph and a general algorithm to explore the graph in a given budget. At the heart
of the algorithm is a function to estimate the reward of each
possible action at any given state. The design of the reward
estimation function determines the strategy of exploration.
Strategies could be handcrafted; however, in this section we
try to learn an optimal strategy from examples of FE on several datasets through transformation graph exploration. Because of the behavioral nature of this problem - which can
be perceived as continuous decision making (which transformations to apply to which node) while interacting with an
environment (the data, model, etc.) in discrete steps and observing reward (accuracy improvement), with the notion of
a ﬁnal optimization target (ﬁnal improvement in accuracy),
we model it as a RL problem. We are interested in learning an action-utility function to satisfy the expected reward
function, R(. . . ) in Algorithm 1. In the absence of an explicit
model of the environment, we employ Q-learning with function approximation due to the large number of states (recall,
millions of nodes in a graph with small depth) for which it
is infeasible to learn state-action transitions explicitly.
Consider the graph exploration process as a Markov Decision Process (MDP) where the state at step i is a combination of two components: (a) transformation graph after i
node additions, Gi (G0 consists of the root node corresponding to the given dataset. Gi contains i nodes); (b) the remaini
, discretized to two
ing budget at step i, i.e., bratio = Bmax
decimal points in precision. Let the entire set of states be S.
On the other hand, an action at step i is a pair of existing tree
node and transformation, i.e., < n, t > where n ∈ θ(Gt ),
t ∈ T and n� ∈ Gi such that λ(n, n� ) = t; it signiﬁes the
application of the one transform (which hasn’t already been
applied) to one of the exiting nodes in the graph. Let the entire set of actions be C. A policy, Π : S → C, determines
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sum

It should be emphasized that due to the enormity transformation graphs, their exhaustive exploration is usually not feasible. For instance, with 20 transformations and a height =
5, the complete graph contains about 3.2 million nodes; an
exhaustive search would imply as many model training and
testing iterations. On the other hand, there is no known property that allows us to deterministically verify the optimal solution in a subset of the trials. Hence, the focus of this work
is to ﬁnd a performance driven exploration policy, which
maximizes the chances of improvement in accuracy within
in a limited time budget. The exploration of the transformation graph begins with a single node, D0 , and grows one
node at a time. The general philosophy is that it is reasonable to perform exploration of the environment, i.e., stumble
upon the transformations that signal an improvement. Over
time (elapsed budget) it is desirable to reduce the amount of
exploration and focus more on exploitation.

square

which action is taken given a state. Note that the objective of
RL here is to learn the optimal policy (exploration strategy)
by learning the action-value function, which we elaborate
later in the section.
Such formulation uniquely identiﬁes each state of the
MDP, including the context of “remaining budget”, which
helps the policy implicitly play an adaptive explore-exploit
tradeoff. It decides whether to focus on exploiting gains
(depth) or exploring (breadth) or a compromise, in different
regions of the graph, at different steps. Overall, the policy selects the action with the highest expected long-term reward
contribution; however, upon evaluating a new node’s actual
immediate contribution, the expectations are often revised
and explore/exploit gears are (implicitly) calibrated through
the policy. For example, upon ﬁnding an exceptionally high
improvement at a node during early stages, the (bredth) exploration can be temporarily localized under that node instead of the same level as it. Overall, value estimation a complex function (which is to be learned through RL) of multiple attributes of the MDP state such as current remaining
budget, graph structure and relative performance at various
nodes, etc.
Note that the runtime explore/exploit trade-off mentioned
above is different from the explore/exploit tradeoff seen in
RL training in context of selecting actions to balance reward
and not getting stuck in a local optimum. For the latter, we
employ an �−Greedy methodology, where an action is chosen at random with probability � (random exploration), and
from the current policy with probability 1 − � (policy exploitation). The trade-off in this case is exercised randomly
and is independent of the state of MDP. The value of � is
constant and is chosen based on experimentation.

4. Accuracy gain for node n (from its parent) and gain for
n’s parent, i.e., testing if n’s gains are recent.

Q-learning with Function Approximation
At step i, the occurrence of an action results in a new node,
ni , and hence a new dataset on which a model is trained and
tested, and its accuracy A(ni ) is obtained. To each step, we
attribute an immediate scalar reward:
ri =  max A(n� ) − max A(n)
n ∈θ(Gi+1 )

n∈θ(Gi )

with r0 = 0, by deﬁnition. The cumulative reward over time
from state si onwards is deﬁned as:
B
max
R(si ) =
γ i .ri+j
j=0

where γ ∈ [0, 1) is a discount factor, which prioritizes earlier rewards over the later ones. The objective is to ﬁnd the
optimal policy Π∗ that maximizes the cumulative reward.
We use Q-learning (Watkins and Dayan 1992) with function approximation to learn the action-value Q-function. For
each state, s ∈ S and action, c ∈ C, Q-function with respect
to policy Π is deﬁned as:
Q(s, c) = r(s, c) + γRΠ (δ(s, c))
where δ : S × C → S is a hypothetical transition function,
and RΠ (s) is the cumulative reward following state s. The
optimal policy is:
(2)
Π∗ (s) = arg max[Q(s, c)]
c
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However, given the size of S, it is infeasible to learn
Q-function directly. Instead, a linear approximation the Qfunction is used as follows:
Q(s, c) = wc .f (s)

Handcrafted

(3)
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Learned

Figure 4: Comparing efﬁciencies of exploration policies.
Comparison: We tested the impact of our FE on a 48 publicly available datasets (different from the datasets used for
training) from a variety of domains, and of various sizes. We
report the accuracy of (a) base dataset; (b) Our FE routine
with RL1 , Bmax = 100; (c) Expansion-reduction implementation where all transformations are ﬁrst applied separately and add to original columns, followed by a feature selection routine; (d) Random: randomly applying a transformation function to a random feature(s) and adding the result
to the original dataset and measuring the CV performance;
this is repeated 100 times and ﬁnally, we consider all the
new features whose cases showed an improvement in performance, along with the original features to train a model
(e) Tree-Heur: our implementation of Cognito’s (Khurana
et al. 2016b) global search heuristic for 100 nodes. We used
Random Forest with default parameters as our learning algorithm for all the comparisons as it gave us the strongest baseline (no FE) average. A 5-fold cross validation using random
stratiﬁed sampling was used. The results for a representative
set of 24 of those datasets (due to lack of space) are captured
in Table 1. It can be seen that our FE outperforms others in
most of the cases but one (where expand-reduce is better)
and tied for two with Cognito global search. Our technique
reduces the error (relative abs. error, or 1- mean unweighted
FScore) by 24.6% (by median) for all the 48 test datasets and
23.8% (by median) for the 24 datasets presented in Table 1.
For reference to runtime, it took the Bikeshare DC dataset
4 minutes, 40 seconds to run for 100 nodes for our FE, on a
single thread on a 2.8GHz processor. Generally, the runtimes
for the Random and Cognito were similar to our FE for all
datasets, while expand-reduce took 0.1 to 0.9 times the time
of our FE, for different datasets.
Traversal Policy Comparison: In Figure 4, we see that
on an average for 10 datasets, the RL-based strategies are 4-8
times more efﬁcient than any handcrafted strategy (breadthﬁrst, depth-ﬁrst and global as described in (Khurana et al.
2016b)), in ﬁnding the optimal dataset in a given graph with
6 transformations and bounded height, hmax = 4. Also, Figure 5 tells us that while RL1 (Eqn. 3) takes more data to
train, it is more efﬁcient than RL2 (Eqn. 5), demonstrating
that learning a general bias for transformations and one conditioned on data types makes the exploration more efﬁcient.

wcj ← wcj + α.(rj + γ. max
Q(g  , c ) − Q(g, c)).f (g, b)
 
n ,t

(4)
where g  is the state of the graph at step j + 1, and α is
the learning rate parameter. The proof follows from (Irodova
and Sloan 2005).
A variation of the linear approximation where the coefﬁcient vector w is independent of the action c, is as follows:
Q(s, c) = w.f (s)

(5)

This method reduces the space of coefﬁcients to be learnt
by a factor of c, and makes it faster to learn the weights. It is
important to note that the Q-function is still not independent
of the action c, as one of the factors in f (s) or f (g, n, t, b) is
actually the average immediate reward for the transform for
the present dataset. Hence, Equation 5 based approximation
still distinguishes between various actions (t) based on their
performance in the transformation graph exploration so far;
however, it does not learn a bias for different transformations
in general and based on the feature types (factor #9). We
refer to this type of strategy as RL2 . In our experiments RL2
efﬁciency is somewhat inferior to the strategy to the strategy
learned with Equation 3, which we refer to as RL1 .

Experiments

Training: We used 48 datasets (not overlapping with test datasets) to select training examples using different values for maximum budget,
∈
{25, 50, 75, 100, 150, 200, 300, 500} with
Bmax
each dataset, in a random order. We used the discount
factor, γ = 0.99, and learning rate parameter, α = 0.05.
The weight vectors, w c or w, each of size 12, were initialized with 1’s. The training example steps are drawn
randomly with the probability � = 0.15 and the current
policy with probability 1 − �. We have used the following
transformation functions in general (except when speciﬁed
a different set): Log, Square, Square Root, Product, ZScore,
Min-Max-Normalization, TimeBinning, Aggregation (using
Min,Max,Mean,Count,Std), Temporal window aggregate,
Spatial Aggregation, Spatio Temporal Aggregation, k-term
frequency, Sum, Difference, Division, Sigmoid, BinningU,
BinningD, NominalExpansion, Sin, Cos, TanH.
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Source
UCIrvine
Kaggle
UCIrvine
UCIrvine
LibSVM
UCIrvine
Kaggle
UCIrvine
UCIrvine
OpenML
UCIrvine
UCIrvine
OpenML
OpenML
OpenML
OpenML
OpenML
OpenML
OpenML
UCIrvine
UCIrvine
UCIrvine
UCIrvine
UCIrvine

C/R
C
C
C
C
C
C
R
R
R
C
C
C
R
R
R
R
R
R
R
C
C
C
C
C

Rows
50000
32769
768
267
1243
1001
10886
506
1503
275
148
351
1000
1000
500
1000
1000
500
1000
30000
1150
999
4900
4601

Features
28
9
8
44
21
24
11
13
5
10936
18
34
50
25
50
50
25
50
25
25
19
12
12
57

Base
0.718
0.712
0.721
0.686
0.740
0.661
0.393
0.626
0.752
0.615
0.832
0.927
0.428
0.542
0.343
0.380
0.524
0.313
0.547
0.797
0.691
0.380
0.677
0.955

Our RL1
0.729
0.806
0.756
0.788
0.776
0.724
0.798
0.680
0.801
0.820
0.895
0.941
0.587
0.689
0.559
0.647
0.683
0.585
0.704
0.831
0.752
0.387
0.722
0.961

Exp-Red
0.682
0.744
0.712
0.790
0.711
0.680
0.693
0.621
0.759
0.725
0.727
0.939
0.411
0.650
0.450
0.590
0.533
0.581
0.598
0.802
0.703
0.344
0.654
0.951

Random
0.699
0.740
0.709
0.748
0.753
0.655
0.381
0.637
0.752
0.710
0.680
0.934
0.428
0.571
0.343
0.411
0.524
0.313
0.549
0.766
0.655
0.380
0.678
0.937

Tree-Heur
0.702
0.714
0.732
0.780
0.776
0.662
0.790
0.652
0.794
0.758
0.849
0.941
0.532
0.644
0.450
0.629
0.583
0.582
0.647
0.799
0.762
0.386
0.704
0.959
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where w is a weight vector for action c and f (s) =
f (g, n, t, b) is a vector of the state characteristics described
in the previous section and the remaining budget ratio.
Therefore, we approximate the Q-functions with linear combinations of characteristics of a state of the MDP. Note that,
in each heuristic rule strategy, we used a subset of these state
characteristics, in a self-conceived manner. However, in the
ML based approach here, we select the entire set of characteristics and let the RL training process ﬁnd the appropriate weights of those characteristics (for different actions).
Hence, this approach generalizes the other handcrafted approaches. The update rule for wc is as follows:
c

Dataset
Higgs Boson
Amazon Employee
PimaIndian
SpectF
SVMGuide3
German Credit
Bikeshare DC
Housing Boston
Airfoil
AP-omentum-ovary
Lymphography
Ionosphere
Openml 618
Openml 589
Openml 616
Openml 607
Openml 620
Openml 637
Openml 586
Credit Default
Messidor features
Wine Quality Red
Wine Quality White
SpamBase

Table 1: Comparing performance for base dataset (no FE), Our FE, Expansion-Reduction style FE, Random FE, and Tree
heuristic FE, using 24 datasets. Performance here is FScore for classiﬁcation (C) and (1−rel. absolute error) for regression (R).

Figure 5: Policy effectiveness with training dataset sources

Figure 6: Performance vs. hmax

Internal System Comparisons: We additionally performed experimentation to test and tune the internals of our
system. Figure 6 shows the maximum accuracy node (for
5 representative datasets) found when the height was constrained to a different numbers, using Bmax = 100 nodes;
hmax = 1 signiﬁes base dataset. Majority of datasets ﬁnd
the maxima with hmax = 4 with most ﬁnd it with hmax = 5.
For hmax = 6, a tiny fraction shows deterioration, which
can be interpreted as unsuccessful exploration cost due to a

higher permissible depth. Due to lack of space, we omit detailed experiments about system training and performance,
but summarize a couple of observations. Using feature selection (compared to none) as a transform improves the ﬁnal gain in performance by about 51%, measured on the 48
datasets. Finally, the use of different learning algorithms led
to different optimal features being engineered for the same
dataset, even for similar improvements in performance.
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Conclusion and Future Work

In this paper, we presented a novel technique to efﬁciently
perform feature engineering for supervised learning problems. The cornerstone of our framework are – a transformation graph that enumerates the space of feature options, and
a RL-based, performance-driven exploration of the available
choices to ﬁnd valuable features. The models produced using our proposed technique considerably reduce the error
rate (25% by median) across a variety of datasets, for a relatively small computational budget. This methodology can
potentially save a data analyst hours to weeks worth of time.
One direction to further improve the efﬁciency of the system
is through a complex non-linear modeling of state variables.
Additionally, extending the described framework to other aspects of predictive modeling, such as missing value imputation or model selection, is of potential interest as well. Since
optimal features depend on model type (learning algorithm),
a joint optimization of the two is particularly interesting.
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Deep Learning Architecture Search
by Neuro-Cell-based Evolution
with Function-Preserving Mutations

Abstract. The design of convolutional neural network architectures for
a new image data set is a laborious and computational expensive task
which requires expert knowledge. We propose a novel neuro-evolutionary
technique to solve this problem without human interference. Our method
assumes that a convolutional neural network architecture is a sequence
of neuro-cells and keeps mutating them using function-preserving operations. This novel combination of approaches has several advantages.
We define the network architecture by a sequence of repeating neurocells which reduces the search space complexity. Furthermore, these cells
are possibly transferable and can be used in order to arbitrarily extend
the complexity of the network. Mutations based on function-preserving
operations guarantee better parameter initialization than random initialization such that less training time is required per network architecture.
Our proposed method finds within 12 GPU hours neural network architectures that can achieve a classification error of about 4% and 24%
with only 5.5 and 6.5 million parameters on CIFAR-10 and CIFAR-100,
respectively. In comparison to competitor approaches, our method provides similar competitive results but requires orders of magnitudes less
search time and in many cases less network parameters.
Keywords: Automated Machine Learning · Neural Architecture Search
· Evolutionary Algorithms.

1

Introduction

Deep learning techniques have been the key to major improvements in machine
learning in various domains such as image and speech recognition and machine
translation. Besides more affordable computational power, the proposal of new
kinds of architectures such as ResNet [8] and DenseNet [9] helped to increase
the accuracy. However, the selection on which architecture to choose and how to
wire different layers for a particular data set is not trivial and demands domain
expertise and time from the human practitioner.
Within the last one or two years we observed an increase in research efforts
by the machine learning community in order to automate the search for neural
network architectures. Researchers showed that both, reinforcement learning [31]
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1. We are the first to propose an evolutionary algorithm which optimizes neurocells with function-preserving mutations.
2. We expand the set of function-preserving operations proposed by Chen et
al. [4] to depthwise separable convolutions, kernel widening, skip connections
and layers with multiple in- and outputs.
3. We provide empirical evidence that our method is outperforming many competitors within only hours of search time. We analyze our proposed method
and the transferability of neuro-cells in detail.

2

Related Work

Evolutionary algorithms and reinforcement learning are currently the two stateof-the-art techniques used by neural network architectures search algorithms.
With Neural Architecture Search [31], Zoph et al. demonstrated in an experiment over 28 days and with 800 GPUs that neural network architectures with
performances close to state-of-the-art architectures can be found. In parallel or
inspired by this work, others proposed to use reinforcement learning to detect
sequential architectures [1], reduce the search space to repeating cells [30, 32] or
apply function-preserving actions to accelerate the search [3].
Neuro-evolution dates back three decades. In the beginning it focused only on
evolving weights [18] but it turned out to be effective to evolve the architecture
as well [23]. Neuro-evolutionary algorithms gained new momentum due to the
work by Real et al. [20]. In an extraordinary experiment that used 250 GPUs
for almost 11 days, they showed that architectures can be found which provide
similar good results as human-crafted image classification network architectures.
Very recently, the idea of learning cells instead of the full network has also been
adopted for evolutionary algorithms [15]. Miikkulainen et al. even propose to
coevolve a set of cells and their wiring [17].

3

Other methods that try to optimize neural network architectures or their
hyperparameters are based on model-based optimization [7, 14, 22, 26], random
search [2] and Monte-Carlo Tree Search [19, 27].

3

Function-Preserving Knowledge Transfer

Chen et al. [4] proposed a family of function-preserving network manipulations
in order to transfer knowledge from one network to another. Suppose a teacher
network is represented by a function f x | θ (f ) where x is the input of the
network and θ (f ) are its parameters. Then an operation changing the network
f to a student network g is called function-preserving if and only if the output
for any given model remains unchanged:




∀x : f x | θ (f ) = g x | θ (g) .
(1)
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and neuro-evolution [20], are capable of finding network architectures that are
competitive to the state-of-the-art. Since these methods still require GPU years
until this performance is reached, further work has been proposed to significantly
decrease the run time [1, 3, 15, 30, 32].
In this paper, we want to present a simple evolutionary algorithm which reduces the search time to just hours. This is an important step since now, similar
to hyperparameter optimization for other machine learning models, optimizing
the network architecture becomes affordable for everyone. Our presented approach starts from a very simple network template which contains a sequence of
neuro-cells. These neuro-cells are architecture patterns and the optimal pattern
will be automatically detected by our proposed algorithm. This algorithm assumes that the cell initially contains only a single convolutional layer and then
keeps changing it by function-preserving mutations. These mutations change the
structure of the architecture without changing the network’s predictions. This
can be considered as a special initialization such that the network requires less
computational effort for training.
Our contributions in this paper are three-fold:

Deep Learning Architecture Search by Neuro-Cell-based Evolution

Note that typically the number of parameters of f and g are different. We will use
this approach in order to initialize our mutated network architectures. Then, the
network is trained for some additional epochs with gradient-based optimization
techniques. Using this initialization, the network requires only few epochs before
it provides decent predictions. We briefly explain the proposed manipulations
and our novel contributions to it. Please note that a fully connected layer is a
special case of a convolutional layer.
3.1

Convolutions in Deep Learning

Convolutional layers are a common layer type used in neural networks for visual
tasks. We denote the convolution operation between the layer input X ∈ Rw×h×i
with a layer with parameters W ∈ Rk1 ×k2 ×i×o by X ∗W . Here, i is the number of
input channels, w ×h the input dimension, k1 ×k2 the kernel size and o the number of output feature maps. Depthwise separable convolutions, or for short just
separable convolutions, are a special kind of convolution factored into two operations. During the depthwise convolution a spatial convolution with parameters
Wd ∈ Rk1 ×k2 ×i is applied for each channel separately. We denote this operation
by using . This is in contrast to the typical convolution which is applied across
all channels. In the next step the pointwise convolution, i.e. a convolution with
a 1 × 1 kernel, traverses the feature maps which result from the first operation
with parameters Wp ∈ R1×1×i×o . Comparing the normal convolution operation
X ∗ W with the separable convolution (X  Wd ) ∗ Wp , we immediately notice
that in practice the former requires with k1 k2 io more parameters than the latter
which only needs k1 k2 i + io. Figure 1 provides a graphical representation of the
network. If X (l) is the input for an operation in layer l + 1, e.g. a convolution,
(l)
then we represent each channel X·,·,i by a circle. Arrows represent a spatial convolution which is parameterized by some parameters indicated by a character
(in our example characters a to i). We clearly see that the depthwise convolution
within the depthwise separable convolution separately operates on channels and
normal convolutions operate across channels.
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in Layer l
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Input Channel 2
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Input Channel 1
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Input Channel 1
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d

Fig. 1: Comparison of a standard convolution to a separable convolution. The
separable convolution first applies a spatial convolution for each channel separately. Afterwards, a convolution with a 1 × 1 kernel is applied. Circles represent
one channel of the feature map in the network, arrows a spatial convolution.
3.2

Layer Widening

Assume the teacher network f contains a convolutional layer with a k1 ×k2 kernel
which is represented by a matrix W (l) ∈ Rk1 ×k2 ×i×o where i is the number
of input feature maps and o is the number of output feature maps or filters.
Widening this layer means that we increase the number of filters to o > o. Chen
et al. [4] proposed to extend W (l) by replicating the parameters along the last
axis at random. This means the widened layer of the student network uses the
parameters

(l)
W·,·,·,j j ≤ o
(l)
V·,·,·,j =
.
(2)
(l)
W·,·,·,r r uniformly sampled from {1, . . . , o}
In order to achieve the function-preserving property, the replication of some
filters needs to be taken into account for the next layer V (l+1) . This is achieved
(l+1)
by dividing the parameters of W·,·,j,· by the number of times the j-th filter has
been replicated. If nj is the number of times the j-th filter was replicated, the
weights of the next layer for the student network are defined by
(l+1)

V·,·,j,· =

1 (l+1)
W
.
nj ·,·,j,·

(3)

We extended this mechanism to depthwise separable convolutional layers. A
depthwise separable convolutional layer at depth l is widened as visualized in
Figure 2a. The pointwise convolution for the student is estimated according to
Equation 2. This results into replicated output feature maps indicated by two
green colored circles in the figure. The depthwise convolution is identical to the
one of the teacher network, i.e. the operations with parameters a and b. Independently of whether we used a depthwise separable or normal convolution in layer l,
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Output Channels
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Pointwise
Convolution Convolution

Output Channels

e

5

Separable
Convolution

Convolution

Separable Convolution
in Layer l+1

4
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(b) Insert a separable convolution.

Fig. 2: Visualization of different function-preserving operations. Same colored
circles represent identical feature maps. Circles without filling can have any value
and are not important for the visualization. Activation functions are omitted to
avoid clutter.
widening it requires adaptations in a following depthwise separable convolutional
layer as visualized in Figure 2a. The parameters of the depthwise convolution are
replicated according to the replication of parameters in the previous layer similar
to Equation 2. In our example we replicated the operation with parameters f in
the previous layer. Therefore, we have now replicated spatial convolutions with
parameters h. Furthermore, the parameter of the pointwise convolution (in the
example parameterized by i, j, k and l) depend on the replications in the previous
layers analogously to Equation 3. In our example we did not replicate the blue
feature map, so the weights for this channel remain unchanged. However, we duplicated the green feature map which is transformed into the purple feature map
depthwise convolution. Taking into account that this channel contributes now
twice to the pointwise convolution, all corresponding weights (in the example k
and l) are divided by two.
Widening the separable layer followed by another separable layer is the most
complicated case. Other cases can be derived by dropping the depthwise convolutions from Figure 2a.
3.3

Layer Deepening

Chen et al. [4] proposed a way to deepen a network by inserting an additional
convolutional or fully connected layer. We complete this definition by extending
it to depthwise separable convolutions.
A layer can be considered to be a function which gets as an input the output
of the previous layer and provides the input for the next layer. A simple functionpreserving operation is to set the weights of a new layer such that the input of
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h i

(5)

The ReLU activation function ReLU (x) = max {x, 0} fulfills this requirement.
We extend this operation to depthwise convolutions and visualize it in Figure
2b. The parameters of the pointwise convolution Vp are initialized analogously
to Equation 4 and the depthwise convolution Vd is set to one:
Vp = Ii,i
Vd = 1 .

(6)
(7)

As we see in Figure 2b, this initialization ensures that both, the depthwise and
pointwise convolution, just copy the input. New layers can be inserted at arbitrary positions with one exception. Under certain conditions an insertion right
after the input layer is not function-preserving. For example if a ReLU activation
is used, there exists no identity function for inputs with negative entries.
3.4

Kernel Widening

Increasing the kernel size in a convolutional layer is achieved by padding the
tensor using zeros until it matches the desired size. The same idea can be applied
to increase the kernel size of depthwise separable convolution by padding the
depthwise convolution with zeros.
3.5

k

+

+

0

0

0 0

0 0

b

d

g

This operation is function-preserving and the number of filters is equal to the
number of input channels. More filters can be added by layer widening, however,
it is not possible to use less than i filters for the new layer. Another restriction
is that this operation is only possible for activation functions σ with
σ (x) = σ (Iσ (x)) ∀x .
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k

e f

l

1

a

1

0 0

b

c

d

e f

Section __ 1
AI Tools and Methodologies

Publication __ 5
Deep Learning Architecture Search by Neuro-Cell-based Evolution with Function-Preserving Mutations

the layer is equal to its output. If we assume i incoming channels and an odd
kernel height and weight for the new convolutional layer, we achieve this by
setting the weights of the layer with a k1 × k2 kernel to the identity matrix:

Ii,i j = k12+1 ∧ h = k22+1
(l)
.
(4)
Vj,h =
0
otherwise

7

Student

(b) Branch the colored layer and insert a
convolution into the left branch.

Fig. 3: Visualization of different function-preserving operations. Same colored
circles represent identical feature maps. Circles without filling can have any value
and are not important for the visualization. Activation functions are omitted to
avoid clutter.

3.6

Branch Layers

We also propose to branch layers. Given a convolutional layer X (l) ∗ W (l+1) it
can be reformulated as


(l+1)
(l+1)
, X (l) ∗ V2
,
(9)
merge X (l) ∗ V1
where merge concatenates the resulting output. The student network’s parameters are defined as

Insert Skip Connections

Many modern neural network architectures rely on skip connections [8]. The idea
is to add the output of the current layer to the output of a previous. One simple
example is


X (l+1) = σ X (l) ∗ V (l+1) + X (l) .
(8)

Therefore, we propose a function-preserving operation which allows inserting
skip connection. We propose to add layer(s) and initialize them in a way such
that the output is 0 independent on the input. This allows to add a skip because
now adding the output of the previous layer to zero is an identity operation. We
visualized a simple example in Figure 3a based on Equation 8. A new operation
is added setting its parameters to zero, V (l+1) = 0, achieving a zero output.
Now, adding this output to the input is an identity operation.

(l+1)

V1

(l+1)

V2

(l+1)

= W·,·,·,1:o/2
(l+1)

= W·,·,·,(o/2+1):o .

This operation is not only function-preserving, it also does not add any further
parameters and in fact is the very same operation. However, combining this
operation with other function-preserving operations allows to extend networks
by having parallel convolutional operations or add new convolutional layers with
smaller filter sizes. In Figure 3b we demonstrate how to achieve this. The colored
layer is first branched and then a new convolutional layer is added to the left
branch. In contrast to only adding a new layer as described in Section 3.3, the
new layer has only two output channels instead of three.
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3.7

Multiple In- or Outputs

All the presented operations are still possible for networks where a layer might
have inputs from different layers or provide output for multiple outputs. In that
case only the affected weights need to be adapted according to the aforementioned equations.

4

Evolution of Neuro-Cells

The very basic idea of our proposed cell-based neuro-evolution is the following. Given is a very simple neural network architecture which contains multiple
neuro-cells (see Figure 4). The cells itself share their structure and the task is
to find a structure that improves the overall neural network architecture for a
given data set and machine learning task. In the beginning, a cell is identical
to a convolutional layer and is changed during the evolutionary optimization
process. Our evolutionary algorithm is using tournament selection to select an
individual from the population: randomly, a fraction k of individuals is selected
from the population. From this set the individual with highest fitness is selected
for mutation. We define the fitness by the accuracy achieved by the individual
on a hold-out data set. The mutation is selected at random which is applied to
all neuro-cells such that they remain identical. The network is trained for some
epochs on the training set and is then added to the population. Finally, the process starts all over again. After meeting some stopping criterion, the individual
with highest fitness is returned.
4.1

Mutations

All mutations used are based on the function-preserving operations introduced
in the last section. This means, a mutation does not change the fitness of an
individual, however, it will increase its complexity. The advantage over creating
the same network structure with randomly initialized weights is obviously that
we start with a partially pretrained network. This enables us to train the network
in less epochs. All mutations are applied only to the structure within a neurocell if not otherwise mentioned. Our neuro-evolutional algorithm considers the
following mutations.
Insert Convolution A convolution is added at a random position. Its kernel size
is 3 × 3, the number of filters is equal to its input dimension. It is randomly
decided whether it is a separable convolution instead.

Branch and Insert Convolution A convolution is selected at random and branched
according to Section 3.6. A new convolution is added according to the “Insert
Convolution” mutation in one of the branches. For an example see Figure 3b.
Insert Skip A convolution is selected at random. Its output is added to the
output of a newly added convolution (see “Insert Convolution”) and is the input
for the following layers. For an example see Figure 3a.
Alter Number of Filters A convolution is selected at random and widened by a
factor uniformly at random sampled from [1.2, 2]. This mutation might also be
applied to convolutions outside of a neuro-cell.
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Fig. 4: Neural network template as used in our experiments.

9

Alter Number of Units Similar to the previous one but alters the number of units
of fully connected layers. This mutation is only applied outside the neuro-cells.
Alter Kernel Size Selects a convolution at random and increases its kernel size
by two along each axis.
Branch Convolution Selects a convolution at random and branches it according
to Section 3.6.
The motivation of selecting this set of mutations is to enable the neuroevolutionary algorithm to discover similar architectures as proposed by human experts. Adding convolutions allows to reach popular architectures such
as VGG16 [21], combinations of adding skips and convolutions allow to discover
residual networks [8]. Finally the combination of branching, change of kernel
sizes and addition of (separable) convolutions allows to discover architectures
similar to Inception [25], Xception [5] or FractalNet [13].
The optimization is started with only a single individual. We enrich the population by starting with an initialization step which creates 15 mutated versions
of the first individual. Then, individuals are selected based on the previously
described tournament selection process.

5

Experiments

In the experimental section we will run our proposed method for the task of image
classification on the two data sets CIFAR-10 and CIFAR-100. We conduct the following experiments. First, we analyze the performance of our neuro-evolutional
approach with respect to classification error and compare it to various competitor approaches. We show that we achieve a significant search time improvement
at costs of slightly larger error. Furthermore, we give insights how the evolution
and the neuro-cells progress and develop during the optimization process. Additionally, we discuss the possibility of transferring detected cells to novel data
sets. Finally, we compare the performance of two different random approaches
in order to prove our method’s benefit.
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Experimental Setup

Search for Networks

In Table 1 we report the mean and standard deviation of our approach across
five runs and compare it to other approaches.
The first block contains several architectures proposed by human experts.
DenseNet [9] is clearly the best among them, reaching an error of 4.51% with
only 800 thousand parameters. Using about 25 million parameters, the error
decreases to 3.42%.
The second block contains several architecture search methods based on reinforcement learning. Most of them are able to find very competitive networks
but at the cost of very high search times. NASNet [32] finds the best-performing
network which is on par with DenseNet but requires less parameters. However,
the authors report that they required about 5.5 GPU years in order to reach this
performance. Efficient Architecture Search [3] still achieves an error of 4.23% but
reduces the search time drastically to ten days.
The third block contains various automated approaches based on evolutionary methods. Hierarchical Evolution [15] finds the best performing architecture

Table 1: Classification error on CIFAR-10 and CIFAR-100 including spent search
time in GPU days. The first block presents the performance of state-of-the-art
human-designed architectures. The second block contains results of various automated architecture search methods based on reinforcement learning. The third
block contains results for automated methods based on evolutionary algorithms.
The final block presents our results. For our method, we report the mean of five
repetitions for the classification error and the number of parameters, the best
run and the run with least network parameters.
Method
ResNet [8] reported by [10]
FractalNet [13]
Wide ResNet (depth = 16) [29]
Wide ResNet (depth = 28) [29]
DenseNet-BC (k = 12) [9]
DenseNet-BC (k = 24) [9]
DenseNet-BC (k = 40) [9]
NAS no stride/pooling [31]
NAS predicting strides [31]
NAS max pooling [31]
NAS max pooling + more filters [31]
NASNet [32]
MetaQNN [1]
BlockQNN [30]
Efficient Architecture Search [3]
Large-Scale Evolution [20]
Hierarchical Evolution [15]
CGP-CNN (ResSet) [24]
CoDeepNEAT [17]
Ours
Ours
Ours
Ours
Ours
Ours

(mean)
(mean)
(best)
(best)
(least params)
(least params)

Duration

CIFAR-10
Error Params
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The network template used in our experiments is sketched in Figure 4. It starts
with a small convolution, followed twice by a neuro-cell and a max pooling
layer. Then, another neuro-cell is added, followed by a larger convolution, a
fully connected layer and the final softmax layer. Each max pooling layer has
a stride of two and is followed by a drop-out layer with drop-out rate 70%.
The fully connected layer is followed by a drop-out layer with rate 50%. In this
section, whenever we sketch or mention a convolutional layer, we actually mean a
convolutional layer followed by batch normalization [11] and a ReLU activation.
The neuro-cell is initialized with a single convolution with 128 filters and a kernel
size of 3 × 3. A weight decay of 0.0001 is used.
We evaluate our method and compare it to competitor methods on CIFAR10 and CIFAR-100 [12]. We use standard preprocessing and data augmentation.
All images are preprocessed by subtracting from each channel its mean and
dividing it by its standard deviation. The data augmentation involves padding
the image to size 40 × 40 and then cropping it to dimension 32 × 32 as well as
flipping images horizontally at random. We split the official training partitions
into a partition which we use to train the networks and a hold-out partition to
evaluate the fitness of the individuals.
For the neuro-evolutionary algorithm we select a tournament size equal to
15% of the population but at least two. The initial network is trained for 63
epochs, every other network is trained for 15 epochs with Nesterov momentum
and a cosine learning rate schedule with initial learning rate 0.05, T0 = 1 and
Tmul = 2 [16]. We define the fitness of an individual by the accuracy of the
corresponding network on the hold-out partition. After the search budget is
exhausted, the individual with highest fitness is trained on the full training split
until convergence using CutOut [6]. Finally, the error on test is reported.
5.2
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CIFAR-100
Error Params

N/A
N/A
N/A
N/A
N/A
N/A
N/A

6.41
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4.81
4.17
4.51
3.62
3.42

1.7M
38.6M
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27.22
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1
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1
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Fig. 6: Evolutionary process of the best neuro-cell found during one run on CIFAR-10. Some intermediate states are skipped.
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Fitness: 0.9052
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An interesting aspect is whether a neuro-cell detected on one data set can be
reused in a different architecture and for a different data set. For this reason, we
expanded the template from Figure 4 by duplicating the number of cells to the
one shown in Figure 7. We used the cells and other hyperparameters detected in
our 12 hours CIFAR-10 experiment and used the resulting networks for image
classification on CIFAR-100. These models achieved an average error of 24.77%
with a standard deviation of 1.61%. This result is not as good as the one achieved

Conv (128, 3, 3)

Neuro-Cell Transferability

Conv (128, 3, 3)

5.3

Hour 2
Fitness: 0.8884

among them in 300 GPU days. Methodologically, our approach also belongs into
this category. We want to highlight in particular the search time required by our
proposed method. Within only 12 and 24 hours, respectively, a network architecture is found which gives better predictions than most competitors and is very
close to the best methods. After 12 hours of search, we report a mean classification error over five repetitions of 4.02±0.376 and 23.92±2.493 on CIFAR-10 and
CIFAR-100, respectively. Extending the search by another 12 hours, the error
reduces to 3.89 ± 0.231 and 22.32 ± 0.429.
In order to give insights into the optimization process, we visualized one run
on CIFAR-10 in Figure 5 and 6. Figure 5 visualizes the fitness of each individual
but also its ancestry by a phylogenetic tree [28]. The x-axis represents the time,
the y-axis has no meaning. The color indicates the fitness, dots represent individuals and the ancestry is represented by edges. We notice that within the first
10 hours the fitness is increasing quickly. Afterwards, progress is slow but steady.
Figure 6 provides in parallel insight which stages the final neuro-cell underwent.
Over time the cell develops multiple computation branches, finally adding some
skip connections. Notice, that branching the 7 × 7 convolution as first shown
at Hour 19 has no purpose. However, this might have changed for a longer run
when e.g. another layer was added in one of these branches.

Hour 7
Fitness: 0.9246

Fig. 5: Evolutionary algorithm over time. Each dot represents an individual,
connections represent the ancestry. After the initialization, the algorithm quickly
focuses on ancestors from only one initial individual.
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by searching for the best architecture for CIFAR-100 but therefore no new search
is required for the new data set.
5.4

Random Search

In this section we will discuss the importance of our evolutionary approach by
comparing it to two random network searches.
Comparison to Random Individual Selection Random individual selection
is in fact not really a valid comparison because it is actually a special case of
our proposed method with a tournament size of one. For this experiment, we
select a random individual from the population instead of selecting the best
individual of a random population subset. With this small change, we run our
algorithm five times for twelve hours. We report a mean classification error of
4.55% with standard deviation 0.34%. Note, that the best of these runs achieved
an error of 4.04% which is still worse than the mean error achieved when using
larger tournament sizes. Thus, we can confirm that tournament selection provides
better results than random selection.
Comparison to Random Mutations We conduct another experiment where
we apply k mutations to the initial individual. In practice, k is dependent on the
data set and not known and thus, this method is actually not really applicable.
However, for this experiment, we set k to the number of mutations used for the
best cell in our 12 hours experiment. In comparison to the random individual
selection, this method further increases the error to 4.73% on average over five
repetitions with a standard deviation of 0.63%.

6

Conclusions

We proposed a novel approach which optimizes the neural network architecture
based on an evolutionary algorithm. It requires as an input a simple template
containing neuro-cells, replicated architecture patterns, and automatically keeps
improving this initial architecture. The mutations of our evolutionary algorithm
are based on function-preserving operations which change the network’s architecture without changing its prediction. This enables shorter training times in
comparison to a random initialization. In comparison to the state-of-the-art, we
report very competitive results and show outstanding results with respect to the

search time. Our approach is up to 50,000 times faster than some of the competitor methods with an error rate at most 0.6% higher than the best competitor
on CIFAR-10.
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Abstract
We describe a new software framework for fast training of generalized linear
models. The framework, named Snap Machine Learning (Snap ML), combines
recent advances in machine learning systems and algorithms in a nested manner
to reflect the hierarchical architecture of modern computing systems. We prove
theoretically that such a hierarchical system can accelerate training in distributed
environments where intra-node communication is cheaper than inter-node communication. Additionally, we provide a review of the implementation of Snap ML
in terms of GPU acceleration, pipelining, communication patterns and software
architecture, highlighting aspects that were critical for achieving high performance.
We evaluate the performance of Snap ML in both single-node and multi-node environments, quantifying the benefit of the hierarchical scheme and the data streaming
functionality, and comparing with other widely-used machine learning software
frameworks. Finally, we present a logistic regression benchmark on the Criteo
Terabyte Click Logs dataset and show that Snap ML achieves the same test loss
an order of magnitude faster than any of the previously reported results, including
those obtained using TensorFlow and scikit-learn.

1

Introduction

The widespread adoption of machine learning and artificial intelligence has been, in part, driven by
the ever-increasing availability of data. Large datasets can enable training of more expressive models,
thus leading to higher quality insights. However, when the size of such datasets grows to billions of
training examples and/or features, the training of even relatively simple models becomes prohibitively
time consuming. Training can also become a bottleneck in real-time or close-to-real-time applications,
in which one’s ability to react to events as they happen and adapt models accordingly can be critical
even when the data itself is relatively small.
A growing number of small and medium enterprises rely on machine learning as part of their everyday
business. Such companies often lack the on-premises infrastructure required to perform the computeintensive workloads that are characteristic of the field. As a result, they may turn to cloud providers in
order to gain access to such resources. Since cloud resources are typically billed by the hour, the time
required to train machine learning models is directly related to outgoing costs. For such an enterprise
cloud user, the ability to train faster can have an immediate effect on their profit margin.
∗
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The above examples illustrate the demand for fast, scalable, and resource-savvy machine learning
frameworks. Today there is an abundance of general-purpose environments, offering a broad class of
functions for machine learning model training, inference, and data manipulation. In the following
we will list some of the most prominent and broadly-used ones along with certain advantages and
limitations.

Apache MLlib [10] is Apache Spark's scalable machine learning library. It provides distributed
training of a variety of machine learning models and provides easy-to-use APIs in Java, Scala and
Python. It does not natively support GPU acceleration, and while it can leverage underlying native
libraries such as BLAS, it tends to exhibit slower performance relative to the same distributed
algorithms implemented natively in C++ using high-performance computing frameworks such as
MPI [6].

Level 2. On the individual worker nodes we can leverage one or multiple GPU accelerators by
systematically splitting the workload between the host and the accelerator units. The different
workloads are then executed in parallel, enabling full utilization of the available hardware resources
on each worker node, thus achieving a second level of parallelism, across heterogeneous compute
units.
Level 3. To efficiently execute the workloads assigned to the individual compute units we leverage the
parallelism offered by their respective compute architecture. We use specially-designed solvers to take
full advantage of the massively parallel architecture of modern GPUs and implement multi-threaded
code for processing the workload on CPUs. This results in an additional, third level of parallelism
across cores.
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scikit-learn [16] is an open-source module for machine learning in Python. It is widely used due to
its user-friendly interface, comprehensive documentation and the wide range of functionality that it
offers. While scikit-learn does not natively provide GPU support, it can call lower-level native C++
libraries such as LIBLINEAR to achieve high-performance. A key limitation of scikit-learn is that it
does not scale to datasets that do not fit into the memory of a single machine.

Level 1. The first level of parallelism spans across individual worker nodes in a cluster. The data is
distributed across the worker nodes that communicate via a network interface. This data-parallel
approach serves to increase the overall memory capacity of our system and enables the training of
large-scale datasets that exceed the memory capacity of a single machine.

TensorFlow [1] is an open-source software library for numerical computation using data flow graphs.
While TensorFlow can be used to implement algorithms at a lower-level as a series of mathematical
operations, it also provides a number of high-level APIs that can be used to train generalized linear
models (and deep neural networks) without needing to implement them oneself. It transparently
supports GPU acceleration, out-of-core operation, multi-threading and can scale across multiple nodes.
When it comes to training of large-scale linear models, a downside of TensorFlow is the relatively
limited support for sparse data structures, which are frequently important in such applications.
In this work we will describe a new software framework for training generalized linear models
(GLMs) that is designed to offer effective GPU-accelerated training in both single-node and multinode environments. In mathematical terms, the problems of interest can be expressed as the following
convex optimization problem:

min f (Aα) +
gi (αi )
(1)
α

i

where α denotes the model to be learnt from the training data matrix A and f, gi are convex
functions specifying the loss and regularization term. This general setup covers many primal and
dual formulations of widely applied machine learning models such as logistic regression, support
vector machines and sparse models such as lasso and elastic-net.
Contributions.

Figure 1: Hierarchical structure of our distributed framework.

The contributions of this work can be summarized as follows:

• We propose a hierarchical version of the CoCoA framework [18] for training GLMs in distributed,
heterogeneous environments. We derive convergence rates for such a scheme which show that a
hierarchical communication pattern can accelerate training in distributed environments where
intra-node communication is cheaper that inter-node communication.
• We propose a novel pipeline for training on datasets that are too large to fit in GPU memory. The
pipeline is designed to maximize the utilization of the CPU, GPU and interconnect resources
when performing out-of-core stochastic coordinate descent.
• We review the implementation of the Snap ML framework, including its GPU-based local solver,
streaming CUDA operations, communication patterns and software architecture. We highlight
the aspects that are most critical in terms of performance, in the hope that some of these ideas may
be applicable to other machine learning software, including popular deep learning frameworks.

2.1

Hierarchical Communication Pattern

In this section we provide a high-level, conceptual description of the Snap ML architecture. The
core innovation of Snap ML is how multiple state-of-the-art algorithmic building blocks are nested
to reflect the hierarchical structure of a distributed systems. Our framework, as illustrated in Figure
1, implements three hierarchical levels of data and compute parallelism in order to partition the
workload among different nodes in a cluster, taking full advantage of accelerator units and exploiting
multi-core parallelism on the individual compute units.

The distributed algorithmic framework underlying Snap ML is a hierarchical version of the popular
CoCoA method [18]. CoCoA is designed for communication-efficient distributed training of models
of the form (1) across K worker nodes in a data-parallel setting. It assumes the data matrix A is
partitioned column-wise across the K workers and defines independent data-local optimization tasks
for each of them. These tasks only require access to the local partition of the training data and a
shared vector v. This shared vector v is periodically exchanged over the network to synchronize
the work between the different nodes. Now, assume in addition to the K worker nodes we have
L GPUs available on each node. A naive way to parallelize the work would be to setup CoCoA
with KL workers, define KL local subproblems and assign one subproblem to each GPU. This
approach, however, would require the synchronization of v between all GPUs in every round of the
algorithm and the performance would thus be limited be the slowest interconnect. To avoid this and
take advantage of the fast interconnect amongst the GPUs of the same node, we propose a nested
version of the CoCoA scheme which offers the possibility to perform multiple inner communication
rounds within one outer communication round over the network. The local subproblems in the nested
version are defined according to [18] where we recursively apply the separable approximation to
the respective objectives. For an explicit statement of the local subproblems we refer the reader to
the Appendix. To give convergence guarantees for our hierarchical scheme we refine the existing
convergence results of CoCoA and combine these with tight convergence guarantees for the inner
level of CoCoA derived by exploiting the specific structure of the subproblem objective.

2

3

2

System Overview
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Assuming the local subtasks are solved θ-approximately as defined in [18]. Then, we can bound the
suboptimality  := F(α) − minα F(α) after t1 iterations of CoCoA with t2 inner iterations each as



E[] ≤ 



4R2 KβcA

1 − 1 − (1 −

KβcA
θ) KLβc
A



 1
 t2 
t1

(2)

The benefit of the proposed hierarchical scheme becomes more significant if the discrepancy between
the costs of intra-node and inter-node communication is large such as often found in modern cloud
infrastructures. Let us assume there is a cost c1 associated with communicating the shared vector
v over the network and a cost c2 with communicating v between the GPUs within a node. Then,
for a given cost budget C, the right-hand side of (2) can be optimized for t1 , t2 to achieve the best
accuracy under a cost constraint C ≤ t1 t2 ccomp + t1 c1 + t1 t2 c2 where ccomp denotes the cost of
computing a θ-approximate solution on the subtasks.

3

Implementation Details

In this section we will describe implementation details of Snap ML starting with details of the
GPU-based local solver and working up to the high-level APIs. We have attempted to highlight the
components that are most critical in terms of performance, in the hope that some of these ideas may
be applicable to other machine learning software, including popular deep learning frameworks.
3.1

GPU Local Solver

To efficiently solve the optimization problem assigned to the GPU accelerators we implement the
twice-parallel asynchronous stochastic coordinate descent solver (TPA-SCD) [15, 14].
Extension for Logistic Regression. In the previous literature [15, 14], TPA-SCD has been applied to
ridge regression, lasso and support vector machines. These objectives have the desirable property
that coordinate descent updates have closed-form solutions. In Snap ML, we also support objective
functions for which this is not the case such as logistic regression. To address this issue, instead of
solving the coordinate-wise subproblem exactly, we make a single step of Newton’s method, using
the previous value of the model as the initial point [22]. We find that the computations required to
compute the Newton step (i.e, the first and second derivative) can also be expressed in terms of a
simple inner product and thus the same TPA-SCD machinery can be applied.
Adaptive Damping. A challenge arises when applying the asynchronous TPA-SCD algorithm to dense
datasets (or datasets which are globally sparse but locally dense in a few features) due to the fact
that a thread block on the GPU may have an inconsistent view of the shared vector v if it is reading
while another thread block has only partially written its updates to the same vector in memory. These
inconsistencies can lead to divergence in the coordinate descent algorithm. To alleviate this issue we
have implemented a damping heuristic, similar to that proposed in [23], to artificially slows down the
model updates leading to more robust convergence behavior. We initialize the algorithm with the
damping parameter set to 1 (i.e., no damping) and after every sub-epoch on the GPU, verify that the
value of the local subproblem has actually decreased. If it has not, we discard the current round of
model updates, halve the value of the damping parameter and proceed. We note that the damping
parameter may be adapted differently across data partitions. This adaptive scheme introduces the cost
needed to evaluate the value of the local subproblem within every sub-epoch, however this cost can
be mostly amortized into the TPA-SCD kernel and only requires an additional reduce operation, for
which we use the DeviceReduce operator provided by the CUB library [17].

Figure 2: Data streaming pipeline.

Figure 3: Example of snap-ml-mpi API.

in and out of GPU memory. One option is to split the data into batches and sequentially process
each batch on the local GPUs. Snap ML also provides the ability to use DuHL [7] to dynamically
determine which set of data points that are most beneficial to move into the GPU memory as the
training progresses. Both of these schemes involve moving data over the CPU-GPU interconnect and
while, for sparse models, it has been shown that when using DuHL the amount of data that needs to
be copied reduces with the number of rounds, there can still be some significant overheads related to
data transfer for dense models. To alleviate these overheads we have developed an alternative, more
hardware-optimized approach. We partition the GPU memory into an active buffer and a swap buffer.
Then, using CUDA streams, we can then perform TPA-SCD on the data in the active buffer while at
the same time copying the next batch of data into the swap buffer. As we shall show in Section 4, this
pipelined approach can allow one to completely hide the data transfer time behind the computation
time when using high-speed interconnects such as NVLINK.
Streaming Permutation Generation. In order to implement TPA-SCD, we must generate a permutation
of the coordinates in the active buffer. In order to fully utilize the available hardware, we introduce
a third pipeline stage to the training algorithm whereby the CPU is used to generate a set of 32-bit
pseudo-random numbers for the batch of data that is currently being transferred into the swap buffer.
At the start of the next round, we copy the random numbers onto the GPU device and use the
DeviceRadixSort operator provided by CUB to sort the integers by index thus resulting in the required
permutation in GPU memory. The sorting function templates provided by CUB have a significant
advantage over those provided by the Thrust library [12] in that they properly support CUDA streams.
Thrust’s sort by key internally allocates memory which is a blocking operation on the GPU, whereas
CUB explicitly requires that all memory be allocated upfront. The resulting 3-stage pipeline is
illustrated in Figure 2. In order to ensure that the pseudo-random number generator does not become
a bottleneck we implement a multi-threaded version of the highly efficient XORSHIFT algorithm [9].
3.3

Communication Patterns

Intra-node Communication. Within a single node, communication of the shared vector between the
GPUs is handled within a single process using multi-threading. A thread is spawned to manage
each GPU and within each local iteration, the updated shared vector is copied onto all devices using
asynchronous CUDA memcpy operations. The GPU performs its updates and the changes to the
shared vector are asynchronously copied back to the CPU and aggregated. After a number of local
iterations are completed, the local changes to the shared vector are aggregated over the network
interface. How exactly the updates to the shared vector are aggregated depends on whether the Spark
or MPI API to Snap ML is used, as described in the next section.

Asynchronous Data Streaming. When the data partition of each node is too large to fit into the
aggregate GPU memory on that node, we must employ out-of-core techniques to move the data

Inter-node Communication. When using Spark, each node is managed by a Spark executor and the
changes to the global shared vector are copied over the JNI from the underlying shared library into
the JVM memory space and aggregated using Spark’s reduce operator. The data is represented using
raw byte arrays in order to minimize serialization/deserialization cost. The updated value of the
shared vector is then communicated to each node using Spark’s broadcast operator. When using MPI,
an MPI process is spawned on each node and the global shared vector is updated in place using MPI’s
Allreduce operator.

4

5

3.2

Pipelining
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where β is the smoothness parameter of f , R is a bound on the support of gi and cA := A2 . For
strongly convex gi a linear rate can be derived where we refer the reader to the appendix for detailed
proofs. For the special case where we choose to only do a single update in the inner level, i.e., t2 = 1,
we recover the classical CoCoA scheme with KL workers.

077

NUMA Locality. In order to achieve the maximal bandwidth provided by the CPU-GPU interconnect
it is essential that the software framework is implemented in a NUMA-aware manner. Specifically, if
the software is deployed on a two-socket node in which two GPUs are attached to each socket, it is
critical that the threads that manage data transfer to those GPUs be pinned to the correct socket. This
can be easily enforced using the functionality provided in the MPI rankfile that assigns the cores to
each MPI process.
Software Architecture

C++ Template Library. The core functionality of Snap ML is implemented in C++/CUDA as a
header-only template library: libglm. It provides class templates for CPU, GPU and multi-GPU
local solvers that can be instantiated with arbitrary data formats (e.g. sparse, dense, compressed) and
arbitrary objective functions mapping (1).
Local API. We provide a Python module, snap-ml-local, that adheres to the scikit-learn API and
can be used to accelerate training of GLMs in a non-distributed setting. This API is targeted at
single-node users who wish to accelerate existing scikit-learn-based applications using one or more
GPUs that are attached locally. This module exploits the functionality offered by libglm while being
flexible in that it can be readily combined with additional functionality from scikit-learn such as data
loading, pre-processing and evaluation metrics.
MPI API. For users with larger data, who wish to perform training in a distributed environment we
provide an additional Python module: snap-ml-mpi. By importing this module, the users can describe
their application using high-level Python code and then submit an MPI job on their cluster using
mpirun specifying the nodes to be used for training. At run-time, the Python code makes calls to
libglm via an intermediate C++ layer that executes MPI operations to coordinate the training. The
module also provides functions for efficient distributed data loading and evaluation of performance
metrics. An illustrative example is given in Figure 3.
Spark API. Finally, for users who wish to perform distributed training on Apache Spark-managed
infrastructure we provide snap-ml-spark. This module is essentially a lightweight Py4J [5] wrapper
around an underlying jar package that interacts with libglm via the Java Native Interface. Local data
partitions are managed by libglm and reside in memory outside of the JVM, thus enabling efficient
GPU acceleration. Apache Spark introduces a number of additional layers into the software stack and
thus a number of associated overheads. For this reason, we typically observe that the performance of
the Spark-based deployments of Snap ML are slower than those using MPI [6].

4

Experimental Results

In the following we will evaluate the performance of Snap ML and compare with some widely-used
ML frameworks in a single-node environment and a multi-node environment. Additionally, we will
provide an in-depth analysis of two key aspects: pipelining and hierarchical training.
Application and Datasets. We will focus on the application of click-through rate prediction (CTR),
which is a binary classification task. For our multi-node experiments we will use the Terabyte Click
Logs dataset (criteo-tb) released by Criteo Labs [3]. It consists of 4.2 billion examples with 1 million
feature values. We use the data collected during the first 23 days for the training of our models
and the last day for testing. The training data is 2.3TB in SVM Light format and is thus one of the
largest publicly available datasets, making it ideal for evaluating the performance of distributed ML
frameworks. For our single-node experiments we use the smaller dataset released by Criteo Labs as
part of their 2014 Kaggle competition (criteo-kaggle); the dataset has 45 million training examples
and 1 million features. We perform a random 75%/25% train/test split. We obtained the preprocessed
data for both datasets from [2].
Infrastructure. The results in this section were obtained using a cluster of 4 IBM Power Systems*
AC922 servers. Each server has 4 NVIDIA Tesla V100 GPUs attached via the NVLINK 2.0 interface.
The nodes are connected via both an InfiniBand network as well as a slower 1Gbit Ethernet interface.
For evaluation of the pipeline performance we also used an Intel x86-based machine (Xeon** Gold
6150 CPU@2.70GHz ) with a single NVIDIA Tesla V100 GPU attached using the PCI Gen3 interface.
6

Figure 4: Single node benchmark (criteo-kaggle). Figure 5: Performance of hierachical CoCoA.
4.1

Single-Node Performance

We benchmark the single node performance of Snap ML for the training of a logistic regression
classifier against an equivalent solution in scikit-learn and TensorFlow. The same value of the
regularization parameter was used in all cases. The different frameworks are used as follows:
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3.4

scikit-learn. We load a pickled version of the dataset and train a logistic regression classifier in
scikit-learn, with the option to solve the dual formulation enabled which allows faster training for this
application. Under the hood, scikit-learn is calling the LIBLINEAR library [8] to solve the resulting
optimization problem. It operates in single-threaded mode and can not leverage any available GPU
resources.
TensorFlow. For the TensorFlow (TF) experiment, we first convert the svmlight data into the native
binary format for TensorFlow (TFRecord) using a custom parser. We then feed the TFRecord to a TF
binary classifier (tf.contrib.learn.LinearClassifier), treating the TFRecord features as sparse columns
with integerized features. We use the stochastic dual coordinated ascent optimizer provided by
TensorFlow, using the optimizer and train input function options suggested by Google [11]. We use a
batch size of 1M, and a number of IO threads equal to the number of physical processors – settings
which we have experimentally found to perform the best. The implementation is multi-threaded and
can leverage GPU resources (for the classifier training and evaluation) if available. In this case we let
TensorFlow use a single V100 GPU since we found it was faster than using all four.
Snap ML. We load a pickled version of the dataset and train a logistic regression classifier in Snap
ML using the snap-ml-local API. To compare with TensorFlow, we only allow Snap ML to use a
single GPU. Since the criteo-kaggle dataset fits into GPU memory, the streaming functionality of
Snap ML is not active in this experiment.
In Figure 4, we compare the performance of the three aforementioned solutions. TensorFlow
converges in approximately 500 seconds whereas scikit-learn takes around 200 seconds. This
difference may be explained by the highly optimized C++ backend of scikit-learn for workloads that
fit in memory, whereas TensorFlow processes data in batches 2 . Finally, we can see that Snap ML
converges in around 20 seconds, an order of magnitude faster than the other frameworks.
4.2

Out-of-core Performance

In order to evaluate the streaming performance of Snap ML we train a logistic regression model
using a single GPU for the first 200 million training examples of the criteo-tb dataset. We profile the
execution on a machine that uses the PCI Gen 3 interconnect and a machine that uses the NVLINK
2.0 interconnect. In Figure 6a, we show the profiling results for the PCI-based setup. On stream
S1, the random numbers for the next batch are copied (Init) and then the sorting and TPA-SCD are
performed (Train chunk) - this takes around 90ms. In stream S2 we copy the next data chunk onto
the GPU which takes around 318ms and is thus the bottleneck. In Figure 6b, for the NVLINK-based
setup we observe that the copy time is reduced to 55ms (almost a factor of 6), due to the faster
bandwidth provided by NVLINK 2.0. This speed-up hides the data copy time behind the kernel
execution, effectively removing the copy time from the critical path and resulting in a 3.5x speed-up.
2

We did try to load the whole dataset in TensorFlow and not use batching, but there seems to be a known
issue with TensorFlow for datasets that are bigger than 2GB [13].
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Figure 6: Pipelined performance ‘out-of-core’.
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4.3

1

Hierarchical Scheme

To evaluate the effect of the hierarchical application of CoCoA, we train the first billion examples
of the criteo-tb dataset using all 16 GPUs of the cluster. We train a logistic regression model from
snap-ml-mpi and evaluate the time to reach a target training suboptimality  as a function of the
number of inner CoCoA iterations performed (t2 ) using both a fast network (InfiniBand) and a slow
network (1Gbit Ethernet). The scheme where t2 = 1 corresponds to the standard non-hierarchical
CoCoA approach. The results, as plotted in Figure 5, show that there is very little benefit to setting
t2 > 1 when using the fast network since communication cost is negligible, but when using the slow
network it is possible to approach the fast network performance by increasing t2 . Such a scheme is
therefore suitable for use in cloud-based deployments where high-performance networking is not
normally available.
4.4

Tera-Scale Benchmark

To evaluate the performance of Snap ML on criteo-tb, we use the snap-ml-mpi interface to train a
logistic regression classifier using all 16 GPUs in the cluster. Because the data does not fit into the
aggregated memory of the GPUs the streaming functionality of Snap ML are active in this experiment.
We obtain a logarithmic loss on the test set of 0.1292 in 1.53 minutes. This is the total runtime
including data loading, initialization and training time.
There have been a number of previously-published results on this same benchmark, using different
machine learning software frameworks, as well as different hardware resources. We will briefly
review these results:
• LIBLINEAR. In an experimental log posted in the libsvm datasets repository [2], the authors report
using LIBLINEAR-CDBLOCK [21] to perform training on a single machine with 128GB of RAM.
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Figure 7: Previously-published results for logistic regression on the Terabyte Click Logs dataset.
published results, we have also reproduced the TensorFlow results on our infrastructure, using the
optimizer and train input function options suggested by Google [11] (similar to 4.1). We tuned the
batch size used by TensorFlow and found that Snap ML can train the logistic regression classifier
over 500× faster than TensoFlow on exactly the same hardware.

5

Conclusions

In this work we have described Snap ML, a new framework for fast training of generalized linear
models. Snap ML can exploit modern computing infrastructure consisting of multiple machines
that contain both CPUs and GPUs. The framework is hierarchical in nature, allowing it to adapt to
cloud-based deployments where the cost of communication between nodes may be relatively high. It
is also able to effectively leverage modern high-speed interconnects to hide the cost of transferring
data between CPU and GPU when training on datasets that are too large to fit into GPU memory. We
have shown that Snap ML can provide significantly faster training than existing frameworks in both
single-node and multi-node benchmarks. On one of the largest publicly available datasets,we have
shown that Snap ML can be used to train a logistic regression classifier in 1.5 minutes: more than an
order of magnitude faster than any of the previously reported results.
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the training of a logistic regression classifier from TensorFlow [20]. They report using 60 workers
machines and 29 parameter machines for the training of the full dataset.
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• Vowpal Wabbit. In [19], the authors evaluated the performance of Vowpal Wabbit, a fast out-of-core
learning system. Training was performed on a 12 core (24 thread) machine with 128GB of memory
using Vowpal Wabbit 8.3.0 using the first 3 billion training examples of criteo-tb.

• TensorFlow on Spark. Criteo have published code [4] to train a logistic regression model that
uses Tensorflow together with Spark for distributing the training across multiples node. They also
provide results that were obtained using 12 Spark executors.
In Figure 7, we provide a visual summary of these results. We can observe that Snap ML on 16
GPUs is capable of training such a model to a similar level of accuracy, 46x faster than the best
previously reported results, which was obtained using TensorFlow. In addition to the previously
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LogLoss (Test)

0.132

Vowpal Wabbit
[12 cores]

** Intel Xeon is a trademarks or registered trademarks of Intel Corporation or its subsidiaries in the United States
and other countries. Java and all Java-based trademarks and logos are trademarks or registered trademarks of
Oracle and/or its affiliates. TensorFlow, the TensorFlow logo and any related marks are trademarks of Google
Inc. The Apache Software Foundation (ASF) owns all Apache-related trademarks, service marks, and graphic
logos on behalf of our Apache project communities, and the names of all Apache projects are trademarks of the
ASF.
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ABSTRACT

the proliferation of such APIs provides tremendous opportunities.
Applications can take advantage of vast amount of existing data,
like location-based information from the Google Places API1 , hook
into established and global social networks, using for example
Facebook’s2 or Twitter’s3 APIs, or outsource critical and hard to
implement functionalities, such as payment processing using the
Stripe API.4
To consume APIs, though, developers face numerous challenges [30]:
The need to find and select the APIs meeting their requirements,
both from a functional and non-functional point-of-view [28]. They
need to familiarize with the capabilities provided by an API and
how to invoke these capabilities, which typically involves studying
HTML-based documentation pages that vary across APIs. Compared to using library APIs, for example of a Java library, consumers
of web APIs do not have interface signatures readily available or
accessible via development tools. In addition, web APIs are under
the control of independent providers who can change the API in a
way that can break client code [13, 17]. Even for supposedly standardized notions such as the APIs’ URL structures, HTTP methods,
or HTTP status codes, the semantics and implementation styles
differ across APIs [22].
One attempt to mitigate these problems is to describe APIs in a
well-defined way using web API specifications.5 Web API specification formats, like the OpenAPI Specification [5] or the RESTful
API Modeling Language (RAML) [7], describe the URL templates,
HTTP methods, headers, parameters, and input and output data
required to interact with an API. Being machine-understandable,
web API specifications are the basis for various tools that support
API consumption: specification are input for generating consistent API documentation pages6 , they are used to catalog APIs7 , to
auto-generate software development kits that wrap APIs in various languages8 , or even to statically check client code for possible
errors [29].

Web API specifications are machine-readable descriptions of APIs.
These specifications, in combination with related tooling, simplify
and support the consumption of APIs. However, despite the increased distribution of web APIs, specifications are rare and their
creation and maintenance heavily rely on manual efforts by third
parties. In this paper, we propose an automatic approach and an
associated tool called D2Spec for extracting significant parts of
such specifications from web API documentation pages. Given a
seed online documentation page of an API, D2Spec first crawls all
documentation pages on the API, and then uses a set of machinelearning techniques to extract the base URL, path templates, and
HTTP methods – collectively describing the endpoints of the API.
We evaluate whether D2Spec can accurately extract endpoints
from documentation on 116 web APIs. The results show that D2Spec
achieves a precision of 87.1% in identifying base URLs, a precision
of 80.3% and a recall of 80.9% in generating path templates, and a
precision of 83.8% and a recall of 77.2% in extracting HTTP methods.
In addition, in an evaluation on 64 APIs with pre-existing API specifications, D2Spec revealed many inconsistencies between web API
documentation and their corresponding publicly available specifications. API consumers would benefit from D2Spec pointing them
to, and allowing them thus to fix, such inconsistencies.
ACM Reference Format:
Jinqiu Yang, Erik Wittern, Annie T.T. Ying, Julian Dolby, and Lin Tan. 2018.
Towards Extracting Web API Specifications from Documentation. In MSR
’18: 15th International Conference on Mining Software Repositories , May 28–
29, 2018, Gothenburg, Sweden. ACM, New York, NY, USA, 11 pages. https:
//doi.org/10.1145/3196398.3196411
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INTRODUCTION

Web Application Programming Interfaces (web APIs or simply APIs
from hereon) provide applications remote, programmatic access to
resources such as data or functionalities. For application developers,
Permission to make digital or hard copies of all or part of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full citation
on the first page. Copyrights for components of this work owned by others than the
author(s) must be honored. Abstracting with credit is permitted. To copy otherwise, or
republish, to post on servers or to redistribute to lists, requires prior specific permission
and/or a fee. Request permissions from permissions@acm.org.
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© 2018 Copyright held by the owner/author(s). Publication rights licensed to the
Association for Computing Machinery.
ACM ISBN 978-1-4503-5716-6/18/05. . . $15.00
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1 https://developers.google.com/places

2 https://developers.facebook.com/docs/graph-api

3 https://developer.twitter.com/en/docs/api-reference-index

4 https://stripe.com/docs/api
5

We acknowledge that the term specification sometimes means a much more comprehensive description of an application’s or system’s syntax and semantics. Even though
web API specifications like OpenAPI Specification do not provide any semantics, we
use the term here nonetheless due to its prevalence in the web API community.
6 e.g., https://editor.swagger.io/ or https://github.com/Rebilly/ReDoc
7 e.g., https://apiharmony-open.mybluemix.net/ or https://any-api.com
8 e.g., https://swagger.io/swagger-codegen or https://apimatic.docs.apiary.io
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2.1

Step 1 - Extracting URLs
As a first step, D2Spec extracts all candidate URLs in the documentation that represent web API calls. These candidate URLs consist
of standard URLs (according to the W3C definition [2]) and URLs
containing path parameters enclosed in “{}”, “[]”, “()”, or “<>”.
We do not include in this list URL links within href attributes of
link tags, nor inside <script> tags: URLs that represent web API
calls are one of the main content in a documentation page to be
communicated to the readers; hence, such URLs tend to be rendered
in the documentation rather than appear as links or in scripts. Even
excluding such links, some of the URLs in the candidate list may
not represent web API calls, e.g., URLs of related or even unrelated
resources. In fact, we studied a set of 15 web APIs12 and found that
42% of the contained URLs are not invocations of web APIs.
Step 2 - Identifying URLs of web API calls
To filter out spurious URLs that do not represent web API calls,
we use supervised machine learning classification to determine
whether each URL from Step 1 is likely to represent a web API
call. For each URL, D2Spec generates two categories of features:
properties of documentation pages and properties of the URL itself.
The first category consists of four features related to properties of
the documentation pages from which URLs were extracted:
• clickable: True, if the URL is part of the link text enclosed
in <a> tags with the “href” attribute.
• code_tag: True, if the URL appears inside <code> tags, and
false otherwise.
• within_json: True, if the URL is inside valid JSON within a
pair of matched HTML tags.
• same_domain_with_doc_link: True, if the URL has the same
host name as the URL of the documentation page itself, and
false otherwise.
The second category consists of four features related to properties
of the URL itself:
• query_parameter: True, if the URL contains query parameters which are denoted by ? and/or =. For example, in the URL
https://api.github.com/.../issues?state=closed, state
is a parameter with the value closed. URLs with parameters
are more likely to depict web API calls.
• api_convention: The number of conventions exhibited by
the URL indicates whether it likely corresponds to a web
API call. We include three conventions described in previous
work [22]: (1) whether the URL contains the term rest; (2)
whether the URL contains the term api; and (3) whether
the URL contains version related information, including the
12 This

data set of 15 web APIs, which we studied to design D2Spec, is independent of
our evaluation set.

11 https://scrapinghub.com/splash/
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Base URL Extraction

Identifying the base URL in online documentation is not as straightforward as searching for keywords or templates such as “The base
URL is <base URL>”; base URLs are often not explicitly mentioned
in the documentation. Rather, base URLs are often included as
part of depicted examples of web API requests, as in the case of
the GitHub documentation shown in Figure 1. Thus, D2Spec’s approach is to infer the base URL from all the URLs provided in online
documentation.
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focuses on extracting three components of API specifications: base
URLs, path templates, and descriptions (i.e., HTTP methods).
The web API’s base URL is essential in a web API specification: any URL of a Web API request must contain the base URL
and the relative path of the corresponding endpoint. More formally, a base URL is a common prefix of all URLs for web API
invocations, excluding other URLs such as documentation pages.
In OpenAPI specifications, a base URL is constructed via three
fields: a scheme (e.g., https), the host (e.g., api.instagram.com),
and optionally a base path (e.g., /v1). In many APIs (e.g., Instagram API ), the base URL is the longest common prefix of all the
URLs for invoking the web API. However, for other APIs, such as
Microsoft’s The DevTest Labs Client API, the longest common prefix is https://management. azure.com/subscriptions while
the actual base URL is https://management.azure.com, because
/subscriptions is defined to be part of the endpoint paths. Whether
a base URL is indeed the longest common prefix is a design decision
of the API provider.
A path template defines fixed components of a URL as well
as ones to be instantiated dynamically. For example, in the path
template /users/{userId}/posts, the part {userId} is a path
parameter that needs to be instantiated with a concrete value of a
user ID before performing a request. A path parameter is typically
denoted via enclosing brackets (i.e., “{}”, “[]”, “<>”, or “()”) or a
prefix “:”.
D2Spec focuses on one type of description associated with the
path template: the HTTP method. It reflects the type of interaction to be performed on a resource exposed by a web API. While
many web APIs long relied on GET and POST, now a much broader
spectrum of methods is used [22]. As proposed in related work, we
denote every valid combination of a path template and an HTTP
method as an endpoint of the API [26].
D2Spec combines a set of techniques to infer the base URL, path
templates, and HTTP methods, given a seed documentation page.
Figure 3 provides an overview. In the first step, D2Spec uses a simple
crawling approach to obtain complete documentation sources for an
API. The crawler, starting from the provided seed page, iteratively
downloads all linked sub pages. For crawling, D2Spec uses the
headless browser Splash11 to execute any JavaScript on each page
before downloading it, as this may impact the resulting HTML
structure. In order to extract the base URL (see Section 2.1), D2Spec
first extracts all candidate URLs that can represent a web API call
from the crawled documentation pages; D2Spec next leverages
machine learning classification to determine for each candidate
URL whether or not it is likely to represent an invocation to the
documented web API. Finally, D2Spec selects the longest common
prefix of these URLs. For the path templates (see Section 2.2),
D2Spec leverages the URLs likely to be invocations of the API and
extracts the URL paths (the part of the URL after removing the
base URL). From these paths, using an agglomerative hierarchical
clustering algorithm, D2Spec infers path templates by identifying
path parameters and aggregating paths. D2Spec then finds the
descriptions co-located with the URL paths in the documentation,
from which it extracts the HTTP method(s) (see Section 2.3) that
can be combined with each path template (forming endpoints).
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Algorithm 2: Distance functions
1
2

pat h 1 ∈c 1,path 2 ∈c 2

3
4
5
6
7
8
9
10
11

Function dist_singles(list of segments S 1 , list of segments S 2 )
if |S 1 |  |S 2 | then
return ∞
end
else


|{i |concrete(S 1 [i]) ∧ S 1 [i] = S 2 [i] }| +
sim ←
0.8 × |{i |param(S 1 [j]) ∨ param(S 2 [j]) }|
d ← |S 1 | − sim
return d
end

To leverage the instantiated values that are already inferred,
such as alice in the received_events cluster in the example, we
adapt the standard hierarchical agglomerative algorithm as follows
(Algorithm 3): The algorithm keeps track of a list of instantiated
values of the path parameters per API (line 9), and stops when
no additional instantiated values are found from the function infer_parameter_value (lines 10 and 12). Each iteration starts by updating the paths with the currently known instantiated values (lines
5-7). These paths are the input to the hierarchical agglomerative
clustering algorithm (line 8). Clustering is performed after updating
the newly instantiated values because when new path parameters
are identified, the similarities will be updated. Within each cluster,
new values of path parameters are inferred (line 10, the call to infer_parameter_value). This adapted algorithm can correctly cluster
the four paths into two endpoints: /users/{username}/repos and
/users/ {username}/received_events.

We propose an iterative algorithm to infer whether a path segment is a fixed segment of an endpoint, a path parameter, or an
instantiated value. The algorithm consists of two main ideas. First,
it uses clustering to group paths that we infer to invoke the same
endpoint. For example, if we found four paths in the documentation
for an API:
/users/{username}/repos
/users/alice/repos
/users/alice/received_events
/users/bob/received_events
the clustering algorithm groups the first two into one cluster and
the last two into the second cluster. From the first cluster, we know
that alice is an instantiated value of {username}. Second, in subsequent iterations, the algorithm then leverages the fact that alice
is an already inferred instantiated value to improve the clustering in
the next iteration, marking both alice and bob as two instantiated
values.
D2Spec uses hierarchical agglomerative clustering [18], as described in Algorithm 1. Given a set of paths with the same number
of segments, the goal is to group the paths so that paths in a cluster
invoke the same endpoint. We begin with one data point (i.e., one
path) per cluster (line 2 in Algorithm 1). At each iteration (lines
4-10), we calculate the distance among all the pair-wise clusters and
picks the pair with the shortest distance (line 5) to merge (line 8).
For our implementation, the distance function (Algorithm 2) considers two paths the “closest” if they have exactly the same segments
– each matching concrete (i.e. not a path parameter) segment i gets
one point (Algorithm 2, line 8). Because two paths can never invoke
the same endpoint when they have a different number of segments,
the distance of such a pair is infinite (Algorithm 2, line 5). If the
j-th segment of a path is a path parameter, the distance function
considers the segment a match on the j-th segment of any other
paths of the same length, with a discounted point of 0.8 instead
of 1 (Algorithm 2, line 8). The clustering algorithm stops when
the next pair of clusters to merge has the distance larger than a
threshold T (Algorithm 1, lines 6, 7, and 11). In our implementation,
the threshold is set to 1, meaning that we allow paths in a cluster
to have a single path segment different from each other.
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Function dist(cluster c 1 , cluster c 2 )
return
min
dist_sinдles(path 1 , path 2 )
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Algorithm 1: Clustering algorithm
Input: paths /*a set of paths that represent endpoints*/
Input: T /* Threshold for merging clusters */
Output: c 1 , ..., c n /*each cluster c i groups the paths invoking
the same endpoint*/
1 Function hierarchical_clustering (T, paths)
2
C ← make each path a singleton cluster
3
do
4
proдress ← f alse
5
foreach c i , c j ∈ C with min dist(c i , c j ) do
6
if dist(c i , c j ) < T then
7
proдress ← true
 



8
C ← C − c i , c j ∪ merдe c i , c j
9
end
10
end
11
while |C | > 1 ∧ proдress;

2.3

HTTP Methods

In web API documentation, the paths (whether or not path parameters are denoted explicitly or not) are typically co-located with other
valuable information that D2Spec aims to extract, namely valid
HTTP methods to use with a path template (GET, PUT, DELETE...).
We call the context in which this information exists a description
block of a path template. In this section, we first describe how we
locate the description block associated with a path template, and
then how D2Spec extracts the HTTP method.
D2Spec uses the URLs from the original documentation page
that match with the inferred path templates as anchors in documentation pages (in HTML) to locate the scope of the description
block. If there are multiple URLs in the page that match the path
template, D2Spec combines the contexts of all the URLs as the description block of the path template. D2Spec locates a description
block for each path template as follows. First, D2Spec parses the
documentation page into a DOM tree (Figure 4), with each node
representing the rendered text from the fragment of the HTML
page enclosed in a pair of matched tags. Second, D2Spec marks the
nodes whose rendered text contains at least one URL that matches
a path template as gray, and locates the description block for each
of these nodes. More specifically, for each gray node, D2Spec combines its description block by expanding to include (1) the siblings
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Table 1: Precision and recall of D2Spec

selected Google APIs in our evaluation. Overall, from APIs.guru, the
APIs used in the evaluation consist of 48 APIs from the individual
providers (we will call this set GuruIndividual) and 20 Google APIs
(we will call this set GuruGoogleSample), thus a total of 68 APIs.
Publication __ 7
Towards Extracting Web API Specifications from Documentation

# created D2Spec
# in documentation
(with correct base URLs)

# matches
Precision
Recall

All APIs
(116 APIs)

45
93.8%

16
80.0%

40
83.3%

101
87.1%

967

188

1,331

2,486

747
683
70.6%
91.4%

196
187
99.5%
95.4%

1,526
1,127
84.7%
73.9%

2,469
1,997
80.3%
80.9%

817

188

1,142

2,147

815
658
80.5%
80.7%

219
184
97.9%
84.0%

1,297
957
83.8%
73.8%

2,331
1,799
83.8%
77.2%

HTTP Method
# created D2Spec
# in documentation
(with correct base URLs)

# matches
Precision
Recall

given information type (e.g., path templates) in the documentation
that D2Spec correctly generates. Because path templates and HTTP
methods can only be extracted if a base URL was previously detected (see Sections 2.2 and 2.3), we focus on APIs for which D2Spec
was able to do so in these parts of the evaluation.

RQ1: Can D2Spec accurately extract web
API specifications from documentation?

Results: D2Spec recovered base URLs with a precision of 87.1%,
inferred path templates with a precision of 80.3% and a recall of
80.9%, and extracted HTTP methods with a precision of 83.8% and
a recall of 77.2%. Table 1 provides a break-down of the results.

Approach: To assess the accuracy of D2Spec, we aim to determine
how well the produced specifications match the input, which is the
online documentation.
To increase the generalizability of our results, we performed
the evaluation in two stages: First, we applied D2Spec to all 68
APIs obtained from APIs.guru (GuruIndividual and GuruGoogleSample). These APIs do not contain the 15 APIs we used to train
D2Spec (see Section 2.1). We decided to use all APIs from APIs.guru
in this evaluation because the required manual examination of
them is also required to conduct the second research question, and
there are limited APIs in APIs.guru to study. Second, we performed
the evaluation on HarmonySample, which is a completely separate
data source from APIs.guru. The results for these APIs thus better quantify how well D2Spec can potentially generalize to other
API documentation pages. We limited the number of APIs in HarmonySample because the evaluation requires significant manual
effort.
Overall, for RQ1, we considered 116 APIs (GuruIndividual + GuruGoogleSample + HarmonySample). To create the ground truth, we
manually identified base URLs, path templates and HTTP methods
from web API documentation. We then compared the ground truth
with the specifications created by D2Spec for the same API. For
base URLs, we calculated precision, which is the percentage the
base URLs generated by D2Spec that are correct. Since each API
documentation describes only one base URL, and by design D2Spec
generates one base URL for each API documentation, recall is equal
to precision for base URLs. For path templates and HTTP methods,
we consider precision to be the percentage the results generated
by D2Spec that are correct and recall to be the percentage of the
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GuruIndividual
(48 APIs)

Path Template

• The GuruIndividual dataset consists of the 48 APIs in APIs.guru
that are not from Google or Microsoft.
• The GuruGoogleSample dataset consists of the 20 Google
APIs from APIs.guru.
• The HarmonySample dataset consists of a sample of 48 APIs
from the 681 APIs from API Harmony.

3.2

GuruGoogleSample
(20 APIs)
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Base URL
# of APIs with
correct base URL
Precision

API Harmony [3] is a catalog of web APIs that helps developers
to find and choose web APIs, and learn how to use them. API Harmony collects information on public web APIs. When we collected
the evaluation data, API Harmony listed 1, 019 web APIs in total,
772 of which contained links to the API’s documentation page. We
crawled the links to these documentation pages with the help of
API Harmony’s sitemap.xml file. We took a sample of 48 APIs (HarmonySample) from the 681 APIs from API Harmony and manually
verified that the documentation indeed describes the API (from 772,
we excluded 91 APIs that overlapped with APIs.guru).
From these two sources, collectively, we obtained 116 unique
APIs. For RQ1 and RQ2, we will examine the set of 116 APIs as
follows:

HarmonySample
(48 APIs)

3.2.1 Base URL Results. For the 116 web APIs, D2Spec generated
correct base URLs for 101 of them, yielding a precision of 87.1%. In
the subsequent evaluation for path templates and HTTP methods
for RQ1, the evaluation was based on the 101 APIs.
Upon manual inspection, we found that there were two reasons
that D2Spec generated incorrect base URLs. First, when the documentation described multiple API versions, D2Spec was unable to
tell which one was preferred by the writer of the documentation. For
example, in the documentation of the CityContext web API, two endpoints were described with https://api.citycontext.com/v1/postcodes
and https://api.citycontext.com/v2/<location>. D2Spec determined the
base URL to be https://api.citycontext.com by selecting the longest
common prefix of these two URLs. However, the official documentation listed https://api.citycontext.com/v2 as base URL. Second, although the classification achieved a good precision, it is unable to
remove all URLs that are not web API requests. Such URLs with the
same prefix caused D2Spec to generate incorrect base URLs when
they outnumbered the true web API requests.
3.2.2 Path Template Results. D2Spec was able to generate the
majority (80.9% recall) of path templates correctly (80.3% precision)
for the 101 web APIs whose base URLs are correctly identified by
D2Spec. There were in total 2,469 path templates described in the
documentation. D2Spec generated 2,486 path templates in total,
and 1,997 of them were correct. Thus, the overall precision of path
template extraction was 80.3%, and the recall was 80.9%. Figure 5
illustrates stacked histograms on precision and recall of the path
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(a) Precision of D2Spec on the 101 web APIs.

Results: We found that mismatches between GuruSpecs and ToolSpecs were partly caused by limitations of D2Spec, and partly by
publicly-available specifications (i.e., the GuruSpecs) being out of
synchronization with API documentation: Our manual inspection
showed that for base URLs and HTTP methods, GuruSpecs were
often up-to-date with documentation, and mismatches between
ToolSpecs and GuruSpecs were due to inaccuracies of D2Spec. However, for path templates, our manual inspection found that many
mismatches were due to the documentation and GuruSpecs being
out of synchronization with each other, or due to errors in the documentation. Specifically, for the 68 APIs evaluated, we identified
394 path templates from 24 APIs where GuruSpecs and the documentation were different. One reason for the mismatches is that as
web APIs evolve, API providers tend to keep documentation up-todate since it is, as a human-readable medium, often the first source
that developers inquire to use APIs. In the following, we present
the results of manually examining the mismatches between path
templates in GuruSpecs and ToolSpecs. We found that mismatches
fall into four categories:

(b) Recall of D2Spec on the 101 web APIs.

Figure 5: Stacked histograms showing precision and recall
of D2Spec on the 101 web APIs for which the base URL was
correctly extracted.
template extraction on the 101 APIs that D2Spec can generate
correct base URLs for. For example, Figure 5a shows that for 58 (out
of 101) web APIs, D2Spec achieves a precision above 90%.

• Inconsistencies were mismatches resulting from the documentation and specification in GuruSpecs being inconsistent
with each other. Such inconsistencies were not caused by
deficiencies of D2Spec or by errors in the documentation,
but indicated that the API provider should either update the
documentation or the specification. For example, in the documentation of Slack, there were eight endpoints on getting
information on members from a given Slack team. The paths
of all eight endpoints start with /users.<action>. However, only one path template was listed in the specification–
/users.list; the remaining seven (e.g., /users.info and
/users.setPresence) were missing in the specification. In
this case, we considered that there were seven inconsistencies between the documentation and the specification.
• Errors in the documentation referred to obvious errors
in the documentation, e.g., typos. Incorrect information in
the documentation led D2Spec to generate path templates
that, while being labeled as correct with regard to RQ1, did
not match the specifications. For example, in the documentation of the ClickMeter API, many path templates starting
with /datatpoints were misspelled as /datapoints. Thus,
D2Spec generated several mismatched path templates compared to the official specification.
• Partially correct path templates occurred if D2Spec failed
to infer path parameters correctly (i.e., the path templates

3.2.3 HTTP Method Results. D2Spec achieved a precision of
83.8% and a recall of 77.2% in extracting HTTP methods for the
path templates in the evaluated 101 web APIs. In total, there were
2,331 endpoints with the associated HTTP methods described in
the web API documentation evaluated; D2Spec produced a result
for 2,147 of them and 1,799 HTTP methods were correct. D2Spec
failed to locate the correct HTTP method when its position in the
documentation was far away from the path templates. For example,
the Mandrillapp documentation has a consolidated description for
all endpoints: “All API calls should be made with HTTP POST”,
instead of listing the method POST individually for each of the path
template. Thus, D2Spec failed to identify correct method names for
Mandrillapp’s path templates.

3.3

RQ2: Can D2Spec be used to identify
inconsistencies between a pre-existing API
specification and the API’s documentation,
pointing to the two being out of
synchronization?

Approach: We focused on the 68 APIs from APIs.guru (GuruIndividual + GuruGoogleSample). For these APIs, we compared the
specifications generated by D2Spec (from hereon denoted as ToolSpecs) with the specifications provided by APIs.guru (from hereon
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generated by D2Spec still contain path parameter values).
A common reason for this problem was that the documentation contained only one instance of an instantiated value
for a path parameter. In such cases, even though D2Spec’s
clustering-based algorithm can correctly place the path in its
own cluster, D2Spec could not distinguish which segments
of the path were instantiated values and which ones are fixed
segments.
• Deficiencies in the algorithm occurred when D2Spec failed
to extract certain path templates or generated incorrect path
templates because of deficiencies in its design. For instance,
D2Spec failed to extract certain path templates if the way the
path templates appeared in the documentation was beyond
the scope of the conventions used by D2Spec. D2Spec relies
on the format of URL and relative path to extract path template information. If the path templates are not presented
as such, D2Spec will not extract them correctly. For example, HealthCare.gov’s documentation describes a series of
path templates as follows: “The following content types are
available: articles, blog, questions, glossary, states, and topics. The request structure is https://.../api/:content-type.json.”
D2Spec extracts one path template–/api/{content-type.
json} instead of six path templates (e.g., /api/articles
and /api/blog). On the other hand, using the conventions
mentioned above, D2Spec also extracted false path templates
which did not describe path templates in the documentation.
For example, the documentation of dweet.io listed a file path
– /play/definitions, which was not a true path template.

Figure 6: Comparison between path templates in specifications from D2Spec and the ones from APIs.guru.

Figure 6 visualizes the comparison of path templates from GuruSpecs and ToolSpecs. The breakdown of the mismatches from both
aspects (¬ToolSpecs ∩ GuruSpecs and ToolSpecs ∩ ¬GuruSpecs) is
shown as well. In total, there are 929 path template matches between ToolSpecs and GuruSpecs. Among the 1509 path templates
generated by D2Spec, there are 590 mismatches with the path templates defined in the GuruSpecs. Our manual analysis shows that 394
(67.8%) of the mismatches are caused by de-synchronization, i.e.,
“inconsistencies” and “errors in the doc.”. The other two categories
– “partially correct” and “deficiencies” – are due to the limitations
of D2Spec.
Overall, while the manual examination of mismatches also pointed
to some weaknesses of D2Spec, it also highlights that D2Spec can
be used to find documentation and existing specifications being
out of synchronization. To focus on this aspect, Figure 7 shows
a histogram on the percentage of mismatches that are caused by
de-synchronization for each web API. It shows that, for example,
for 11 web APIs, over 90% of the mismatches detected by D2Spec
indicate that documentation and pre-existing specifications were
out of synchronization with each other.
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denoted as GuruSpecs). Our comparison focused, again, on the
three pieces of information extracted by D2Spec, namely, base URLs,
path templates, and HTTP methods. For base URLs, we compared
whether the ones extracted by D2Spec per API match those defined
in the OpenAPI specifications. We obtained base URLs from the
specifications by concatenating the schemes, host, and basePath
fields. We then compared whether the extracted path templates
and the associated HTTP methods match the ones in the specifications.
For each of the three extracted pieces of information, we counted
the number of matches, and then manually inspected the mismatches to determine their origin.

Towards Extracting Web API Specifications from Documentation

Figure 7: Percentage of “Inconsistencies” and “Errors on the
documentation” between documentation and specifications
by APIs.guru across APIs from APIs.guru
may be different if we use a different training set. However, we
mitigated this bias by choosing a random set of web APIs for building the training set, and evaluating on a different set of APIs (the
GuruIndividual and GuruGoogleSample datasets described in Section 3.1). In addition, we evaluated on a completely separate dataset
(HarmonySample) and even achieved a better precision (97.5%) compared to a 80.0% precision on GuruGoogle and a 84.1% precision
on GuruIndividual, demonstrating that our approach is likely to
generalize to other unseen documentation pages.
Thresholds Used in the Clustering-Based Path Template Extraction. D2Spec leverages an iterative clustering-based algorithm
to identify path parameters by inferring values of path parameters from similar web API calls. The proposed algorithm contains
thresholds to control the hierarchical clustering (e.g., determining
whether two web API calls are similar through a threshold T, see
Algorithm 1 in Section 2.2). In this evaluation, we set the thresholds
based on our observations on the training set. We found that the
chosen thresholds also worked well for the evaluation set. Nevertheless, future studies should investigate the effects of different
thresholds on the path template extraction results.

4 THREATS TO VALIDITY AND DISCUSSIONS
Generalizability. D2Spec generates base URL from documentation by firstly identifying URLs that represent web API calls through
a classification algorithm. The classification algorithm uses a set of
pre-labeled URLs for training. We built the training set from a set
of web API documentation that were independent of the ones used
in the evaluation. The precision of D2Spec in base URL extraction
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Documentation with Identical Structures. APIs from the same
providers may have identical documentation structures (e.g., Google
web APIs). Documentation structures may be different across different API providers. To show the generalizability of our approach,
we applied our approach to APIs from different providers: Our evaluation set contains 120 APIs from 98 different web API providers.

post-conditions from natural language API documentation. Lin et
al. [27] extract code contracts from comments and statically check
for violations in the code. Our work differs in two ways. First, we
extract web API endpoints and related information as opposed to
code elements. Second, there is arguably greater value in our recovered index (i.e., OpenAPI Specifications) because such an index
is often not available or known to the clients; while clients of Java
libraries (or other statically-typed languages) are always exposed
at least to method signatures, but callers of web APIs often do not
have such information.
There have been many efforts in information extraction on web
pages [8, 10, 14, 16, 19, 31, 32]. For example, techniques for extracting product information from e-commerce sites [31, 32] leverage the structure from the sites: the sites’ organizational structure
usually consists of a search page and a set of individual product
pages, which typically have the same structure as they are generated from scripts. These techniques exploit this common structure
across the pages within the same site. However, for extracting
endpoints and other information from web API documentation
pages, we cannot rely on such an assumption: There is no standard structure for API documentation. For many API documentation the content is semi-structured at best, written by humans
using free-form text and/or diverse HTML structures. For example, the GitHub API documentation uses an example-based style,
where the base URL https://api.github.com and the path template /users/{username}/orgs are embedded in free-form text
and a curl command. Other documentation uses a more structured,
reference-based documentation style.
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Abstract
Highly distributed training of Deep Neural Networks (DNNs)
on future compute platforms (offering 100 of TeraOps/s of
computational capacity) is expected to be severely communication constrained. To overcome this limitation, new gradient
compression techniques are needed that are computationally
friendly, applicable to a wide variety of layers seen in Deep
Neural Networks and adaptable to variations in network architectures as well as their hyper-parameters. In this paper
we introduce a novel technique - the Adaptive Residual Gradient Compression (AdaComp) scheme. AdaComp is based
on localized selection of gradient residues and automatically
tunes the compression rate depending on local activity. We
show excellent results on a wide spectrum of state of the art
Deep Learning models in multiple domains (vision, speech,
language), datasets (MNIST, CIFAR10, ImageNet, BN50,
Shakespeare), optimizers (SGD with momentum, Adam) and
network parameters (number of learners, minibatch-size etc.).
Exploiting both sparsity and quantization, we demonstrate
end-to-end compression rates of ∼200× for fully-connected
and recurrent layers, and ∼40× for convolutional layers,
without any noticeable degradation in model accuracies.

Introduction
Over the past decade, Deep Learning (DL) has emerged
as the dominant Machine Learning algorithm showing remarkable success in a wide spectrum of application domains
ranging from image processing (He et al. 2016), machine
translation (Wu et al. 2016), speech recognition (Xiong et
al. 2017) and many others. In each of these domains, DNNs
achieve superior accuracy through the use of very large and
deep models - necessitating up to 100s of ExaOps of computation during training (on GPUs) and GBs of model and
data storage.
In order to improve the training time over single-node
systems, distributed algorithms (Chilimbi et al. 2014), (Ho
et al. 2013), (Lian et al. 2015) are frequently employed to
distribute the training data over multiple CPUs or GPUs
- using data parallelism (Gupta, Zhang, and Wang 2016),
model parallelism (Dean et al. 2012) and pipeline parallelism (Wu et al. 2016) techniques. Data parallelism techniques are widely applied to distribute convolutional layers
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while model and pipeline parallelism approaches are more
effective for fully-connected and recurrent layers of a neural net. All 3 techniques necessitate very high interconnect
bandwidth between the GPUs (in order to communicate the
necessary parameters) and impose limits on peak system utilization and model training time. A variety of system topologies have also been explored to efﬁciently implement distributed training using data parallelism techniques ranging
from simple parameter-server based approaches to the recently proposed Wild-Fire technique (Nair and Gupta 2017)
that allows direct exchange of weights during reduction. Recently, ring-based system topologies (Luehr 2016) have been
proposed to maximally utilize inter-accelerator bandwidths
by connecting all accelerators in the system in a ring network. The accelerator then transports its computed weight
gradients (from its local mini-batch) directly to the adjacent accelerator (without the use of centralized parameter
servers). However, as the number of learners increases, distribution of the minibatch data under strong scaling conditions has the adverse effect of signiﬁcantly increasing the
demand for communication bandwidth between the learners
while proportionally decreasing the FLOPs needed in each
learner - creating a severe computation to communication
imbalance.
Simultaneously, there has been a renaissance in the computational throughput (TeraOps per second) of DL training accelerators - with accelerator throughputs exceeding
100s of TeraOps/s expected in the next few years (Durant
et al. 2017), (Merriman 2017). Exploiting hardware architectures based on reduced precision (Gupta et al. 2015),
(Courbariaux, Bengio, and David 2014), these accelerators
promise dramatic reduction in training times in comparison to commercially available GPUs today. For a given DL
network and distribution approach, the bandwidth needed
for inter-accelerator communication (in GB/s) scales up directly with raw hardware performance as well as the number of learners. In order to guarantee high system performance, radically new compression techniques are therefore
needed to minimize the amount of data exchanged between
accelerators. Furthermore, the time required for compression needs to be signiﬁcantly smaller than the computational
time required for back-propagation. Section 2 discusses various prior compression techniques - most of which were applied to Fully Connected (FC) layers of DL networks. But

c 2018, Association for the Advancement of Artiﬁcial
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high computational capacity and wide distribution necessitates compression of convolutional layers in addition to
the fully-connected ones. Extending this need to networks
that have a mix of fully-connected, convolutional and recurrent layers, it is desirable to have a universally applicable
and computationally-friendly compression scheme that does
not impact model convergence and has minimal new hyperparameters. In this paper, we propose a new gradient-weight
compression scheme for distributed deep-learning training
platforms that fully satisﬁes these difﬁcult constraints. Our
primary contributions in this work include:

Related work
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computationally-friendly gradient
based on simple local sampling,
show that this new technique, reits compression rate across mini-

• We also demonstrate that the new technique results in
a very high net compression rate ( ∼200× in FC and
LSTM layers and ∼40× in convolution layers), with negligible accuracy and convergence rate loss across several
network architectures (CNNs, DNNs, LSTMs), data sets
(MNIST, CIFAR10, ImageNet, BN50, Shakespeare), optimizers (SGD with momentum, ADAM) and networkparameters (mini-batch size and number of learners).

Residual gradient compression
Background
Given the popularity of distributed training of deep networks, a number of interesting techniques for compressing
FC weight gradients have been proposed (Seide et al. 2014),
(Strom 2015), (Dryden et al. 2016). Siede (Seide et al. 2014)
proposed a one-bit quantization scheme for gradients, which
locally stores quantization errors, and reconstruction values
are computed using the mean of the gradient values. This
scheme achieves a ﬁxed compression rate of 32x applicable
only to FC layers. Strom (Strom 2015) proposed a thresholding technique for FC layers that is somewhat similar in
approach but can provide much higher compression rates.
Only gradient values that exceed a given threshold are quantized to one bit and subsequently propagated to the parameter server along with their indices. These schemes preserve
quantization error information in order to reduce the impact
of thresholding on the accuracy of the trained model. Furthermore, these papers do not discuss techniques for determining an optimal threshold value. Dryden (Dryden et al.
2016) proposed a “best of both worlds” approach, by combining the one-bit quantization and thresholding ideas. Instead of using a ﬁxed threshold, they propagate a ﬁxed percentage of the gradients, and use the mean of the propagated
values for reconstruction. This technique requires sorting of
the entire gradient vector which is a computationally expensive task, particularly on a special-purpose accelerator.
All the three techniques above are aimed at reducing weight
update trafﬁc in deep multi-layer perceptrons composed of

Observations
We ﬁrst note that most of the residual gradient compression
techniques discussed in Background section do not work
well for convolutional layers during training - especially
when we also compress the fully connected layers of the
same model. As Fig. 1 shows, even for a simple dataset like
CIFAR10 (Krizhevsky and Hinton 2009) (Jia et al. 2014),
when the fully connected layer is compressed, a simple 1-bit
quantization based compression scheme (Seide et al. 2014)
for the convolutional layer signiﬁcantly worsens model accuracy. What is desired is a universal technique that can
compress all kinds of layers (including convolutional layers)
without degrading model convergence.
Our ﬁrst observation, inspired by (Molchanov et al. 2016),
is that the best pruning techniques consider not only the
magnitude of the weights, but also the mini-batch data (and
their impact on input feature activities) to maximize pruning
efﬁciency. However, prior work in the compression space
assumes that the magnitude of the residue is the only metric
indicative of its overall importance. For example, in (Strom
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Figure 1: For the CIFAR10 dataset and a network similar to
the one in Caffe (Jia et al. 2014), compressing the FC layer
only by sending the top 0.3% of the gradients (Dryden et
al. 2016) results in a modest degradation in test accuracy
(20% vs. 18%). Furthermore, additionally compressing the
convolutional layer using a 1-bit quantization scheme (Seide
et al. 2014) results in complete model divergence.
2015) a ﬁxed gradient value is used as the threshold, and in
(Dryden et al. 2016) a ﬁxed portion of the top gradients are
communicated. Intuitively, picking residues with maximum
value for any layer may miss lower-magnitude (but critically
important) residual gradients that are connected to high activity input features. We also note (empirically) that accumulated residual gradients show little to no correlation with
feature activations - which raises further questions about the
efﬁcacy of simply picking high valued gradients in any layer.
The second key observation is that neural networks have
different activities in different layers depending on overall
network architecture, layer types, mini-batch sizes and other
parameters, and all of these factors have a direct impact on
compression rate. Since compression during training has the
potential to dramatically affect convergence, we note that
new techniques are desired that automatically and universally adapt to all of these variations without necessitating a
whole new set of hyper-parameters.
Finally, it is critical to minimize the computational overhead for any new compression technique given the dramatic
reduction in the training time per mini-batch with new high
TeraOp/s accelerators. This constraint automatically precludes techniques that require globally sorting of the residue
vectors, and instead drives us towards techniques that are
accelerator friendly and localized (in terms of memory accesses).

Section __ 2
Algorithmic Accelerators

For convolutional neural networks (CNNs), the primary motivation for reducing the size of the network has stemmed
from the desire to have small efﬁcient models for inference and not from training efﬁciency point of view. Han et
al. (Han, Mao, and Dally 2015) combine network pruning
along with quantization and Huffman encoding to decrease
the total size of the weights in the model. This is useful as
a ﬁne-tuning technique after a trained network is available.
Similarly, Molchanov (Molchanov et al. 2016) presented a
technique for pruning feature maps while adapting a trained
CNN model for distinct tasks using transfer learning.
Recently, a ternary scheme was proposed (Wen et al.
2017) to compress communicated gradients while training
CNNs for image processing. Without the use of sparsity,
the compression rate in their approach is limited to 16× for
both fully connected and convolutional layers. Much higher
compression rates (∼100×) will be needed in the future to
balance computation and communication for emerging deep
learning accelerators (Durant et al. 2017). Furthermore, their
technique showed signiﬁcant (∼1.5%) degradation in large
networks including GoogLeNet. In our work, we apply a
novel scheme that exploits both sparsity and quantization
to achieve much higher end-to-end compression rates and
demonstrate that <1% degradation is achievable in many
state of art networks (e.g. ResNet50 for ImageNet) as well as
other application domains (including speech and language).
In addition, our approach focuses on compression, which is
complimentary to the techniques used by Goyal (Goyal et
al. 2017) and Minsik (Cho et al. 2017) on their use of large
minibatches for highly distributed training of deep networks.

• We explore the limitations of current compression
schemes and conclude that they are not robust enough to
handle the diversity seen in typical neural networks.
• We propose a novel
compression scheme,
called AdaComp. We
markably, self-adapts
batches and layers.

this value, we found that it was also important to send several other residues that are relatively similar in magnitude to
this maximum. There are several ways to ﬁnd such important gradients inside each bin. In this paper, we propose a
relatively simple self-adjusting scheme. Recall that in each
mini-batch, the residue is computed as the sum of the previous residue and the latest gradient value obtained from backpropagation. If the sum of its previous residue plus the latest
gradient multiplied by a scale-factor exceeds the maximum
of the bin, we include these additional residues in the set of
values to be sent (and centrally updated). Empirically, we
studied a range of choices for the scale factor (from 1.5 3.0×) and chose 2× primarily for computational ease (simple additions vs. multiplications). The primary intuition here
is that since the residues are empirically much larger than the
gradients, this scheme allows us to send a whole list of important residues close to the local maximum. Furthermore,
we quantize the compressed residue vector in order to increase the overall compression rate. AdaComp is applied to
every layer separately - and each learner sends a scale-factor
in addition to the compressed sparse vector.
This approach to “threshold” the selection is selfadjusting in 3 ways. First, it allows some bins to send more
gradients than others - as many as are needed to accurately
represent each bin. Secondly, since the residues are small in
the early epochs, more gradients are automatically transmitted in comparison with later epochs. Third, as will be shown
in later sections, in comparison to other schemes, this technique minimizes the chances of model divergence that result
from an explosion in the residual gradient values and gradient staleness. Thus, AdaComp adaptively adjusts compression ratios in different mini-batches, epochs, network layers and bins. These characteristics provide automatic tuning of the compression ratio, resulting in robust model convergence. We observe that just one hyper-parameter (LT ) is
sufﬁcient to achieve high compression rates without loss of
accuracy. Finally, it should also be noted that AdaComp, unlike (Dryden et al. 2016), does not require any sorting (or
approximations to sorting) and is therefore computationally
very efﬁcient (O(N)) for high-performance systems.

fully-connected layers. One common principle that allows
these compression techniques to work without much loss of
accuracy is that each learner maintains an accumulated gradient (that we refer to as residual gradients) comprising of
the gradients that have not yet been updated centrally. We
exploit a similar principle in our work.

Pseudo code
The following pseudo code describes two algorithms. Algorithm 1 shows the gradient weight communication scheme
we used to test AdaComp, and algorithm 2 is the AdaComp
algorithm we propose. Note that our algorithm is not limited to a particular quantization function. In this work, the
quantization function uses a sign bit and a scale value to
represent the original number. In addition, we use a single
scale value for the entire layer - calculated as the average of
the absolute values of all the elements in the gmax vector.
For simplicity of exposition Algorithm 2 assumes that the
threshold T evenly divides the length(G).

Adaptive Residual Gradient Compression
(AdaComp) Technique
Given the lack of correlation between the activity of the
input features and the residual gradients in any layer, we
conjecture that it is important to have a small enough sampling window that can effectively capture the right residues
across the entire layer. To facilitate this, we divide the entire
residue vector for each layer (laid out as N umOutM aps ×
N umInpM aps×KernelRows×KernelCols) uniformly
into several bins - where the ﬁxed length bin size, LT is
a new hyper-parameter. In each bin, we ﬁrst ﬁnd the maximum of the absolute value of the residues. In addition to

Experiments
We performed a suite of experiments using the AdaComp
algorithm. That algorithm is encapsulated within two functions, pack() and unpack(), inserted into the standard DL

2829

105

Algorithm 1 Computation Steps

• CIFAR-CNN (Krizhevsky and Hinton 2009): 3 convolutional layers (with 5x5 ﬁlters and Relu activation function), 1 FC layer, and a 10-way softmax.

learningNoUpdate()
 Forward/Backward only
serializeGrad() � Collect grad of each layer as a vector
pack()
� AdaComp Compression for each layer
exchange()
� Learner receives packed grads from others
unpack()
� AdaComp Decompression for each layer
averageGradients()
� Average among all learners
updateWeights()
� Performed locally at each learner

• AlexNet (Krizhevsky, Sutskever, and Hinton 2012): 5
convolutional layers and 3 FC layers. The output layer is
a 1K softmax layer.
• ResNet18 (He et al. 2016): 8 ResNet blocks totaling 16
convolutional layers with 3x3 ﬁlters, batch normalization,
Relu activation and a ﬁnal FC layer with a 1K softmax.

Algorithm 2 Details of pack()

Model

MNIST-CNN

CIFAR10-CNN

AlexNet

ResNet18

ResNet50

BN50-DNN

LSTM

Dataset
Mini-Batch size
Epochs
Baseline (top-1)
Our method (top-1)
Learner number

MNIST
100
100
0.88%
0.85% (8L)
1,8

CIFAR10
128
140
18%
18.4%(128L)
1,8,16,64,128

ImageNet
256
45
42.7%
42.9%(8L)
8

ImageNet
256
80
32.41%
32.87%(4L)
4

ImageNet
256
75
28.91%
29.15%(4L)
4

BN50
256
13
59.8%
59.8% (8L)
1,4,8

Shakespeare
10
45
1.73%
1.75% (8L)
1,8

• ResNet50 (He et al. 2016): 16 bottleneck ResNet blocks
totaling 48 convolutional layers with 3x3 or 1x1 ﬁlters,
batch normalization, Relu activation and a ﬁnal FC layer
with a 1K softmax.
• BN50-DNN (van den Berg, Ramabhadran, and Picheny
2017): 6 FC layers (440x1024, 1024x1024, 1024x1024,
1024x1024, 1024x1024, 1024x5999) and a 5999-way
softmax.
• LSTM (Karpathy 2015): 2 LSTM layers (67x512,
512x512), 1 FC layer (512x67) and a 67-way softmax.

Experiment Results
To demonstrate the robustness as well as the wide applicability of the proposed AdaComp scheme, we tested it comprehensively on all 3 major kinds of neural networks: CNNs,
DNNs, and LSTMs. For CNN, ﬁve popular networks for
image classiﬁcation were tested: MNIST-CNN, CIFAR10CNN, AlexNet, ResNet18, and ResNet50. We also included
in our tests two pure DNNs (BN50-DNN for speech and
MNIST-DNN (not shown)), and an RNN (LSTM). In all
these experiments we used the same hyper-parameters as the
baseline (i.e., no compression). The selection of LT is empirical and is a balance between communication time and
model accuracy; the same values are used across all models:
LT is set to 50 for convolutional layers and to 500 for FC
and LSTM layers.
The experimental results are summarized in Table 2,
while the detailed convergence curves are shown in Fig. 2.
The proposed AdaComp scheme, on every single network
(with different datasets, models and layers - CNNs, DNNs
and LSTMs), tested under a wide range of distributed system
settings (from 1 to 128 learners), achieved almost identical
test errors compared with the non-compressed baseline.

ﬂow between the backward pass and the weight-update step
(Algorithm 1). The pack/unpack algorithms are independent
of the exchange() function which depends on the topology
(ring-based vs. parameter-server based), and therefore the
exchange() function is not a subject of this paper. AdaComp
impacts 4 critical parameters during DL training: 1) communication overheads, 2) extra time spent executing the pack()
and unpack() functions, 3) convergence, and 4) compression
ratios. In this paper, we evaluate convergence and compression (items 3 and 4) - but do not report the impact on runtime (items 1 and 2).

Methodology
Experiments were done using IBM SoftLayer cloud servers
where each server node is equipped with two Intel Xeon
E5-2690-V3 processors and two NVIDIA Tesla K80 cards.
Each Xeon processor has 12 cores running at 2.66GHz and
each Tesla K80 card contains two K40 GPUs each with
12GB of GDDR5 memory. The software platform is an inhouse distributed deep learning framework ((Gupta, Zhang,
and Wang 2016), (Nair and Gupta 2017)). The exchange of
gradients is done in a peer-to-peer fashion using MPI. In addition, we use synchronous SGD - where all the learners always have identical weights at each step.
Table 1 records the details of the datasets and neural network models we use in this paper. Here we brieﬂy describe
the network architectures used in our experiments.

Table 1: Dataset and Model
Dataset
#Sample

Size

MNIST

60k

181MB

CNN

1.7MB

CIFAR10

50k

1GB

CNN

0.3MB

ImageNet

1.2M

140GB

AlexNet
ResNet18
ResNet50

288MB
44.6MB
98MB

BN50

16M

28GB

DNN

43MB

Shakespeare

50k

4MB

LSTM

13MB

Name

• MNIST-CNN (LeCun et al. 1998): 2 convolutional layers (with 5x5 ﬁlters and Relu activation functions), 2 FC
layers, and a 10-way softmax.
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G ← residue + dW
� dW is from serializeGrad()
H ← G + dW
� H = Residue + 2*dW
Divide G into bins of size T
for i ← 1, length(G)/T do
� Over all bins
Calculate gmax (i); � Get largest absolute value in each bin
end for
for i ← 1, length(G)/T do
� Over all bins
for j ← 1, T do
� Over all indices within each bin
index ← (i − 1) ∗ T + j
if | H(index) |≥ gmax (i) then� Compare to local max
Gq(index) ← Quantize(G(index))
add Gq(index) to a pack vector (sent in exchange())
residue(index) ← G(index) − Gq(index)
else
residue(index) ← G(index) � No transmission
end if
end for
end for

Table 2: CNN, MLP, and LSTM results
Compression hyper-parameters: convolution layer LT : 50 and fully connected layer LT : 500

(a) CIFAR10-CNN for CIFAR10 dataset: For Stress test under Ex- (b) AlexNet for ImageNet dataset: For Stress test under Extreme
treme Compression, LT = 800 is used for CONV and 8000 is used Compression, LT = 500 was used for both CONV and FC layers.
for FC layers

(c) ResNet18 for ImageNet dataset

(d) ResNet50 for ImageNet dataset

(e) LSTM for Shakespeare dataset

(f) BN50-DNN for BN50 speech dataset

Figure 2: Model convergence results for different networks, datasets and learner numbers. In all tests (except for the Stress
Tests) the same compression hyper-parameters are used: LT of 50 for CONV layers and 500 for FC/LSTM layers. Excellent compression ratios of 40× for CONV layers and 200× for FC/LSTM layers are obtained with no degradation in model
convergence or accuracy. Stress tests are also shown for CIFAR10-CNN and AlexNet to demonstrate the limits of compression.
In addition to the conventional SGD with momentum optimizer, we also applied the AdaComp technique to other
optimizers such as Adam (Kingma and Ba 2014). We ran experiments in Adam for the CIFAR10-CNN model and found

that our compression scheme achieved similar compression
ratios with Adam. In addition, the compression technique
had no impact on model convergence or test error (Adam:
baseline:18.1% vs compression:18.3%). As shown in Fig. 3,
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in comparison to SGD, as expected, Adam exhibited faster
initial convergence but similar ﬁnal accuracy. Intuitively,
this result is consistent with the AdaComp algorithm which
should be agnostic to the optimizer used (SGD with momentum vs. Adam vs. rmsprop) - with a detailed analysis
presented in the next section.
Overall, our experimental results indicate that the AdaComp scheme is remarkably robust across application domains, layer types, learner numbers, and the choice of the
optimizer. For the above LT choices of 50 and 500, the
AdaComp algorithm typically selects only up to 5 elements
within each bin (through sparsity). For LT sizes <64, a
sparse-indexed representation of 8-bits could be used effectively, while 16-bits of representation would be needed for
larger LT sizes (up to 16K elements) - where 2-bits (out of 8
or 16) would be used to represent the ternarized data values.
Therefore, in comparison with traditional 32-bit ﬂoatingpoint representations, the AdaComp scheme achieves an excellent Effective Compression Rate of 40× for convolutional layers and 200× for fully connected and recurrent
layers.

baseline. While the test errors for Dryden’s method and LS
increase signiﬁcantly as the effective compression rate increases, the AdaComp method is remarkably robust to ultrahigh compression rates (reaching only 22% test-errors for
compression rates exceeding 2000×). We also show that this
result extends to other optimizers including Adam - which
shows even higher resilience (when compared to SGD) at
high compression rates.
To understand why the LS scheme fails when the compression rate is high, we focus on experiments where the
FC layer alone is compressed using LS. In Fig. 5, we plot
the value of the 95 percentile of the gradient (dW) and the
Residual Gradient (RG) during the training process. When
the compression rate is small (e.g. LS with LT =200), the
magnitude of RG and dW is stable during training, leading to
successful convergence with test errors (17.84%) close to the
baseline. However, as the compression rate increases (e.g.,
LS with LT =300), the magnitude of RG and dW appears
to increase exponentially, resulting in complete divergence.
This exponential increase can be understood as a positive
feedback effect - where an increase in RG results in higher
training error, leading to further increase in dW. Since dW is
accumulated into RG, this feedback loop further expedites
the growth of RG. As a result, both RG and dW grow exponentially over epochs.
The key factor that makes the AdaComp technique robust
is the self-adjustable threshold. The positive feedback in LS
occurs because insufﬁcient number of gradients are sent after each mini-batch. The difﬁcult challenge with the LS and
Dryden schemes is to ﬁnd which and how many gradients
need to be sent - since this number can be layer, network
and hyper-parameter dependent. Recall that the AdaComp
scheme sends a few additional residual gradients close to the
local maximum in each bin - and can therefore automatically
adapt to the number of important gradients in that set. Even
if the compression rate is high, soft-threshold avoids the exponential increase in RG and dW - by being adaptive to the
number of gradients being sent. This is demonstrated in Fig.
5, where RG for AdaComp with LT =5000 slightly increases

Discussions
Robustness of the AdaComp Technique
To understand the robustness of the different Residual Gradient compression schemes, 3 different methods are compared in Fig. 4 - Dryden (Dryden et al. 2016), Local Selection (LS), and this work (AdaComp). The LS technique
refers to a scheme similar to AdaComp’s local selection
scheme, but without applying a soft-threshold to self-adjust
the compression rate. This allows us to evaluate the importance of the self-adjustable nature of AdaComp. For each
compression scheme, the CIFAR10-CNN model is trained
using SGD with momentum (=0.9) and varying LT (and
hence compression rates), reporting the ﬁnal test error after
140 epochs. The 3 convolutional layers and the fully connected layer are all compressed at the same rate. As shown
in Fig. 4, when the compression rate is less than 250, all
methods achieve test errors close to (or slightly above) the
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Figure 5: Comparison of the magnitude of Residual Gradients (RG) for the local selection scheme (without adaptive
soft-threshold) and the proposed AdaComp scheme. RG values are very sensitive to LT when local selection is used:
larger LT (corresponding to higher compression rate) causes
exponential increases in RG and results in model divergence.
In comparison, AdaComp is very resilient to high LT values.

(a) Compression rate comparisons between previous work(Dryden
et al. 2016) and this work (AdaComp) for different minibatch sizes.
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Figure 4: Comparing CIFAR10 test-errors vs. effective compression rates for 3 different schemes - Dryden’s method,
Local Selection (LS) and the AdaComp technique trained by
SGD. AdaComp is remarkably resilient to the compression
rate while high compression rates cause LS and Dryden’s
schemes to diverge. AdaComp is also tested using Adam and
exhibits even higher resiliency.

Figure 3: This work (AdaComp) achieves similar effective
compression rates (40× for CONV layers and 200× for
FC/LSTM layers) with Adam, and had no impact on convergence or test error (Adam: baseline:18.1% vs compression:18.3%). In comparison to SGD, Adam exhibited faster
initial convergence but similar ﬁnal accuracy.

(b) Achievable compression rate for AdaComp with varying number of learners. Super-minibatch size (across learners) = 128.

Figure 7: Impact of mini-batch size and the number of learners on the compression rate for CIFAR10-CNN. Compared
to previous work (Dryden et al. 2016), AdaComp is more resilient to large minibatch size (a) and shows higher compression rate for large number of learners (b) - while maintaining
test error degradation within the acceptable range (<1%).

Figure 6: Comparing histograms of the Residual Gradients
(RG) at epoch 120: Local Selection (LS) technique (top) and
the AdaComp technique (bottom). AdaComp reduces RG by
many orders of magnitude in comparison to LS.
in the beginning, but stabilizes after that. Note that the compression rate using AdaComp (LT =5000) is ∼2000×, which
is much higher than ∼600× obtained with the LS scheme
(LT =300).
To illustrate how the self-adjustable threshold impacts the
magnitude of RG, we plot the histogram of RG for LS and
AdaComp at epoch 120 in Fig. 6. For the LS scheme, only a
ﬁnite number of gradients are sent, increasing the RG of the
remaining gradients. Therefore, it is observed that RG exponentially increases (ranging from -240K to 239K), shaping
the histogram to have a very long tail at both ends. However for the AdaComp scheme, the gradients with large RG
are all sent altogether, drastically shortening the tails. Therefore, RG for AdaComp does not increase over epochs.

compression scheme. Recall that the advantage of AdaComp
over Dryden’s scheme is its ability to locally sample the
residue vector and thereby effectively capture high activities
in the input features. When the mini-batch size increases, we
expect the input features at every layer to see higher activity. This causes the compression rate for Dryden’s technique
to suffer dramatically, because relatively small residues (or
gradients) now become increasingly important. In contrast,
AdaComp locally selects elements, so while the compression rate does degrade, it still does a far better job at capturing all of the important residues. This results in a ∼5 − 10×
improved compression rate for AdaComp (Fig. 7(a)).
Consistent with the explanation above, we also observe
(in Fig, 7(b)) that the compression rate for CIFAR10-CNN
dramatically scales with the number of learners in the distributed system (while proportionally reducing the minibatch size per learner). With more learners, each learner sees
a smaller local mini-batch size and therefore compression
rate is enhanced due to lower feature activity.

Impact of mini-batch size and number of learners
Empirically, as shown in Fig. 7(a), we observe that increasing the mini-batch size reduces the achievable compression
rate (while preserving model ﬁdelity); this is true for previous work (Dryden et al. 2016) as well as the AdaComp
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Conclusions
A new algorithm, Adaptive Residual Gradient Compression
(AdaComp), for compressing gradients in distributed training of DL models, has been presented. The key insight behind AdaComp is that it is critical to consider both input
feature activities as well as accumulated residual gradients
for maximum compression. This is accomplished very effectively through a local sampling scheme combined with
an adjustable (soft) threshold, which automatically handles
variations in layers, mini-batches, epochs, optimizers, and
distributed system parameters (i.e., number of learners). Unlike previously published compression schemes, our technique only needs 1 new hyper-parameter, is more robust,
and allows us to simultaneously compress different types
of layers in a deep neural network. Exploiting both sparsity and quantization, our results demonstrate a signiﬁcant
improvement in end-to-end compression rates: ∼200× for
fully-connected and recurrent layers, and ∼40× for convolutional layers; all without any noticeable degradation in
test accuracy. These compression techniques will be foundational as we move towards an era where the communication bottlenecks in distributed systems get exacerbated due
to the availability of specialized high-performance hardware
for DL training.
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Abstract

1. Introduction
The last decade has witnessed a growing number of successful machine learning applications in various fields, along
with the availability of larger training datasets. However,
the speed at which training datasets grow in size is strongly
outpacing the evolution of the computational power of single devices, as well as their memory capacity. Therefore,
distributed approaches for training machine learning models have become tremendously important while also being increasingly more accessible to users with the rise of
cloud-computing. Scaling up optimization algorithms for
training machine learning models in such a setting poses
1
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Due to the rapid growth of data and computational
resources, distributed optimization has become an
active research area in recent years. While firstorder methods seem to dominate the field, secondorder methods are nevertheless attractive as they
potentially require fewer communication rounds
to converge. However, there are significant drawbacks that impede their wide adoption, such as
the computation and the communication of a large
Hessian matrix. In this paper we present a new algorithm for distributed training of generalized linear models that only requires the computation of
diagonal blocks of the Hessian matrix on the individual workers. To deal with this approximate information we propose an adaptive approach that akin to trust-region methods - dynamically adapts
the auxiliary model to compensate for modeling
errors. We provide theoretical rates of convergence for a wide class of problems including L1 regularized objectives. We also demonstrate that
our approach achieves state-of-the-art results on
multiple large benchmark datasets.

many challenges. One key aspect is communication efficiency; because communication is often more expensive
than local computation, the overall speed of distributed
algorithms strongly depends on how frequently information is exchanged between workers. In order to develop
communication-efficient distributed algorithms, we advocate the use of second-order methods which benefit from
faster rates of convergence compared to their first-order
(gradient-based) counterparts, and hence require less communication rounds to achieve the same accuracy. However,
second-order methods have the significant drawback of requiring the computation and storage – and potentially the
communication – of a Hessian matrix. Exact methods are
therefore elusive for large datasets and one has to resort to
approximate methods. In this paper, we propose a method
where every worker uses local Hessian information only
(i.e., with respect to the local parameters on that worker),
hence it does not require any second-order information to
be communicated. Conceptually, this approach relies on approximating the full Hessian matrix with a block-diagonal
version. At the same time, to automatically adapt to the
model misfit, we use an adaptive approach similar in spirit
to trust-region methods (Conn et al., 2000).
Problem Setup & Distributed Setting. We address the
problem of training generalized linear models which are
ubiquitous in machine learning, including e.g. logistic regression, support vector machines as well as sparse linear
models such as lasso and elastic net. Formally, we address
convex optimization problems with an objective of the form
F (α) := f (Aα) +



i

gi (αi ),

(1)

where we assume f to be smooth and convex, and gi to be
convex functions. A ∈ Rd×n is a given data matrix and
α ∈ Rn the parameter vector to be learned from data.

We assume that every worker k ∈ {1 . . . K} only has access to its own local part of the data, which corresponds to a
subset of the columns of the matrix A. In machine learning,
these columns typically correspond to a subset of the features or data examples, depending on the application. For
example, in the case where (1) corresponds to the objective
of a regularized generalized linear 
model – i.e., where f
is a data dependent loss and g =
i gi a regularization
term – the columns of A correspond to features. In another
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scenario where (1) corresponds to the dual representation of
the respective problem, such as typically chosen for SVM
models, the columns of A correspond to data examples.

Contributions. We propose a new distributed Newton’s
method, built on an adaptive block-separable approximation
of the objective function, and allowing the use of arbitrary
solvers to solve the local subproblems approximately. Two
characteristics differentiate our approach from existing work.
First, unlike previous methods that rely on fixed step-size
schedules or line-search strategies, our algorithm evaluates
the fit of the auxiliary model using a trust-region approach.
This yields an efficient method with global convergence
guarantees for convex functions, while providing full adaptivity to the quality of the second-order model. Second,
our method, to the best of our knowledge, is the first to
give convergence guarantees for a distributed second-order
method applied to problems with general regularizers (not
necessarily strongly convex). This includes L1 -regularized
objectives such as Lasso and sparse logistic regression as
very important application cases, which were not covered
by earlier methods such as (Shamir et al., 2014; Zhang &
Lin, 2015; Wang et al., 2017; Lee & Chang, 2017).

2. Method Description
We present an iterative descent algorithm that minimizes the
objective F (α) introduced in (1). At each step, we optimize
an auxiliary block-separable model that acts as a surrogate
for the objective F (α). This auxiliary model is adaptive
and changes depending on its approximation quality.

2.1. Block-Separable Model
Let us, in every iteration of our algorithm, consider the
following auxiliary model replacing (1):

Mσ (∆α; α) := fˆ(Aα, A∆α) +
gi (αi + ∆αi ), (2)
i

where fˆ(Aα, A∆α) is a second-order approximation of the
data-dependent term in (1), i.e.,
fˆ(Aα, A∆α) := f (Aα) + ∇f (Aα) A∆α
σ
+ ∆α H̃(α)∆α.
2

(3)

The parameter σ ∈ R+ is introduced to control the approximation quality of the auxiliary model; its role will be
detailed in Section 2.2.
Let us consider (3) for the case where H̃(α) is chosen
to be the Hessian matrix ∇2α f (Aα). Then, the auxiliary
model (2) with σ = 1 corresponds to a classical secondorder approximation of the function f . However, this choice
of H̃ is not feasible in a distributed setting where the data is
partitioned among the workers, since the computation of the
Hessian matrix requires access to the entire data matrix.
Partitioning. In particular, we assume each worker has
access to a subset Ik of the columns
 of A. In our setting, Ik
are disjoint index sets such that k Ik = [n], Ii ∩ Ij =
∅ ∀i = j and nk := |Ik | denotes the size of partition k.
Hence, each machine stores in its memory the submatrix
A[k] ∈ Rd×nk corresponding to its partition Ik .
Given such a partitioning, we suggest choosing H̃ to
be a block diagonal approximation to the Hessian matrix ∇2α f (Aα) aligned with the partitioning of the model
parameters, such that

∆α H̃(α)∆α =
∆α[k]  H̃(α)∆α[k] . (4)
k

We use the notation u[k] to denote the vector u with only
non-zero coordinates for i ∈ Ik . As a consequence of (4)
the model presented in (2) splits over the K partitions, i.e.,

Mσ (∆α; α) =
M(k)
(5)
σ (∆α[k] ; α),
k

(k)

where each subproblem Mσ (∆α[k] ; α) only requires access to the local data indexed by Ik , the respective coordinates of the model α, as well as v := Aα:
M(k)
σ (∆α[k] ; α) :=

1
f (v) + ∇f (v) A∆α[k]
K
σ
+ ∆α[k]  H̃(α)∆α[k]
2
gi ((α + ∆α[k] )i ).
i∈Ik

(6)

Hence, in a distributed setting, each worker is assigned the
subproblem corresponding to its partition. These individual
subproblems can be optimized independently and in parallel on the different workers. We note that this requires
access to the shared information v on every node; we will
detail in Section 3 how this can be efficiently achieved in
a distributed setting. A significant benefit of this model is
that it is based on local second-order information and does
not require sending gradients and Hessian matrices to the
master node, which would be a significant cost in terms of
communication.
2.2. Approximation Quality of the Model
The role of the σ parameter introduced in (2) is to account
for the loss of information that arises by enforcing the approximate Hessian matrix of f to have a block diagonal
structure. The better the approximation, the closer to 1 the
optimal σ parameter is. If the Hessian approximation is
unreliable, then the model should be adapted accordingly by
changing the value of σ. An alternative model to (2) would
be to include a damping factor to the second-order term, i.e.,
use σ2 ∆α H̃(α)∆α + σ  ∆α2 where σ  > 0. This type
of model is usually employed in trust-region methods (Conn
et al., 2000) where σ = 1, and σ  > 0 is chosen to ensure
strong-convexity. The use of σ  > 0 might therefore not be
necessary for models that are already (strongly)-convex. We
conducted a set of experiments to determine whether this alternative model would achieve better empirical performance
and we found little difference between the two models. We
will therefore report results for our suggested model with
σ  = 0 in the experimental section.
Adaptive Choice of σ. We have established that the σ
parameter has a central role for the convergence and the
practical performance of our method, and we therefore need
an efficient way to choose and update this parameter in
an adaptive manner. Here we suggest updating σ at each
iteration of the algorithm using an update rule inspired by
trust-region methods (Cartis et al., 2011), where σ acts as
the reciprocal of the trust-region radius. Further details are
provided in Section 2.3.
2.3. Algorithm Procedure
The pseudo-code of the proposed approach, denoted as
Adaptive Distributed Newton method (ADN), is summarized in Algorithm 1 and the four-stage iterative procedure
is illustrated in Figure 1. We focus on a master-worker
setting in this paper, but our algorithm could similarly be
applied in a non-centralized fashion. Specifically, in every
round, each worker k works on its local subproblem (6) to
find an update ∆α[k] to its local parameters of the model
(stage 1). Then, it communicates this update to the master
node (stage 2) which, aggregates the updates, and decides

Figure 1. Four-stage algorithmic procedure of ADN. Every worker
only has access to its local partition of the data matrix and the
respective block of the Hessian matrix. Arrows indicate the (synchronous) communication per round.

a new σt+1 for the next iteration based on the misfit of the
current model (stage 3). Finally, the master node broadcasts the new model together with σt+1 to every worker
(stage 4) for the next round. Note that in Algorithm 1 we
have not explicitly stated the communication of v and two
scalars that are necessary for evaluating the function values
distributedly; we will elaborate more on this in Section 3.
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Block-separable model. In such a distributed setting we
suggest optimizing a block-separable auxiliary model which
can be split over workers. This auxiliary model is then
updated in each round, upon receiving a summary of the
updates from all workers. A significant advantage of such
a model is that the workload of a single round can be parallelized across the individual workers, where each worker
computes an update for its own model parameters by solving a local optimizaition task. Then, to synchronize the
work, each worker communicates this update to the master node which aggregates all the updates, applies them to
the global model and shares this information with all the
workers. One common problem faced with this type of distributed approach is to evaluate whether the local models
can be trusted in order to update the global model. This is
usually addressed by the selection of an appropriate stepsize or by relying on a line-search approach. However, the
latter uses a fixed model and typically requires multiple
model evaluations which can therefore be computationally
expensive. In this paper, we instead leverage ideas from
trust-region methods (Conn et al., 2000), where we dynamically adapt the model based on how much we trust the
approximate second-order information.

A Distributed Second-Order Algorithm You Can Trust

Local Solver. The computation of the model update ∆α[k] on every worker (stage 2 of our algorithm) can
be done using any arbitrary solver, depending on user preference or the available hardware resources. As in (Smith
et al., 2018), the amount of computation time spent in the
local solver is a tunable hyperparameter. This allows the
algorithm to be optimally adjusted according to the trade-off
between communication and computation cost of a given
system. To reflect this flexibility in our theory we will
assume the local subproblems (6) are not necessarily optimized exactly but η-approximately, i.e., the local updates
∆α[k] are such that:
(k)

(k)

Mσ (∆α[k] ; α) − Mσ (∆α[k] ; α)
(k)

(k)

Mσ (0; α) − Mσ (∆α[k] ; α)

≤ η,

(7)

(k)

where ∆α[k] := arg min∆α[k] Mσ (∆α[k] ; α).1

As previously mentioned, one of the key steps in the adaptive approach presented in Algorithm 1 is the strategy for
adapting the model over iterations. This is done by adjusting σ in every iteration t resulting in a schedule described by
the sequence {σt }t≥0 . In particular, after every iteration, we
adjust σt based on the agreement between the model function (2) and the objective (1) for the current iterate. This is
measured by the variable ρt defined in (8) in Algorithm 1.
If ρt is close to 1 there is a good agreement between the
1
Note that the notion η ∈ [0, 1) of multiplicative subproblem
accuracy is sensible even in the case when the block-wise Hessian
matrix H̃ is not necessarily positive definite as long as g is strongly
convex or of bounded support.
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model Mσt (·) and the function F (·) and we retain our current model. On the other hand, if the model over-estimates
the objective, we decrease σ for the next iteration, which
can be thought of as adjusting the trust in the current approximation of the Hessian. On the contrary, if our model
under-estimates the objective we increase σ. In addition, we
only apply updates ∆α that satisfy ρt ≥ ξ and hence provide sufficient function decrease. If this is not fulfilled, the
step is rejected and a new update is computed in the next iteration, based on the adjusted model. In order to adequately
deal with all these cases that influence σ, we introduce two
constants ζ and γ that control how to update σ based on the
value of ρt (see (10) in Algorithm 1). We will discuss the
choice of these constants in the experiment section.

1: Input: α0 ∈ Rn (e.g., α0 = 0) and σ0 > 0.
2:
3:
4:
5:
6:
7:
8:
9:

10:

γ, ζ > 1, ζ1 > ξ > 0 and η ∈ [0, 1)
for t = 0, 1, . . . , until convergence do
for k ∈ [K] in parallel do
(k)
Obtain ∆α[k] by minimizing Mσt (∆α[k] ; α(t) )
η-approximately
end for

Aggregate updates ∆α = k ∆α[k]
Compute F (α(t) + ∆α) (distributed over workers)
Compute Mσt (∆α; α(t) ) (distributed over workers)
Evaluate
F (α(t) ) − F (α(t) + ∆α)
(8)
ρt :=
F (α(t) ) − Mσt (∆α; α(t) )
Set
α

11:

Set
σt+1

(t+1)

:=

1

 γ σt
:=
σt


γσt



α(t) + ∆α
α(t)

if ρt ≥ ξ
otherwise

if ρt > ζ (too conservative)
if ζ ≥ ρt ≥ ζ1 (good fit)
if ζ1 > ρt (too aggressive)

(9)

3.2. Communication-Efficient Function Evaluation
Let us detail how ρt in Step 9 of Algorithm 1 can be evaluated efficiently without central access to the model α. We
therefore consider the individual terms in (8) separately:
The cost F (α) is known from the previous iteration and
can be stored in memory. The cost
 at the new iterate
F (α + ∆α) = f (A(α + ∆α)) + i gi ((α + ∆α)i ) is
composed of two terms, where the first
term can be computed on the master locally as f (v + k ∆vk ) and the
second term needs to be computed
in a distributed fashion.
Every node computes g(k) :=
i∈Ik gi ((α + ∆α[k] )i )
based on its local model parameters and sends the resulting value to the master node, which adds the overall sum
to the first term, completing the evaluation of the new objective value. Similarly, the model cost Mσt (∆α; α) is
computed distributedly by every node independently evalu(k)
ating Mσt (∆α[k] ; α[k] ) and then sharing the result. Note
that this step can be computationally expensive, since it
requires one pass through the local data on every node; the
communication cost of the two scalar values is negligible.

4. Convergence Analysis
(10)

12: end for

3. Implementation
In order to implement Algorithm 1 efficiently in a distributed
environment, two key aspects need to be considered.
3.1. Shared Information
We have seen in Section 2.1 that every worker needs access to v := Aα in order to evaluate the gradient ∇f (Aα)
for solving the local subproblem. To avoid the evaluation
of v in every round we suggest sharing and updating the
vector v = Aα throughout the algorithm – thus, the term

We now establish the convergence of Algorithm 1 for the
general class of functions fitting (1).
Theorem 1 (non-strongly convex gi ). Let f be τ1 -smooth
and gi be convex functions. Assume the sequence {σt }t≥0
is bounded by σsup .2 Then, Algorithm 1 reaches a suboptimality F (α(t) ) − F (α ) ≤ ε within a total number of
σ  2
1
sup
log
+ C1 σsup
log(γ)
σ0
ε
iterations, where C1 > 0 is a constant defined as C1 :=
(t)
2(4L2 R2 +τ ε0 )
where L, R > 0 are such that |αi | <
τ ξ(1−η)
L ∀i, t ≥ 0 and A:,i  < R ∀i, and ε0 := F (α0 )−F (α )
is the initial suboptimality.

For the special case where gi are strongly-convex, Algo2
We will theoretically establish the upper bound σsup for two
general scenarios in Appendix A.7.

rithm 1 achieves a faster rate of convergence as described in
the following theorem.
Theorem 2 (strongly-convex gi ). Let f be τ1 -smooth and
gi µ-strongly convex. Assume the sequence {σt }t≥0 is
bounded by σsup . Then, Algorithm 1 reaches a suboptimality
F (α(t) ) − F (α ) ≤ ε within a total number of


ε 
σsup
2
1
0
log
log γ
+
−1
log(γ)
σ0
ε
log(C2 )
iterations, where C2 ∈ (0, 1) is a constant defined as C2 :=
µτ
2
1 − ξ(1 − η) cA σsup
+µτ with cA = maxk A[k]  and ε0 =

F (α0 ) − F (α ) measures the initial suboptimality.
Note that for strongly-convex functions gi , similar global
rates of convergence to the one derived in Theorem 2 are
obtained by existing distributed second-order methods such
as (Lee & Chang, 2017; Wang et al., 2017). However, we
are not aware of any result similar to Theorem 1 in the more
general case where gi are non-strongly convex functions.
Proof Sketch
We summarize the main steps in the proof of Theorem 1
and 2, a detailed derivation is provided in the Appendix.
Step 1. Recall that the model with block diagonal Hessian
approximation, described in Section 2.1, acts as a surrogate
to minimize the function introduced in (1). The first step is
therefore to establish a bound on the decrease of the auxiliary model for every step of the algorithm, given that each
local subproblem is solved η-approximately. This bound on
the model decrease Mσt (0; α) − Mσt (∆α; α), stated in
Lemma 3, is established using a primal-dual perspective on
the problem, similar to (Shalev-Shwartz & Zhang, 2013).
Lemma 3. Assume f is τ1 -smooth and gi are µ-strongly
convex with µ ≥ 0. Then, the per-step model decrease of
Algorithm 1 can be lower bounded as:
(t)

(t)

Mσt (0; α ) − Mσt (∆α; α )


κ2 (t)
(t)
≥ (1 − η) κG(α ) − R
,
2
where G(α(t) ) denotes the duality gap, κ ∈ (0, 1] and
R(t) :=σt (u(t) − α(t) ) H̃(α)(u(t) − α(t) )
−

µ(1−κ)
α(t)
κ

− u(t) 22

(t)

(t) 3
with ui ∈ ∂gi∗ (A
:,i ∇f (Aα )) .

Step 2. For iterations that are successful (i.e., they provide sufficient function decrease as measured by ρt ≥ ξ in
step 10 of Algorithm 1), the construction of Algorithm 1
3 ∗
gi denotes the convex conjugate of the function gi , which is
defined as gi∗ (u) := supv [uv − gi (v)].

allows us to relate the model decrease from Lemma 3 to
the function decrease F (α(t) ) − F (α(t) + ∆α) through the
parameter ξ. This yields a lower bound on the function decrease for every successful update as provided in Lemma 4
below.
Lemma 4. The function decrease of Algorithm 1 for a successful update (∆α, σt ) can be bounded as:


κ2
F (α(t) )−F (α(t) +∆α) ≥ ξ(1−η) κG(α(t) ) − R(t) ,
2
where κ ∈ (0, 1] and R(t) is defined as in Lemma 3.
Step 3. At this stage, we have shown that each successful iteration decreases the function value, therefore making
progress towards the optimum. However, unsuccessful iterations (for which ρt < ξ) do not decrease the objective
and overall convergence to an optimum can only occur if
the number of these iterations is limited. The next step is
therefore to bound the number of unsuccessful iterations.
This is accomplished by showing that the construction of
the sequence {σt }t≥0 is such that the number of successive
unsuccessful iterations is bounded and, hence, increasing σ
will eventually yield a successful iteration that will allow us
to decrease the objective function. This results in a bound
on the number of successful and unsuccessful iterations derived in the Appendix. Finally, the rate of convergence in
Theorem 1 and Theorem 2 are obtained by combining the
bound on the number of steps with the function decrease for
each successful step.
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Algorithm 1 Adaptive Distributed Newton Method (ADN)

shared vector. Hence, if the model parameters are updated
locally, the respective change ∆v[k] = A∆α[k] is shared
between workers, whereas the local model parameters α[k]
are kept local on every worker. A similar approach to
achieve communication-efficiency is suggested in (Smith
et al., 2018). They also emphasize that the vector to be
communicated is d-dimensional which can be preferable
compared to the n-dimensional model vector α, depending
on the dimensionality of the problem. This shared vector
modification isa minor change of step 6 in Algorithm 1,
where ∆v = k ∆v[k] is aggregated and shared instead
of ∆α.

A Distributed Second-Order Algorithm You Can Trust

Remark. Note that the update scheme (10) in Algorithm 1
is one of many that satisfy the conditions required for proving convergence. For further details, we refer the reader to
the literature on trust-region methods (Conn et al., 2000).

5. Related Work
First-order Methods. Most first-order stochastic methods
require frequent communication which comes with high
costs in distributed settings, thus they are often prefered in
multi-core settings. This is for example the case for the
popular Hogwild! algorithm (Niu et al., 2011) that relies
on asynchronous SGD updates in a lock-free setting and
requires communication after each optimization step. Alternatives include variance-reduced methods such as (Lee et al.,
2015) and coordinate descent methods such as (Richtárik &
Takáč, 2016), however, they suffer similar communication
bottlenecks.
Trust-region Methods. These methods use a surrogate
model to approximate the objective within a region around
the current iterate. The size of the trust region is expanded
or contracted according to the fitness of the surrogate model
to the true objective. For efficiency reasons, the surrogate

117

A Distributed Second-Order Algorithm You Can Trust

A Distributed Second-Order Algorithm You Can Trust

6.1. Algorithm Properties

model is often a quadratic model (Conn et al., 2000; Karimireddy et al., 2018), although cubic models can also be
used (Nesterov & Polyak, 2006). Though trust-region methods have been extensively used in a single-machine setting,
to the best of our knowledge we are the first to apply a
trust-region-like approach in a distributed setting.

Approximate Newton-type Methods. For distributed L1 regularized problems (Andrew & Gao, 2007) proposed
a quasi-newton method without convergence guarantees.
Most of the literature on Newton-type methods are otherwise designed to optimize strongly-convex objectives.
DANE (Shamir et al., 2014) is a distributed approximate
Newton-method with a linear rate of convergence for
quadratic functions. AIDE (Reddi et al., 2016) is an accelerated version using the Catalyst scheme. Another similar
approach is DiSCO (Zhang & Lin, 2015) which consists
of an inexact damped Newton method using conjugate gradient steps, achieving a linear rate of convergence for selfconcordant functions. Finally, GIANT (Wang et al., 2017)
relies on conjugate gradient steps and achieves a local linearquadratic convergence rate but does not provide a global
rate of convergence. It was shown empirically to outperform
DANE, AIDE and DiSCO. Note that the convergence results
of these approaches require each subproblem to be solved
with high accuracy, which is often prohibitive for large-scale
datasets. Some approaches suggest using a block-diagonal
Hessian approximation such as (Hsieh et al., 2016; Lee &
Chang, 2017; Lee & Wright, 2018) but they all rely on a
line-search approach which is shown to be inferior to our
adaptive approach in the experimental section. While both
our approach and (Lee & Chang, 2017) require O(log(1/ε))
iterations to reach ε accuracy for a strongly-convex g, we
further provide a rate of convergence for the more general
case where g is non-strongly convex.
Distributed Primal-Dual Methods. Approaches such
as (Yang, 2013; Jaggi et al., 2014; Zhang & Lin, 2015;

Figure 2. Robustness to initialization: Training the dual logistic
regression model on a subsample (1 million examples) of the criteo
dataset for different σ0 with γ = 1.1, ζ = 1.1 and ξ = 0.

Zheng et al., 2017; Wang et al., 2017) are restricted to
strongly-convex regularizers, and typically work on the dual
formulation of the objective. CoCoA (Smith et al., 2018)
provides an extension to a wider class of regularizers, including L1 , as of interest here. Although it allows for the use of
arbitrary solvers on each worker to regulate the amount of
communication, this approach is inherently based on a firstorder model of the objective and does not use second-order
information.
In an earlier work by (Gargiani, 2017) a modification of CoCoA was discussed which incorporates local second-order
information for the general class of problems (1). We here
extend this approach to be adaptive to the quality of the local
surrogate model in a trust region sense, in contrast to using fixed Hessian information (Hsieh et al., 2016; Gargiani,
2017; Lee & Chang, 2017; Lee & Wright, 2018).

6. Experimental Results
We devote the first part of this section to analysing the properties of our adaptive scheme. In the second part we evaluate
its performance for training a logistic regression model regularized with L1 and L2 regularization. We compare ADN
to state-of-the-art distributed solvers on four large-scale
datasets (see Table 1). All algorithms presented in this section are implemented in C++, they are optimized for sparse
data structures and use MPI to handle communication between workers. If not stated otherwise, we use K = 8
workers.

url
webspam
kdda
criteo

# examples
2’396’130
262’938
8’407’751
45’840’617

# features
3’230’442
680’715
19’306’083
1’000’000

sparsity
3.58 E-05
2.24 E-04
1.80 E-06
1.95 E-06

Table 1. Datasets used for the experiments.

Parameter-Free Update Strategy. In addition to σ0
there are three more parameters in Algorithm 1 – namely ζ,
γ and ξ – that determine how to update σt . The most natural
choice for ξ is a small positive value, as we do not want to
discard updates that would yield a function decrease; we
therefore choose ξ = 0. The convergence of Algorithm 1
is guaranteed for any choice of ζ, γ > 1, and we found
empirically that the performance is not very sensitive to the
choice of these parameters and the optimal values are robust
across different datasets (e.g., γ = ζ ≈ 1.2 is generally
a good choice). However, to completely eliminate these
parameters from the algorithm we suggest the following
practical parameter-free update schedule:
σt+1 :=

f (A(α(t) +∆α)) − f (Aα(t) ) − ∇f (Aα(t) )A∆α
σt .
fˆ(Aα(t) , A∆α) − f (Aα(t) ) − ∇f (Aα(t) )A∆α

This scheme is not only parameter-free, but it also adapts σ
proportionally to the misfit of the model. The evaluation
of this scaling factor does not add any additional computation to the evaluation of ρt . Note that for this scheme
to meet the required conditions of convergence presented
in Section 4, we need to ensure that the sequence of σt is
bounded, which can easily be done by defining an arbitrary
maximum value although we empirically found that this
was not necessary. Because of this appealing property of
not requiring any tuning we will use this strategy for the
following experiments.
Gain of Adaptive Strategy. In this section we investigate
the benefits of using an adaptive σ as opposed to a static
one. We focus on a dual L2 -regularized logistic regression
model where f is a quadratic function and thus, its Hessian
corresponds to a scaled identity matrix. This allows us to
study the effect of adaptivity in isolation. It also allows us
to compare to a reference model with σ = K which comes
with convergence guarantees, see (Smith et al., 2018). In
Figure 3 we compare the two approaches and observe that
with an increasing number of workers, the gains provided
by the adaptive approach increase. This comes from the fact
that the more workers we have, the less accurate the block
diagonal approximation in the auxiliary model is and thus it
is increasingly difficult to establish a safe fixed value for σ
that covers any partitioning of the data in an ad hoc fashion.
Note that the adaptive strategy does not only improve over

(a) K=32

(b) K=16

(c) K=8

(d) K=4

Figure 3. Comparison of using an adaptive approach for σ vs. using a fixed safe value for σ for different numbers of workers (K).
Training L2 logistic regression on a subsample (10 million examples) of the criteo dataset.
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Line-search vs Trust-region. Line-search techniques are
a popular way to guarantee convergence and they have recently been explored in distributed settings, e.g., (Hsieh
et al., 2016; Lee & Chang, 2017; Trofimov & Genkin, 2017;
Mahajan et al., 2017; Lee et al., 2018). Our trust-region approach has clear advantages compared to line-search methods: i) a line-search method assumes a fixed auxiliary model
–which may be an arbitrarily bad approximation of the true
objective– that is used to find an acceptable step size. In
contrast, our approach adaptively tunes the auxiliary model
to ensure that it is a good fit to the true objective. ii) in
general, a line-search method requires multiple objective
value evaluations in order to test different step sizes, while
our approach only needs one objective value evaluation to
calculate ρt . The advantages of our method are verified
empirically in Section 6.

Initialization of σ. Given the wide dissemination of machine learning models to diverse fields, it is becoming increasingly important to develop algorithms that can be deployed without requiring expert knowledge to choose parameters. In this context we first check the sensitivity of our
algorithm to the choice of σ0 . The results shown in Figure 2
demonstrate that our adaptive scheme dynamically finds an
appropriate value of σt , independently of the initialization.

the safe fixed value of σ as shown in Figure 3 but it also
enables convergence for objectives to be guaranteed where
no tight practical bound is known.
6.2. Performance for Logistic Regression
We now analyse the performance of ADN for training a Logistic Regression model on multiple large-scale datasets and
compare it to different state-of-the-art methods. First, we
will consider L2 regularization, which results in a stronglyconvex objective function. This enables the application of a
broad range of existing methods. In the second part of this
section we focus on L1 regularization, where – to the best of
our knowledge – the only existing baselines that come with
convergence guarantees are CoCoA (Smith et al., 2018) and
slower mini-batch proximal SGD.
Baselines. We compare our approach against GIANT as a
representative scheme for the class of approximate Newton
methods. This approach was shown in (Wang et al., 2017) to
achieve competitive performance to other similar algorithms
such as DANE or DiSCO. The main difference between
these methods and ours is that they build updates based on a
local approximation of the full Hessian matrix, whereas we
work with exact blocks of the full Hessian matrix. In order
to establish a fair comparison, we re-implemented GIANT
using MPI while following the open source implementation provided by the authors4 . We use conjugate gradient
4

https://github.com/wangshusen/SparkGiant
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Abstract

1

Introduction

It often takes hours to train large deep learning tasks such
as ImageNet, even with hundreds of GPUs (Goyal et al.,
2017). At this scale, how workers communicate becomes a
crucial design choice. Most existing systems such as Ten*
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Figure 1. Centralized network and decentralized network.
S-PSGD (Ghadimi et al., 2016)
A-PSGD (Lian et al., 2015)
AllReduce-SGD (Luehr, 2016)
D-PSGD (Lian et al., 2017)
AD-PSGD (this paper)

Communication complexitya
(n.t./n.h.)
Long (O(n)/O(n))
Long (O(n)/O(n))
Medium (O(1)/O(n))
Short (O(deg(G))/O(deg(G)))
Short (O(deg(G))/O(deg(G)))

Idle time
Long
Short
Long
Long
Short
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Most commonly used distributed machine learning
systems are either synchronous or centralized asynchronous. Synchronous algorithms like AllReduceSGD perform poorly in a heterogeneous environment, while asynchronous algorithms using a parameter server suffer from 1) communication bottleneck at parameter servers when workers are many,
and 2) significantly worse convergence when the
traffic to parameter server is congested. Can we
design an algorithm that is robust in a heterogeneous environment, while being communication efficient and maintaining the best-possible convergence
rate? In this paper, we propose an asynchronous
decentralized stochastic gradient decent algorithm
(AD-PSGD) satisfying all above expectations. Our
theoretical analysis
√ shows AD-PSGD converges at
the optimal O(1/ K) rate as SGD and has linear
speedup w.r.t. number of workers. Empirically, ADPSGD outperforms the best of decentralized parallel SGD (D-PSGD), asynchronous parallel SGD (APSGD), and standard data parallel SGD (AllReduceSGD), often by orders of magnitude in a heterogeneous environment. When training ResNet-50 on ImageNet with up to 128 GPUs, AD-PSGD converges
(w.r.t epochs) similarly to the AllReduce-SGD, but
each epoch can be up to 4-8× faster than its synchronous counterparts in a network-sharing HPC environment.

a
n.t. means number of gradients/models transferred at the busiest worker per n (minibatches of) stochastic gradients updated.
n.h. means number of handshakes at the busiest worker per n
(minibatches of) stochastic gradients updated.

Table 1. Comparison of different distributed machine learning algorithms on a network graph G. Long idle time means in each iteration the whole system needs to wait for the slowest worker. Short
idle time means the corresponding algorithm breaks this synchronization per iteration. Note that if G is a ring network as required
in AllReduce-SGD, O(deg(G)) = O(1).

sorFlow (Abadi et al., 2016), MXNet (Chen et al., 2015),
and CNTK (Seide and Agarwal, 2016) support two communication modes: (1) synchronous communication via parameter servers or AllReduce, or (2) asynchronous communication via parameter servers. When there are stragglers
(i.e., slower workers) in the system, which is common especially at the scale of hundreds devices, asynchronous approaches are more robust. However, most asynchronous
implementations have a centralized design, as illustrated in
Figure 1(a) — a central server holds the shared model for
all other workers. Each worker calculates its own gradients
and updates the shared model asynchronously. The parameter server may become a communication bottleneck and
slow down the convergence. We focus on the question: Can
we remove the central server bottleneck in asynchronous
distributed learning systems while maintaining the best possible convergence rate?
Recent work (Lian et al., 2017) shows that synchronous de-
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PSGD), every worker fetches the model saved in a parameter server and computes a minibatch of stochastic gradients.
Then they push the stochastic gradients to the parameter
server. The parameter server synchronizes all the stochastic gradients and update their average into the model saved
in the parameter server, which completes
√ one iteration. The
convergence rate is proved to be O(1/ nK) on nonconvex
problems (Ghadimi et al., 2016). Results on convex objectives can be found in Dekel et al. (2012).

In this paper, we propose the asynchronous decentralized
parallel stochastic gradient decent algorithm (AD-PSGD)
that is theoretically justified to keep the advantages of both
asynchronous SGD and decentralized SGD. In AD-PSGD,
workers do not wait for all others and only communicate
in a decentralized fashion. AD-PSGD can achieve linear
speedup with respect to the √
number of workers and admit
a convergence rate of O(1/ K), where K is the number
of updates. This rate is consistent with D-PSGD and centralized parallel SGD. By design, AD-PSGD enables waitfree computation and communication, which ensures ADPSGD always converges better (w.r.t epochs or wall time)
than D-PSGD as the former allows much more frequent information exchanging.

The Asynchronous Parallel Stochastic Gradient Descent
(A-PSGD) (Recht et al., 2011; Agarwal and Duchi, 2011;
Feyzmahdavian et al., 2016; Paine et al., 2013) breaks
the synchronization in S-PSGD by allowing workers to
use stale weights to compute gradients. On nonconvex
problems, when the staleness of the weights used is upper bounded, A-PSGD is proved to admit the same convergence rate as S-PSGD (Lian et al., 2015; 2016).

In practice, we found that AD-PSGD is particularly useful in heterogeneous computing environments such as
cloud-computing, where computing/communication devices’ speed often varies. We implement AD-PSGD in
Torch and MPI and evaluate it on an IBM S822LC cluster of up to 128 P100 GPUs. We show that, on real-world
datasets such as ImageNet, AD-PSGD has the same empirical convergence rate as its centralized and/or synchronous
counterpart. In heterogeneous environments, AD-PSGD
can be faster than its fastest synchronous counterparts by orders of magnitude. On an HPC cluster with homogeneous
computing devices but shared network, AD-PSGD can still
outperform its synchronous counterparts by 4X-8X.
Both the theoretical analysis and system implementations
of AD-PSGD are non-trivial, and they form the two technical contributions of this work.

2

Related work

We review related work in this section. In the following, K
and n refer to the number of iterations and the number of
workers, respectively. A comparison of the algorithms can
be found in Table 1.
The Stochastic Gradient Descent (SGD) Nemirovski et al.
(2009); Moulines and Bach (2011); Ghadimi and Lan
(2013) is a powerful approach to solve large scale machine√
learning problems, with the optimal convergence rate
O(1/ K) on nonconvex problems.
For Synchronous Parallel Stochastic Gradient Descent (S-

In AllReduce Stochastic Gradient Descent implementation (AllReduce-SGD) (Luehr, 2016; Patarasuk and Yuan,
2009; MPI contributors, 2015), the update rule per iteration is exactly the same as in S-PSGD, so they share the
same convergence rate. However, there is no parameter
server and all the workers use AllReduce to synchronize the
stochastic gradients. In this procedure, only O(1) amount
of gradient is sent/received per worker, but O(n) handshakes are needed on each worker. This makes AllReduce
slow on high latency network. Since we still have synchronization in each iteration, the idle time is still high as in
S-PSGD.
In Decentralized Parallel Stochastic Gradient Descent (DPSGD) (Lian et al., 2017), all workers are connected with
a network that forms a connected graph G. Every worker
has its local copy of the model. In each iteration, all
workers compute stochastic gradients locally and at the
same time average its local model with its neighbors. Finally the locally computed stochastic gradients are updated into the local models. In this procedure, the busiest worker only sends/receives O(deg(G)) models and has
O(deg(G)) handshakes per iteration.
The idle time is
still high in D-PSGD because all workers need to finish
updating before stepping into the next iteration. Before
Lian et al. (2017) there are also previous studies on decentralized stochastic algorithms (both synchronous and asynchronous versions) though none of them is proved to have
speedup when the number of workers increases. For example, Lan et al. (2017) proposed a decentralized stochastic
primal-dual type algorithm with a computational complexity of O(n/ϵ2 ) for general convex objectives and O(n/ϵ)
for strongly convex objectives. Sirb and Ye (2016) proposed an asynchronous decentralized stochastic algorithm
with a O(n/ϵ2 ) complexity for convex objectives. These
bounds do not imply any speedup for decentralized algo-

rithms. Bianchi et al. (2013) proposed a similar decentralized stochastic algorithm. The authors provided a convergence rate for the consensus of the local models when the
local models are bounded. However, they did not provide
the convergence rate to the solution. A very recent paper
(Tang et al., 2018) extended D-PSGD so that it works better on data with high variance. Ram et al. (2010) proposed
an asynchronous subgradient variations of the decentralized stochastic optimization algorithm for convex problems.
The asynchrony was modeled by viewing the update event
as a Poisson process and the convergence to the solution
was shown. Srivastava and Nedic (2011); Sundhar Ram
et al. (2010) are similar. The main differences from this
work are 1) we take the situation where a worker calculates
gradients based on old model into consideration, which is
the case in the asynchronous setting; 2) we prove that our
algorithm can achieve linear speedup when we increase the
number of workers, which is important if we want to use
the algorithm to accelerate training; 3) Our implementation guarantees deadlock-free, wait-free computation and
communication. Nair and Gupta (2017) proposed another
distributed stochastic algorithm, but it requires a centralized arbitrator to decide which two workers are exchanging
weights and it lacks convergence analysis.
We next briefly review decentralized algorithms. Decentralized algorithms were initially studied by the control
community for solving the consensus problem where the
goal is to compute the mean of all the data distributed on
multiple nodes (Boyd et al., 2005; Carli et al., 2010; Aysal
et al., 2009; Fagnani and Zampieri, 2008; Olfati-Saber
et al., 2007; Schenato and Gamba, 2007). For decentralized
algorithms used for optimization problems, Lu et al. (2010)
proposed two non-gradient-based algorithms for solving
one-dimensional unconstrained convex optimization problems. (Mokhtari and Ribeiro, 2016) proposed a fast decentralized variance reduced algorithm for strongly convex
optimization problems. (Yuan et al., 2016) studied decentralized gradient descent on convex and strongly convex objectives. The subgradient version was considered in Nedic
and Ozdaglar (2009); Ram et al. (2009). The algorithm is
intuitive and easy to understand. However, the limitation
of the algorithm is that it does not converge to the exact solution because the exact solution is not a fixed point of the
algorithm’s update rule. This issue was fixed later by Shi
et al. (2015a); Wu et al. (2016) by using the gradients of last
two instead of one iterates in each iteration, which was later
improved in Shi et al. (2015b); Li et al. (2017) by considering proximal gradients. Decentralized ADMM algorithms
were analyzed in Zhang and Kwok (2014); Shi et al.; Aybat
et al. (2015). Wang et al. (2016) develops a decentralized
algorithm for recursive least-squares problems.

3

Algorithm

We introduce the AD-PSGD algorithm in this section.
Definitions and notations Throughout this paper, we use
the following notation and definitions:
• ∥ · ∥ denotes the vector ℓ2 norm or the matrix spectral
norm depending on the argument.
• ∥ · ∥F denotes the matrix Frobenius norm.
• ∇f (·) denotes the gradient of a function f .
• 1n denotes the column vector in Rn with 1 for all elements.
• f ∗ denotes the optimal solution to (1).
• λi (·) denotes the i-th largest eigenvalue of a matrix.
• ei denotes the ith element of the standard basis of Rn .

3.1

Problem definition

The decentralized communication topology is represented
as an undirected graph: (V, E), where V := {1, 2, . . . , n}
denotes the set of n workers and E ⊆ V ×V is the set of the
edges in the graph. Each worker represents a machine/gpu
owning its local data (or a sensor collecting local data online) such that each worker is associated with a local loss
function
fi (x) := Eξ∼Di Fi (x; ξ),
where Di is a distribution associated with the local data at
worker i and ξ is a data point sampled via Di . The edge
means that the connected two workers can exchange information. For the AD-PSGD algorithm, the overall optimization problem it solves is
n
∑
pi fi (x),
(1)
min f (x) := Ei∼I fi (x) =
x∈RN
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centralized parallel stochastic gradient descent (D-PSGD)
can achieve comparable convergence rate as its centralized counterparts without any central bottleneck. Figure 1(b) illustrates one communication topology of D-PSGD in
which each worker only talks to its neighbors. However,
the synchronous nature of D-PSGD makes it vulnerable to
stragglers because of the synchronization barrier at each iteration among all workers. Is it possible to get the best of
both worlds of asynchronous SGD and decentralized SGD?

Asynchronous Decentralized Parallel Stochastic Gradient Descent

i=1

where
pi ’s define a distribution, that is, pi ≥ 0 and
∑
i pi = 1, and pi indicates the updating frequency of
worker i or the percentage of the updates performed by
worker i. The faster a worker, the higher the corresponding
pi . The intuition is that if a worker is faster than another
worker, then the faster worker will run more epochs given
the same amount of time, and consequently the corresponding worker has a larger impact.
Remark 1. To solve the common form of objectives in machine
learning using AD-PSGD
min Eξ∼D F (x; ξ),
x∈RN

we can appropriately distribute data such that Eq. (1) solves the
target objective above:
Strategy-1 Let Di = D and D, that is, all worker can access
all data, and consequently Fi (·; ·) = F (·; ·), that is, all fi (·)’s
are the same;
Strategy-2 Split the data into all workers appropriately such
that the portion of data is pi on worker i and define Di to be
the uniform distribution over the assigned data samples.

3.2

AD-PSGD algorithm

The AD-PSGD algorithm can be described in the following:
each worker maintains a local model x in its local memory
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and (using worker i as an example) repeats the following
steps:

Note that each worker runs the procedure above on its own
without any global synchronization. This reduces the idle
time of each worker and the training process will still be
fast even if part of the network or workers slow down.

The averaging step can be generalized into the following
update for all workers:
[x1 , x2 , . . . , xn ] ← [x1 , x2 , . . . , xn ]W
where W can be an arbitrary doubly stochastic matrix. This
generalization gives plenty flexibility to us in implementation without hurting our analysis.
All workers run the procedure above simultaneously, as
shown in Algorithm 1. We use a virtual counter k to denote the iteration counter – every single gradient update
happens no matter on which worker will increase k by 1. ik
denotes the worker performing the kth update.
3.3

Implementation details

We briefly describe two interesting aspects of system designs and leave more discussions to Appendix A.
3.3.1

any passive worker can only be active workers. This implementation avoids deadlock but still fits in the general algorithm Algorithm 1 we are analyzing. We leave more discussions and a detailed implementation for wait-free training
to Appendix A.
3.3.2

The simplest realization of AD-PSGD algroithm is a ringbased topology. To accelerate information exchanging, we
also implement a communication topology in which each
sender communicates with a reciever that is 2i + 1 hops
away in the ring, where i is an integer from 0 to log(n − 1)
(n is the number of learners). It is easy to see it takes
at most O(log(n)) steps for any pair of workers to exchange information instead of O(n) in the simple ringbased topology. In this way, ρ (as defined in Section 4) becomes smaller and the scalability of AD-PSGD improves.
This implementation also enables robustness against slow
or failed network links because there are multiple routes
for a worker to disseminate its information.
Algorithm 1 AD-PSGD (logical view)
Require: Initialize local models
with the same initialization, learning rate γ, batch size M , and total number of
iterations K.
1: for k = 0, 1, . . . , K − 1 do
2:
Randomly sample a worker ik of the graph G and randomly sample an averaging matrix Wk which can be dependent on ik .
3:
Randomly sample a batch
ik
ik
i
ik
ξkk := (ξk,1
, ξk,2
, . . . , ξk,M
)
from local data of the ik -th worker.
4:
Compute the stochastic gradient locally
M
∑
i
ik
i
i
∇F (x̂kk ; ξk,j
)
gk (x̂kk ; ξkk ) :=
{xi0 }n
i=1

5:

.

6:

D EADLOCK AVOIDANCE

A naive implementation of the above algorithm may cause
deadlock — the averaging step needs to be atomic and involves updating two workers (the selected worker and one
of its neighbors). As an example, given three fully connected workers A, B, and C, A sends its local model xA to
B and waits for xB from B; B has already sent out xB to
C and waits for C’s response; and C has sent out xC to A
and waits for xA from A.
We prevent the deadlock in the following way: The communication network is designed to be a bipartite graph, that is,
the worker set V can be split into two disjoint sets A (active set) and P (passive set) such that any edge in the graph
connects one worker in A and one worker in P . Due to the
property of the bipartite graph, the neighbors of any active
worker can only be passive workers and the neighbors of

C OMMUNICATION TOPOLOGY

j=1

Average local models by a
1
2
n
[x1k+1/2 , x2k+1/2 , . . . , xn
k+1/2 ] ← [xk , xk , . . . , xk ]Wk
Update the local model
ik
ik
i
i
xk+1
← xk+1/2
− γgk (x̂kk ; ξkk ),
xjk+1 ← xjk+1/2 , ∀j ̸= ik .

7: end for
8: Output the average of the models on all workers for inference.
a

4

Note that Line 4 and Line 5 can run in parallel.

Theoretical analysis

In this section we provide theoretical analysis for the ADPSGD algorithm. We will show that the convergence rate
of AD-PSGD is consistent with SGD and D-PSGD.
Note that by counting each update of stochastic gradients
as one iteration, the update of each iteration in Algorithm 1
can be viewed as
Xk+1 = Xk Wk − γ∂g(X̂k ; ξkik , ik ),
where k is the iteration number, xik is the local model of the

Under Assumption 1 we have the following results:
ith worker at the kth
[ iteration, and ]
Xk = x1k · · · xnk ∈ RN ×n ,
Theorem 1 (Main theorem). While C3 ⩽ 1 and C2 ⩾ 0
[
]
and C1 �> 0 are satisfied we have
X̂k = x̂1k · · · x̂nk ∈ RN ×n ,
)�
(
∑K−1 �
Xk 1n �2
[
]
∑M
∗
2
2
ik
ik ik
N ×n
∂g(X̂k ; ξk , ik ) = 0 ··· 0 j=1 ∇F (x̂k ,ξk,j ) 0 ··· 0 ∈ R
, k=0 E�∇f n � ⩽ 2(Ef (x0 )−Ef )n + 2γL(σ +6M ς ) .
and X̂k = Xk−τk for some nonnegative integer τk .

Assumption 1. Throughout this paper, we make the following commonly used assumptions:
1. Lipschitzian gradient: All functions fi (·)’s are with LLipschitzian gradients.
2. Doubly stochastic averaging: Wk is doubly stochastic
for all k.
3. Spectral gap: There exists a ρ ∈ [0, 1) such that1
max{|λ2 (E[Wk⊤ Wk ])|, |λn (E[Wk⊤ Wk ])|} ≤ ρ, ∀k. (2)
4. Unbiased estimation: 2
(3)
Eξ∼Di ∇F (x; ξ) = ∇fi (x),
(4)
Ei∼I Eξ∼Di ∇F (x; ξ) = ∇f (x).
5. Bounded variance: Assume the variance of the stochastic gradient
Ei∼I Eξ∼Di ∥∇F (x; ξ) − ∇f (x)∥2
is bounded for any x with i sampled from the distribution
I and ξ from the distribution Di . This implies there exist
constants σ and ς such that
(5)
Eξ∼Di ∥∇F (x, ξ) − ∇fi (x)∥2 ⩽ σ 2 , ∀i, ∀x.

(6)
Ei∼I ∥∇fi (x) − ∇f (x)∥2 ⩽ ς 2 , ∀x.
Note that if all workers can access all data, then ς = 0.
6. Dependence of random variables: ξk , ik , k ∈
{0, 1, 2, . . .} are independent random variables. Wk is a
random variable dependent on ik .
7. Bounded staleness: X̂k = Xk−τk and there exists a
constant T such that maxk τk ⩽ T .

Throughout this paper, we define the following notations
for simpler notation
)
(
√
2 ρ
1
+(
√ )2 ,
1−ρ
1− ρ
(
)
n−1
2 2 2
C1 :=1 − 24M L γ T
+ ρ̄ ,
n
ρ̄ :=

n−1
n

K

γKM

n

∑n
Noting that Xnn1n = n1 i=1 xik , this theorem characterizes the convergence of the average of all local models. By
appropriately choosing the learning rate, we obtain the following corollary

Corollary 2. Let γ = 10M L+√σ2 n+6M ς 2 √KM . We have
the following convergence rate
∑K−1
k=0

�
(
)�2
�
�
E �∇f Xkn1n �

K
√
2(f (x0 ) − f ∗ + L) σ 2 /M + 6ς 2
20(f (x0 ) − f ∗ )L
√
+
(7)
⩽
K
K

if the total number of iterations is sufficiently large, in
particular,
{
(
)
M L2 n2
n−1
64T 4
max 192 T
,
(8)
+ ρ̄ ,
σ 2 + 6M ς 2
n
n2
( √
)2 (
)2/3
}
n
8 6T 2/3 + 8
(n − 1)1/2
T + ρ̄ n−1
2 2
.
1024n ρ̄ ,
n1/6

K⩾
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• Sample data: Sample a mini-batch of training data dei M
}m=1 , where M is the batch size.
noted by {ξm
• Compute gradients: Use
∑Mthe sampled idata to com-i
), where x̂
pute the stochastic gradient m=1 ∇F (x̂i ; ξm
is read from the model in the local memory.
• Gradient update:
the model in the local mem∑Update
M
i
). Note that x̂i may
ory by xi ← xi − γ m=1 ∇F (x̂i ; ξm
i
not be the same as x as it may be modified by other workers in the averaging step.
• Averaging: Randomly select a neighbor (e.g. worker
i′ ) and average the local model with the worker i′ ’s model
′
xi (both models on both workers are updated to the averi
i′
′
aged model). More specifically, xi , xi ← x2 + x2 .

Asynchronous Decentralized Parallel Stochastic Gradient Descent

This corollary indicates that if the iteration number
√ is big
enough, AD-PSGD’s convergence rate is O(1/ K). We
compare the convergence rate of AD-PSGD with existing
results for SGD and D-PSGD to show the tightness of the
proved convergence rate. We will also show the efficiency
and the linear speedup property for AD-PSGD w.r.t. batch
size, number of workers, and staleness respectively. Further discussions on communication topology and intuition
will be provided at the end of this section.
Remark 2 (Consistency with SGD). Note that if T = 0
and n = 1 the proposed AD-PSGD reduces to the vanilla
SGD algorithm (Nemirovski et al., 2009; Moulines and
Bach, 2011; Ghadimi and Lan, 2013). Since n = 1, we
do not have the variance among workers, that
√ is, ς = 0,
the convergence rate becomes O(1/K + σ/ KM ) which
is consistent with the convergence rate with SGD.

γM
2M 3 L2 T 2 γ 3
γ 2 LM 2
−
−
C2 :=
2
n3
(2n2 3 2 n
)
6γ L M
γM 2
12M 3 L4 T 2 γ 3
4
+ n L +
+ ρ̄)
M 2 γ 2 (T n−1
n
n2
n3
−
,
Remark 3 (Linear speedup w.r.t. batch size). When K is
C1
(
)
large enough the second term on the RHS of (7) dominates
3 3 2 3
2 6γ 2 L2 M 2 + γnM L + 12M Ln T γ ρ̄
1
LT 2 γM the first
√ term. Note that the second term converges at a rate
+
.
C3 := +
O(1/ M K) if ς = 0, which means the convergence effi2
C1
n
1

A smaller ρ means a faster information spreading in the network, leading to a faster convergence.
2
Note that this is easily satisfied when all workers can access
all data so that Eξ∼Di ∇F (x; ξ) = ∇f (x). When each worker
can only access part of the data, we can also meet these assumptions by appropriately distributing data.

ciency gets boosted with a linear rate if increase the minibatch size. This observation indicates the linear speedup
w.r.t. the batch size and matches the results of mini-batch
SGD. 3
3
Note that when ς 2 ̸= 0, AD-PSGD does not admit this linear
speedup w.r.t. batch size. It is unavoidable because increasing
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Remark 5 (Linear speedup w.r.t. the staleness). From (8)
we can also see that as long as the staleness T is bounded
by O(K 1/4 ) (if other parameters are considered to be constants), linear speedup is achievable.

5

Experiments

We describe our experimental methodologies in Section 5.1
and we evaluate the AD-PSGD algorithm in the following
sections:
• Section 5.2: Compare AD-PSGD’s convergence rate
(w.r.t epochs) with other algorithms.
• Section 5.3: Compare AD-PSGD’s convergence rate
(w.r.t runtime) and its speedup with other algorithms.
• Section 5.4: Compare AD-PSGD’s robustness to other
algorithms in heterogeneous computing and heterogeneous
communication environments.
• Appendix B: Evaluate AD-PSGD on IBM proprietary
natural language processing dataset and model.
5.1
5.1.1

Experiments methodology
DATASET, MODEL ,

AND SOFTWARE

We use CIFAR10 and ImageNet-1K as the evaluation
dataset and we use Torch-7 as our deep learning framework.
We use MPI to implement the communication scheme. For
CIFAR10, we evaluate both VGG (Simonyan and Zisserman, 2015) and ResNet-20 (He et al., 2016) models. VGG,
whose size is about 60MB, represents a communication
intensive workload and ResNet-20, whose size is about
1MB, represents a computation intensive workload. For the
ImageNet-1K dataset, we use the ResNet-50 model whose
size is about 100MB.
the minibatch size only decreases the variance of the stochastic
gradients within each worker, while ς 2 characterizes the variance
of stochastic gradient among different workers, independent of
the batch size.

Additionally, we experimented on an IBM proprietary natural language processing datasets and models (Zhang et al.,
2017) in Appendix B.
5.1.2

H ARDWARE

We evaluate AD-PSGD in two different environments:
• IBM S822LC HPC cluster: Each node with 4 Nvidia
P100 GPUs, 160 Power8 cores (8-way SMT) and 500GB
memory on each node. 100Gbit/s Mellanox EDR infiniband network. We use 32 such nodes.
• x86-based cluster: This cluster is a cloud-like environment with 10Gbit/s ethernet connection. Each node has 4
Nvidia P100 GPUs, 56 Xeon E5-2680 cores (2-way SMT),
and 1TB DRAM. We use 4 such nodes.
5.1.3

5.2

Convergence w.r.t. epochs

CIFAR10 Figure 2 plots training loss w.r.t. epochs for
each algorithm, which is evaluated for VGG and ResNet20 models on CIFAR10 dataset with 16 workers. Table 2
reports the test accuracy of all algorithms.
For EAMSGD, we did extensive hyper-parameter tuning to
get the best possible model, where su = 1. We set momentum moving average to be 0.9/n (where n is the number
of workers) as recommended in (Zhang et al., 2015) for
EAMSGD.
For other algorithms, we use the following hyper-parameter
setup as prescribed in (Zagoruyko, 2015) and (FAIR,
2017):
• Batch size: 128 per worker for VGG, 32 for ResNet-20.
• Learning rate: For VGG start from 1 and reduce by half
every 25 epochs. For ResNet-20 start from 0.1 and decay
by a factor of 10 at the 81st epoch and the 122nd epoch.
• Momentum: 0.9.
• Weight decay: 10−4 .

Figure 2 show that w.r.t epochs, AllReduce-SGD, D-PSGD
and AD-PSGD converge similar, while ASGD converges
worse. Table 2 shows AD-PSGD does not sacrifice test accuracy.
4

In this paper, we use ASGD and EAMSGD interchangeably.
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(a) VGG loss
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100
epoch

16 Workers
32 Workers
64 Workers
128 Workers

D-PSGD
74.74%
73.66%
71.18%
70.90%

AD-PSGD
75.28%
74.66%
74.20%
74.23%

ImageNet We further evaluate the AD-PSGD’s convergence rate w.r.t. epochs using ImageNet-1K and ResNet-50
model. We compare AD-PSGD with AllReduce-SGD and
D-PSGD as they tend to converge better than A-PSGD.
Figure 4 and Table 3 demonstrate that w.r.t. epochs ADPSGD converges similarly to AllReduce and converges better than D-PSGD when running with 16,32,64,128 workers.
How to maintain convergence while increasing M × n5 is
an active ongoing research area (Zhang et al., 2016; Goyal
et al., 2017) and it is orthogonal to the topic of this paper. For 64 and 128 workers, we adopted similar learning
rate tuning scheme as proposed in Goyal et al. (2017) (i.e.,
learning rate warm-up and linear scaling)6 It worths noting
that we could further increase the scalability of AD-PSGD
by combining learners on the same computing node as a
super-learner (via Nvidia NCCL AllReduce collectives). In
this way, a 128-worker system can easily scale up to 512
GPUs or more, depending on the GPU count on a node.
Above results show AD-PSGD converges similarly to
AllReduce-SGD w.r.t epochs and better than D-PSGD.
Techniques used for tuning learning rate for AllReduceSGD can be applied to AD-PSGD when batch size is large.
5.3

Speedup and convergence w.r.t runtime

On CIFAR10, Figure 3 shows the runtime convergence results on both IBM HPC and x86 system. The EAMSGD implementation deploys parameter server sharding to mitigate
5

ers

1
0

M is mini-batch size per worker and n is the number of work-

6
In AD-PSGD, we decay the learning rate every 25 epochs
instead of 30 epochs as in AllReduce.

0

50
100
time/s

2
1
0

(c) ResNet loss 100Gbit/s

(b) ResNet-20 loss

Table 3. Testing accuracy comparison for ResNet-50 model on
ImageNet dataset for AllReduce, D-PSGD, and AD-PSGD. The
ResNet-50 model is trained for 90 epochs. AD-PSGD and
AllReduce-SGD achieve similar model accuracy.
AllReduce
74.86%
74.78%
74.90%
74.78%

2

150

Figure 2. Training loss comparison for VGG and ResNet-20
model on CIFAR10. AllReduce-SGD, D-PSGD and AD-PSGD
converge alike, EAMSGD converges the worst. 16 workers in
total.

training loss

1
0

C OMPARED ALGORITHMS

We compare the proposed AD-PSGD algorithm to
AllReduce-SGD, D-PSGD (Lian et al., 2017) and a state
of the art asynchronous SGD implementation EAMSGD.
(Zhang et al., 2015)4 In EAMSGD, each worker can communicate with the parameter server less frequently by increasing the “communication period” parameter su.

2

(b) VGG loss 10Gbit/s
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time/s
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88.58%
91.49%

training loss

EAMSGD
85.75%
89.82%
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AD-PSGD

training loss

D-PSGD
86.48%
90.81%

AllReduce
D-PSGD
EAMSGD
AD-PSGD

training loss

VGG
ResNet-20

AllReduce
87.04%
90.72%

(a) VGG loss 100Gbit/s
training loss

Table 2. Testing accuracy comparison for VGG and ResNet-20
model on CIFAR10. 16 workers in total.

2
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400
time/s
EAMSGD

600

AD-PSGD

Figure 3. Runtime comparison for VGG (communication intensive) and ResNet-20 (computation intensive) models on CIFAR10.
Experiments run on IBM HPC w/ 100Gbit/s network links and on
x86 system w/ 10Gbit/s network links. AD-PSGD consistently
converges the fastest. 16 workers in total.

the network bottleneck at the parameter servers. However,
the central parameter server quickly becomes a bottleneck
on a slow network with a large model as shown in Figure 3(b).
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Remark 4 (Linear speedup w.r.t. number of workers).
Note that every single stochastic gradient update counts
one iteration in our analysis and our convergence rate in
Corollary 2 is consistent with SGD / mini-batch SGD. It
means that the number of required stochastic gradient updates to achieve a certain precision is consistent with SGD /
mini-batch SGD, as long as the total number of iterations is
large enough. It further indicates the linear speedup with
respect to the number of workers n (n workers will make
the iteration number advance n times faster in the sense
of wall-clock time, which means we will converge n times
faster). To the best of our knowledge, the linear speedup
property w.r.t. to the number of workers for decentralized
algorithms has not been recognized until the recent analysis for D-PSGD by Lian et al. (2017). Our analysis reveals
that by breaking the synchronization AD-PSGD can maintain linear speedup, reduce the idle time, and improve the
robustness in heterogeneous computing environments.

Asynchronous Decentralized Parallel Stochastic Gradient Descent

Figure 5 shows the speedup for different algorithms w.r.t.
number of workers. The speedup for ResNet-20 is better
than VGG because ResNet-20 is a computation intensive
workload.
Above results show that regardless of workload type (computation intensive or communication intensive) and communication networks (fast or slow), AD-PSGD consistently
converges the fastest w.r.t. runtime and achieves the best
speedup.
5.4

Robustness in a heterogeneous environment

In a heterogeneous environment, the speed of computation device and communication device may often vary,
subject to architectural features (e.g., over/under-clocking,
caching, paging), resource-sharing (e.g., cloud computing)
and hardware malfunctions. Synchronous algorithms like
AllReduce-SGD and D-PSGD perform poorly when workers’ computation and/or communication speeds vary. Centralized asynchronous algorithms, such as A-PSGD, do
poorly when the parameter server’s network links slow
down. In contrast, AD-PSGD localizes the impact of
slower workers or network links.
On ImageNet, Figure 4e shows the epoch-wise training
time of the AD-PSGD, D-PSGD and AllReduce run over
64 GPUs (16 nodes) over a reserved window of 10 hours
when the job shares network links with other jobs on
IBM HPC. AD-PSGD finishes each epoch in 264 seconds,
whereas AllReduce-SGD and D-PSGD can take over 1000
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Figure 4. Training loss and training time per epoch comparison for ResNet-50 model on ImageNet dataset, evaluated up to 128 workers.
AD-PSGD and AllReduce-SGD converge alike, better than D-PSGD. For 64 workers AD-PSGD finishes each epoch in 264 seconds,
whereas AllReduce-SGD and D-PSGD can take over 1000 sec/epoch.
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Figure 5. Speedup comparison for VGG (communication intensive) and ResNet-20 (computation intensive) models on CIFAR10. Experiments run on IBM HPC w/ 100Gbit/s network links and on x86 system w/ 10Gbit/s network links. AD-PSGD consistently achieves
the best speedup.
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Figure 6. Training loss for ResNet-20 model on CIFAR10, when
a computation device/network link slows down by 2X-100X. kX
in parentheses means a random worker’s GPU or network links
slow down by k-times. 16 workers in total. AD-PSGD is robust
under such heterogeneous environments.
Table 4. Runtime comparison for ResNet-20 model on CIFAR10
dataset when a worker slows down by 2X-100X.
Slowdown of
one node
no slowdown
2X
10X
100X

AD-PSGD
Time/epoch (sec)
1.22
1.28
1.33
1.33

Speedup
14.78
14.09
13.56
13.56

AllReduce/D-PSGD
Time/epoch (sec) Speedup
1.47/1.45
12.27/12.44
2.6/2.36
6.93/7.64
11.51/11.24
1.56/1.60
100.4/100.4
0.18/0.18

sec/epoch.
We then evaluate AD-PSGD’s robustness under different
situations by randomly slowing down 1 of the 16 workers and its incoming/outgoing network links. Due to space
limit, we will discuss the results for ResNet-20 model on
CIFAR10 dataset as the VGG results are similar.
Robustness against slow computation Figure 6a and Table 4 shows that AD-PSGD’s convergence is robust against

slower workers. AD-PSGD can converge faster than
AllReduce-SGD and D-PSGD by orders of magnitude when
there is a very slow worker.
Robustness against slow communication Figure 6b
shows that AD-PSGD is robust when one worker is connected to slower network links. In contrast, centralized
asynchronous algorithm EAMSGD uses a larger communication period to overcome slower links, which significantly
slows down the convergence.
These results show only AD-PSGD is robust against both
heterogeneous computation and heterogeneous communication.

6

Conclusion

This paper proposes an asynchronous decentralized
stochastic gradient descent algorithm (AD-PSGD). The algorithm is not only robust in heterogeneous environments
by combining both decentralization and asynchronization,
but it is also theoretically justified to have the same convergence rate as its synchronous and/or centralized counterparts and can achieve linear speedup w.r.t. number of
workers. Extensive experiments validate the proposed algorithm.
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BlockDrop: Dynamic Inference Paths in Residual Networks

1. Introduction
Deep neural networks are now ubiquitous in computer
vision owing to their recent successes in several important
tasks. However, great strides in accuracy have been accompanied by increasingly complex and deep network architectures. This presents a problem for domains where fast inference is essential, particularly in delay-sensitive and realtime scenarios such as autonomous driving, robotic navigation, or user-interactive applications on mobile devices.
Most existing work pursues model compression techniques to speed up a deep network [19, 4, 25, 41, 36, 32,
16, 54, 31]. While significant speed-ups are possible, the
approach yields a one-size-fits-all network that requires the
same fixed set of features to be extracted for all novel im∗
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Very deep convolutional neural networks offer excellent
recognition results, yet their computational expense limits
their impact for many real-world applications. We introduce BlockDrop, an approach that learns to dynamically
choose which layers of a deep network to execute during
inference so as to best reduce total computation without degrading prediction accuracy. Exploiting the robustness of
Residual Networks (ResNets) to layer dropping, our framework selects on-the-fly which residual blocks to evaluate
for a given novel image. In particular, given a pretrained
ResNet, we train a policy network in an associative reinforcement learning setting for the dual reward of utilizing
a minimal number of blocks while preserving recognition
accuracy. We conduct extensive experiments on CIFAR and
ImageNet. The results provide strong quantitative and qualitative evidence that these learned policies not only accelerate inference but also encode meaningful visual information. Built upon a ResNet-101 model, our method achieves a
speedup of 20% on average, going as high as 36% for some
images, while maintaining the same 76.4% top-1 accuracy
on ImageNet.
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Figure 1: A conceptual overview of our approach. Rather
than execute all blocks of a ResNet, our approach learns a
policy to select the minimal configuration of blocks that is
needed to correctly classify a given input image. The resulting instance-specific paths in the network not only reflect the image’s difficulty (easier samples use fewer blocks)
but also encode meaningful visual information (patterns of
blocks correspond to clusters of visual features).
ages, no matter their complexity. In contrast, an important feature of the human perception system is its ability
to adaptively allocate time and scrutiny for visual recognition [49]. For example, a single glimpse is sufficient to
recognize some objects and scenes, whereas more time and
attention is required to clearly understand occluded or complicated ones [52].
In this spirit, we explore the problem of dynamically allocating computation across a deep network. In particular,
we consider Residual Networks (ResNet) [18] both due to
their strong track record for recognition tasks [18, 8, 17] as
well as their tolerance to removal of layers [50]. ResNets
are composed of residual blocks, consisting of two or more
convolutional layers and skip-connections, which enable direct paths between any two residual blocks. These skipconnections make ResNets behave like ensembles of relatively shallow networks, and hence the removal of a certain residual block generally has only a modest impact on
performance [50]. However, the preliminary study of block
dropping in ResNets [50] applies a global, manually defined
dropping scheme (the same blocks for all images), which
leads to increased errors when more blocks are dropped.
We propose to learn optimal block dropping strategies
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1 It can also be seen as contextual bandits [29] although we do not operate in an online setting which has an objective of minimizing the regret.
2 https://goo.gl/EwHQcq

2. Related Work

Model Compression. The need to deploy top-performing
deep neural network models on mobile devices motivates
techniques that can effectively reduce the storage and computational costs of such networks, including knowledge distillation [19, 40, 4], low-rank factorization [25, 47, 41], filter
pruning [30, 36, 32, 57], quantization [16, 54, 31], compression with structured matrices [6, 43], network binarization
[38, 7, 33], and hashing [5]. Efficient network architectures
such as SqueezeNet [24] and MobileNet [20] have also been
explored for training compact deep nets. In contrast to this
line of work where the same amount of computation is applied to all images, we focus on efficient inference by dynamically choosing a subset of blocks to be executed conditioned on the input image. More importantly, our method
is complementary to these model compression techniques:
the residual blocks that are kept for evaluation can be further
pruned for even greater speed up.
Conditional Computation. Several conditional computation methods have been proposed to dynamically execute
different modules of a network model on a per-example basis [3, 2]. Sparse activations in combination with gating
functions are usually adopted to selectively turn on and off
a subset of modules based on the input. These gating functions can be learned with reinforcement learning [2, 34, 11].
These models typically associate a reward with a series of
decisions computed after each layer/path; the resulting policy execution overhead makes it expensive to scale them up
to very deep models with hundreds or thousands of layers.
In contrast, our policy network makes all routing decisions
in a single step, resulting in lower overhead cost for the routing itself and thus larger computational savings. Reinforcement learning has also been applied for dynamic feature prioritization in images [26] and video [45, 56], actively deciding which frames or image regions to visit next. These
techniques could be used in tandem with our approach.
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Layer Dropping in Residual Networks. Dropping layers
in residual networks has been used as a regularization mechanism, similar to Dropout [44] or DropConnect [53], for
training very deep networks (e.g., over 1000 layers) with
stochastic depth [22]. Unlike our method, residual layer
dropping in stochastic depth networks happens only during
the training stage, but at test time the layers remain fixed.
Veit et al. [50] show that ResNets are resilient to layer dropping at test time, which motivates our approach; however,
they do not provide a way to dynamically choose which layers could be removed from a network without sacrificing
accuracy. More recently, Huang and Wang [23] propose a
method for selecting a subset of residual blocks to be executed based on a sparsity constraint. In contrast to these
approaches, we propose an instance-specific residual block
removal scheme to speed up ResNets during inference.

Expected gradient

keep
drop
keep
keep
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Residual Block

Figure 2: Illustration of our proposed framework. Given a new image, the policy network outputs dropping and keeping
decisions for each block in a pretrained ResNet, which then makes a prediction by evaluating the active blocks only. Policy
rewards account for both block usage and prediction accuracy. The policy network is trained to optimize the expected reward
with a curriculum learning strategy, and then jointly finetuned with the ResNet.
Early Prediction. Our work relates more strongly to early
prediction models, a class of conditional computation models that exit once a criterion (e.g., sufficient confidence for
classification) is satisfied at early layers. Cascade detectors [13, 51] are among the earliest methods that exploit
this idea in computer vision, often relying on handcrafted
control decisions learned separately from visual features.
More recently, joint learning of features and early decisions
has been studied for deep neural networks. Teerapittayanon
et al. [48] propose BranchyNet, a network composed of
branches at each layer to make early classification decisions. Similarly, Adaptive Computation Time (ACT) [15]
augments an RNN with a halting unit whose activation determines the probability that computation should continue.
Figurnov et al. [14] further extend this idea to the spatial domain in ResNets by applying ACT to each spatial
position of multiple image blocks. Like our work, their
formulation identifies instance-specific ResNet configurations, but it only allows configurations that use early, contiguous blocks in each predefined segment of the ResNet.
These early blocks usually encode low-level features in
high-dimensional feature maps, and may lack the discriminative power required for the task. This issue can be mitigated by using images at different scales [35, 21], but at
a higher computational cost. Instead, we allow any block
to contribute to our network, allowing for a much higher
variability in potential ResNet configurations and policies.

3. Approach
Given a test image, our goal is to find the best configuration of computational blocks in a pretrained ResNet model,
such that a minimum number of blocks is used, without
incurring a decrease in classification accuracy. Treating

the task of finding this configuration as a search problem
quickly becomes intractable for deeper models as the number of potential configurations grows exponentially with the
number of blocks. Learning a soft-attention mask over the
blocks also presents problems, namely the difficulty of converting this mask into binary decisions which would require
carefully handcrafted thresholds. In addition, such a thresholding operation is non-differentiable, making it non-trivial
to directly adopt a supervised learning framework.
We therefore leverage policy search methods from reinforcement learning to derive the optimal block dropping
schemes that encourage correct predictions with minimal
block usage. To this end, we first revisit the architecture
of ResNet in Sec. 3.1, and discuss why it is a good fit for
block dropping. Then we introduce our policy network in
Sec. 3.2, which learns to dynamically select inference paths
conditioned on the input image. Finally, we present the
training algorithm of our model in Sec. 3.3.
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that simultaneously preserve both prediction accuracy and
minimal block usage based on image-specific decisions.
When a novel input is presented to the network trained for
recognition, a dynamic inference path is followed, selectively choosing which blocks to compute for that instance.
See Figure 1. The approach not only improves computational efficiency during inference (i.e., for a similar prediction accuracy, being able to drop more residual blocks than
a static global scheme), but also facilitates further insights
into ResNets, e.g., whether different blocks encode information about objects, whether the computation needed to
classify depends on the difficulty level of the example.
To this end, we introduce BlockDrop, a reinforcement learning approach to derive instance-specific inference paths in ResNets. The main idea is to learn a model
(referred to as the policy network) that, given a novel input image, outputs the posterior probabilities of all the binary decisions for dropping or keeping each block in a pretrained ResNet. The policy network is trained using curriculum learning to maximize a reward that incentivizes the
use of as few blocks as possible while preserving the prediction accuracy. In addition, the pretrained ResNet is further
jointly finetuned with the policy network to produce feature
transformations tailored for block dropping behavior. Our
approach can be seen as an instantiation of associative reinforcement learning [46] where all the decisions are taken
in a single step given the context (i.e., the input instance)1 ;
this makes policy execution lightweight and scalable to very
deep networks.
We conduct extensive experiments on CIFAR [27] and
ImageNet [10]. BlockDrop achieves 93.6% and 73.7% accuracy using just 33% and 55% of blocks in a pretrained
ResNet-110 on CIFAR-10 and CIFAR-100, respectively,
outperforming state-of-the-art methods [14, 15, 12, 32]
by clear margins. Furthermore, BlockDrop speeds up a
ResNet-101 model on ImageNet by 20% while maintaining the same 76.4% top-1 accuracy 2 . Qualitatively, we
observe that the dropping policies learned with BlockDrop
are correlated with the visual patterns in the images, e.g.,
within the “orange” class, images containing a pile of oranges take an inference path that is different from that taken
by the close-up images of oranges. Furthermore, BlockDrop policies for easy images with clearly visible objects
utilize fewer residual blocks compared to the difficult images that contain other occluding or background objects.
Note that although our analysis in this paper is focused on
vanilla ResNets, our approach could also be applied to other
recently proposed ResNet variants such as ResNeXt [55] or
Multi-Residual Networks [1], as well as other tasks beyond
image classification.

3.1. Pretrained Residual Networks
ResNets consist of multiple stacked residual blocks
which are essentially regular convolutional layers that are
bypassed by identity skip-connections. If we denote the input to the i-th residual block as yi , and the function represented by its residual block as Fi , the output of this residual
block is given by: yi+1 = Fi (yi ) + yi , which is directly fed
as input to the next residual block.
The presence of identity skip-connections induces direct
paths between any two residual blocks, and hence top layers in the network are able to access information from bottom layers during a forward pass while gradients can be directly passed from higher layers to lower layers in the backpropagation phase. Veit et al. [50] demonstrated that removing (or dropping) a residual block at test time (i.e., having
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yi+1 = yi ) does not lead to a significant accuracy drop.
This behavior is due to the fact that ResNets can be viewed
as an ensemble of many paths—as opposed to single-path
models like AlexNet [28] and VGGNet [42]—and so information can be preserved even with the deletion of paths.
The results in [50] suggest that different blocks do not
share strong dependencies. However, the study also shows
classification errors do increase when more blocks are removed from the model during inference. We contend this
is the result of their adopting a global dropping strategy for
all images. We posit the best dropping schemes, which lead
to correct predictions with the minimal number of blocks,
must be instance-specific.

The configurations in the context of ResNets represent
decisions to keep/drop each block, where each decision to
drop a block corresponds to removing a subset of paths from
the network. We refer to these decisions as our dropping
strategy. To derive the optimal dropping strategy given an
input instance, we develop a policy network to output a binary policy vector, representing the actions to keep or drop
a block in a pretrained ResNet. During training, a reward is
given considering both block usage and prediction accuracy,
which is generated by running the ResNet with only active
blocks in the policy vector. See Figure 2 for an overview.
Unlike standard reinforcement learning, we train the policy to predict all actions at once. This is essentially a singlestep Markov Decision Process (MDP) given the input state
and can also be viewed as contextual bandit [29] or associative reinforcement learning [46]. We examine the positive
impact of this design choice on scalability in Sec. 4.2.
Formally, given an image x and a pretrained ResNet with
K residual blocks, we define a policy of block-dropping
behavior as a K-dimensional Bernoulli distribution:
πW (u|x) =

K


1−uk
k
su
k (1 − sk )

R(u) =

0 2
1 − ( |u|
K )
−γ

if correct
otherwise.

(3)

0 2
Here, ( |u|
K ) measures the percentage of blocks utilized;
when a correct prediction is produced, we incentivize block
dropping by giving a larger reward to a policy that uses
fewer blocks. We penalize incorrect predictions with γ,
which controls the trade-off between efficiency (block usage) and accuracy (i.e., a larger value leads to more correct,
but less efficient policies). We use this parameter to vary
the operating point of our model, allowing different models
to be trained depending on the target budget constraint. Finally, to learn the optimal parameters of the policy network,
we maximize the following expected reward:

J = Eu∼πW [R(u)].

(4)

In summary, our model works as follows: fpn is used
to decide which blocks of the ResNet to keep conditioned
on the input image, a prediction is generated by running a
forward pass with the ResNet using only these blocks, and
a reward is observed based on correctness and efficiency.

3.3. Training the BlockDrop Policy
Expected gradient. To maximize Eqn. 4, we utilize policy
gradient [46], one of the seminal policy search methods [9],
to compute the gradients of J. In contrast to typical reinforcement learning methods where policies are sampled
from a multinomial distribution [46], our policies are generated from a K-dimensional Bernoulli distribution. With
uk ∈ {0, 1}, the gradients can be derived similarly as:
∇W J = E[R(u)∇W log πW (u|x)]

(1)

= E[R(u)∇W log

k=1

s = fpn (x; W),



K


1−uk
k
su
]
k (1 − sk )

k=1

(2)

where fpn denotes the policy network parameterized by
weights W and s is the output of the network after the
σ(x)= 1+e1−x function. We choose the architecture of fpn
(details below in Sec. 4) such that the cost of running it is
negligible compared to ResNet, i.e., so that policy execution overhead remains low. The k-th entry of the vector,
sk ∈ [0, 1], represents the likelihood of its corresponding
residual block in the original ResNet being dropped. An
action u ∈ {0, 1}K is selected based on s. Here, uk = 0
and uk = 1 indicate dropping and keeping the k-th residual
block, respectively.
Only the blocks that are not dropped according to u will
be evaluated in the forward pass. To encourage both correct

= E[R(u)∇W

K


log[sk uk + (1 − sk )(1 − uk )]],

k=1

(5)

where again W denotes the parameters of the policy network. We approximate the expected gradient in Eqn. 5 with
Monte-Carlo sampling using all samples in a mini-batch.
These gradient estimates are unbiased, but exhibit high variance [46]. To reduce variance, we utilize a self-critical baseline R(ũ) as in [39] , and rewrite Eqn. 5 as:
∇W J = E[A∇W

K


log[sk uk + (1 − sk )(1 − uk )]],

k=1
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(6)

where A = R(u) − R(ũ) and ũ is defined as the maximally
probable configuration under the current policy, s: i.e., ui =
1 if si > 0.5, and ui = 0 otherwise [39].
We further encourage exploration by introducing a parameter α to bound the distribution s and prevent it from
saturating, by creating a modified distribution s′ :
s′ = α · s + (1 − α) · (1 − s).
This bounds the distribution in the range 1 − α ≤ s′ ≤ α,
from which we then sample the policy vector.
Curriculum learning. Policy gradient methods are typically extremely sensitive to their initialization. Indeed, we
found that starting from a randomly initialized policy and
optimizing for both accuracy and block usage is not effective, due the extremely large dimension of the search space,
which scales exponentially with the total number of blocks
(there are 2K possible on/off configurations of the blocks).
Note that in contrast with applications such as image captioning where ground-truth action sequences (captions) can
be used to train an initial policy [39], here no such “expert
examples” are available, other than the standard single execution path that executes all blocks.
Therefore, to efficiently search for good action sequences, we take inspiration from the idea of curriculum
learning [3]. During epoch t, for 1 ≤ t < K, we keep
the first K − t blocks on, and learn a policy only for the
last t blocks. As t increases, the activity of more blocks are
optimized, until finally all blocks are included (i.e., when
t ≥ K). Using this approach, the activation of each block
is first optimized according to unmodified input features in
order to assess the utility of the block, and then is gradually exposed to increasingly different feature inputs as t increases and the policy for the last t blocks is jointly trained.
This procedure is efficient, and it is effective at identifying
and removing blocks that are redundant for the input data
instance being considered. It is similar in spirit to [37, 39]
that gradually exposes sequences when training with REINFORCE for text generation.
Joint finetuning. After curriculum learning, our policy network is able to identify which residual blocks in the original ResNet to drop for a given input image. Though the
policy network is trained to preserve accuracy as much as
possible, removing blocks from the pre-trained ResNet will
inevitably result in a mismatch between training and testing
conditions. We therefore jointly finetune the ResNet with
the policy network, so that it can adapt itself to the learned
block dropping behavior. The principle of our joint training
procedure is similar to that of stochastic depth [22], with
the exception that the drop rates are not fixed, but are instead controlled by the policy network. Alg. 1 presents the
complete training procedure for our framework.

Algorithm 1 The pseudo-code for training our network.
Input: An input image x and its label
1: Initialize the weights of policy network W randomly
2: Set epochs for curriculum learning and joint finetuning to M cl
and M f t , respectively; and set α
3: for t ← 1 to M cl do
4:
s ← fpn (x; W)
5:
s ← α · s + (1 − α) · (1 − s)
6:
if t < K then
7:
set s [1:K − t] = 1
⊲ curriculum training
8:
end if
9:
u ∼ Bernoulli(s)
10:
Execute the ResNet according to u
11:
Evaluate reward R(u) with Eqn. 3
12:
Back-propagate gradients computed with Eqn. 6
13: end for
14: for t ← 1 to M f t do
15:
Jointly finetune ResNet and policy network
16: end for

4. Experiment
4.1. Experimental Setup
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3.2. Policy Network for Dynamic Inference Paths

predictions as well as minimal block usage, we associate
the actions taken with the following reward function:

Datasets and evaluation metrics. We evaluate our method
on three benchmarks: CIFAR-10, CIFAR-100 [27], and
I MAGE N ET (ILSVRC2012) [10]. The CIFAR datasets
consist of 60,000 32×32 colored images, with 50,000 images for training and 10,000 for testing. They are labeled for
10 and 100 classes for CIFAR-10 and CIFAR-100, respectively. Performance is measured by classification accuracy.
ImageNet contains 1.2M training images labeled for 1,000
categories. We test on the validation set of 50,000 images
and report top-1 accuracy.
Pretrained ResNet. For CIFAR-10 and CIFAR-100, we
experiment with two ResNet models that achieve promising results. In particular, ResNet-32 and ResNet-110 start
with a convolutional layer followed by 15 and 54 residual
blocks, respectively. These residual blocks, each of which
contains two convolutional layers, are evenly distributed
into 3 segments with down-sampling layers in between. Finally, a fully-connected layer with 10/100 neurons is applied. See [18] for details. For ImageNet, we adopt ResNet101 with a total of 33 residual blocks, organized into four
segments (i.e., [3, 4, 20, 3]). Here, each residual block contains three convolutional layers based on the bottleneck design [18] for computational efficiency. These models are
pretrained to match state-of-the-art performance on the corresponding datasets when run without our policy network.
Policy network architecture. For our policy network, we
use ResNets with a fraction of the depth of the base model.
For CIFAR, we use a ResNet with 3 blocks (equivalently
ResNet-8), while for ImageNet, we use a ResNet with 4
blocks (equivalently ResNet-10). In addition, we downsam-
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CIFAR-100

Acc

K

Acc (ft)

K (ft)

Acc

K

Acc (ft)

K (ft)

FirstK
RandomK
DistributeK
Ours

16.6
20.5
23.4
88.6

10
10
10
9.4

84.3
88.9
90.2
91.3

7
7
7
6.9

23.3
38.3
31.9
58.3

13
13
13
12.4

66.5
67.6
66.7
68.7

14
14
14
13.1

Full ResNet

92.3

15

92.3

15

69.3

15

69.3

15

FirstK
RandomK
DistributeK
Ours

13.3
14.5
13.0
75.4

21
21
21
20.1

71.3
90.1
92.7
93.6

17
17
17
16.9

63.5
66.3
49.6
72.1

50
50
50
49.1

57.9
68.4
69.9
73.7

31
31
31
30.2

Full ResNet

93.2

54

93.2

54

72.2

54

72.2

54

ple images to 112×112 as the input of the policy network
for ImageNet experiments. The computation required for
the policy network is 4.8% and 3.0% of the total ResNet
computation for the CIFAR (ResNet-110) and ImageNet
(ResNet-101) models respectively, making policy computations negligible (it takes about 0.5 ms per image on average for ImageNet). While a recurrent model (e.g., LSTM)
could also serve as the policy network, we found a CNN to
be more efficient with similar performance.
Implementations details. We adopt PyTorch for implementation and utilize ADAM as the optimizer. We set α to
0.8, learning rate to 1e−4, and use a batch size of 2048 during curriculum learning. For joint finetuning, we adjust the
batch size to 256 and 320 on CIFAR and ImageNet, respectively, and adjust the learning rate to 1e − 5 for ImageNet.
Our code is available at https://goo.gl/NqyNeN.

and ResNet-110 respectively, outperforming the baselines
by a large margin. Furthermore, the instance-specific nature of our method allows us to capture the inherent variance in the computational requirements of our dataset. We
notice a wide distribution in block usage depending on the
image. With ResNet-110, nearly 15% of the images use
fewer than 10 blocks, with some images using as few as
3 blocks. This variance cannot be captured by any static
policies. Similar trends are observed on CIFAR-100. This
confirms that dropping residual blocks with policies computed in a learned manner is indeed significantly better than
heuristic dropping behaviors. The fact that RandomK performs better than FirstK is interesting, suggesting the value
of having residual blocks at different segments to learn feature representations at different scales.

4.2. Quantitative Results

Impact of joint finetuning. Next we analyze the impact of
joint finetuning (cf. Sec. 3.3) for both our approach and the
baselines, denoted ft in Table 1.

Learned policies vs. heuristics. We compare our block
dropping strategy to the following alternative methods:
(1) F IRST K, which keeps only the first K residual blocks
active; (2) R ANDOM K, which keeps K randomly selected
residual blocks active; (3) D ISTRIBUTE K, which evenly
distributes K blocks across all segments. For all baselines,
we choose K to match the average number of blocks used
by BlockDrop, rounding up as needed. DistributeK allows
us to see if feature combinations of different blocks learned
by BlockDrop are better than features learned from the restricted set of early blocks of each segment. This setting
resembles the allowable feature combinations from early
stopping models applied to ResNets.
The results in Table 1 highlight the advantage of our
instance-specific policy. On CIFAR-10, the learned policies give an accuracy of 88.6% and 75.4% using an average of 9.4 and 20.1 blocks from the original ResNet-32

Joint finetuning further significantly improves classification accuracy using fewer (or almost the same) number of
blocks. In particular, on CIFAR-10, it offers absolute performance gains of 2.7% and 18.2% using 2.5 and 3.2 fewer
blocks with ResNet-32 and ResNet-110 respectively compared with curriculum training alone. Similarly, on CIFAR100, joint finetuning improves accuracies and brings down
block usage with ResNet-110. For ResNet-32, we observe
0.7 more blocks on average are used after finetuning, which
might be due to the challenging nature of CIFAR-100 requiring more blocks to make correct predictions. Comparing ResNet-110 with ResNet-32, we observe that the computational speed-ups are more dramatic for deeper ResNets
owing to the fact that there are more blocks with potentially
diverse features to select from. When built upon ResNet110, our method outperforms the pretrained model by 0.4%
and 1.5% (absolute) using 31% and 55.9% of the original
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BlockDrop vs. state-of-the-art methods. We next compare BlockDrop to several techniques from the literature.
We vary γ, which controls our algorithm’s trade-off between block usage and accuracy, to get a range of models
with varying computational requirements. We compute the
average FLOPs utilized to classify each image in the test
set; FLOPs are a hardware independent metric, allowing for
fair comparisons across models. 3
We compare to the following state-of-the-art methods 4 :
(1) ACT and (2) SACT [14], (3) PFEC [32], (4) LCCL [12].
ACT and SACT learn a halting score at the end of each
block, and exit the model when a high-confidence is obtained. PFEC and LCCL reduce the parameters of convolutional layers by either pruning or sparsity constraints, which
is complementary to our method. Other model compression
methods cited earlier do not report results on larger ResNet
models, and hence are not available to compare here.
Figure 3 (a) presents the results on CIFAR. We observe
that our best model offers 0.4% performance gain in accuracy (93.6% vs. 93.2%) using 65% fewer FLOPs on average
(1.73 × 108 vs. 5.08 × 108 ) over the original ResNet-110
model. The performance gains might result from the regularization effect of dropping blocks when finetuning the network as in [22]. Compared to ACT and SACT, our method
only requires 50% of the FLOPs to achieve the same level
of precision (>93.0%). BlockDrop also exhibits a much
higher variance in its FLOPs over other methods. Compared to SACT, this variance is 3 times larger, allowing
some samples to achieve a speedup as high as 85% with
correct predictions. Further, BlockDrop also outperforms
PFEC [32] and LCCL [12], which are complementary compression techniques and can be utilized together with our
framework to speed up convolution operations.
Figure 3 (b) presents the results for ImageNet. Compared with the original ResNet-101 model, BlockDrop
again achieves slightly better results (76.8% vs. 76.4%) with
6% speed up (1.47×1010 vs. 1.56×1010 FLOPs). BlockDrop performs on par with the full ResNet with a 20%
speed up (1.25×1010 vs. 1.56×1010 FLOPs) when we relax
γ slightly. This 20% acceleration without degradation in accuracy is quite promising. For example, in a high-precision
3 Note that we consider the multiply-accumulate operation as a two step
process yielding two floating point operations and we only compute FLOPs
for convolutional layers and linear layers as they account for most of the
computation for inference.
4 For ACT and SACT on CIFAR, we train models with the authors’
code. For the rest, we compare to numbers in the respective papers.

(a) CIFAR-10

(b) ImageNet

Figure 3: FLOPs vs. accuracy on CIFAR-10 and ImageNet. Results compared to several state-of-the art methods. Error bars denote the standard deviation across images.

Full ResNet
Ours-single
Ours-seq

Time (ms)
7.71
6.56
9.92

Speed-up
–
14.9%
-28.7%

Full ResNet
Ours-single
Ours-seq

24.1
10.9
29.1

–
52.3%
-20.7%
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Table 1: Accuracy and block usage with our policies vs. heuristic baselines, with and without jointly finetuning (ft) for
all methods. For fair comparisons, K is selected based on the average block usage of our method, and this can be different
before and after finetuning. Note that the average value of K for our method is reported here for brevity. It is determined
dynamically per image, and can be as low as 3 (out of 54) in ResNet-110 on CIFAR-10.

blocks on CIFAR-10 and CIFAR-100, respectively. Additionally, we observe that some images use as few as 5 blocks
for inference. These results confirm that joint finetuning can
indeed assist the ResNet to adapt to the removal of blocks
by refining its feature representations while maintaining its
capacity for instance-specific variation.

ResNet-110 ResNet-32

ResNet-110

ResNet-32

CIFAR-10

Table 2: Impact of our single-step policy inference on
efficiency for CIFAR-10. See text for details.
image recognition service accepting 1 billion daily API
calls, such a speedup would save around 1000 hours of computation on a single P6000 GPU (0.024 seconds/image).
Efficiency advantage of single-step policy. The singlestep design of our policy network—where the full dynamic
inference path is computed without revisiting intermediate
outputs of the network—has important efficiency advantages. In short, it permits lower policy execution overhead.
To examine the impact empirically, we devised a variant of
BlockDrop that uses traditional RL policy learning to instead make sequential decisions (see Supp. for details). We
select models of both variants that attain equivalent accuracy, with the same number of blocks. To ensure fair comparison, we run all three models on the same single NVIDIA
P6000 GPU while disabling other processes.
Table 2 shows the results for CIFAR-10. We report
the time per test image and the speed-up over the original
ResNet run in entirety with no block dropping. This result
confirms the efficiency advantage of our single-step design:
to reach the same accuracy, we need much less overhead
(e.g., less than 60% of the time required by the sequential
variant). In fact, the sequential variant takes even longer to
run than the original full ResNet models, yielding a negative speed-up. These results reaffirm our choice to compute
all actions in one shot rather than compute them sequentially. They also stress the importance of accounting for
any overhead a deep net speed-up scheme incurs to make
its speed-up decisions.
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References
Policy 1

Policy 2

Policy 3

Orange

Castle

Volcano

Hamster

Figure 4: Policies learned for four ImageNet classes, volcano, orange, hamster and castle. These policies correspond to
a set of active paths in the ResNet, which seem to cater to different “states” of images of the particular class. For volcano,
these include features like smoke, lava, etc., while for orange they include whether it is sliced/whole, quantity.

4.3. Qualitative Results
easy

Visual patterns in policies. Intuitively, related images can
be recognized by their similar characteristics (e.g., lowlevel clues like texture and color). Here, we analyze similarity in terms of the policies they utilize by sampling dominant
policies for each class and visualizing samples from them.
Figure 4 shows samples utilizing three different policies for
four classes. It can be clearly seen that images under the
same policy are similar, and different policies encode different styles, although they all correspond to the same semantic concept. For example, the first inference path for the
“orange” class caters to images containing a pile of oranges,
and close up views of oranges activate the second inference
path, while images containing slices of oranges are routed
through the third inference path. These results indicate that
different paths encode meaningful semantic visual patterns,
based on the input images. While this happens in standard
ResNets as well, all images necessarily utilize all the paths,
and disentangling this information is not possible.
Instance difficulty. Instance difficulty is well understood in
the context of prediction confidence, where easy and difficult examples are classified with high and low probabilities,
respectively. Inspired by the above analysis that revealed interesting correlations between the inference policies and the
visual patterns in the images, we try to characterize instance
difficulty in terms of block usage. We hypothesize that simple examples (e.g. images with clear objects, without occlusions) require fewer computations to be correctly recognized. To qualitatively analyze the correlations between instance difficulty and block usage, we utilize learned policies
that lead to high-confidence predictions for each class.
Figure 5 illustrates samples from ImageNet. The top row
contains images that are correctly classified with the least
number of blocks, while samples in the bottom row utilize
the most blocks. We see that samples using fewer blocks are
indeed easier to identify since they contain single frontalview objects positioned in the center, while several objects,

hard
Goldfish - easy (23 blocks) vs. hard (29 blocks)

Artichoke - easy (18 blocks) vs. hard (28 blocks)

easy

hard
Spacecraft - easy (23 blocks) vs. hard (29 blocks)

Bridge - easy (24 blocks) vs. hard (29 blocks)

Figure 5: Samples from ImageNet classes. Easy and hard
samples from goldfish, artichoke, spacecraft and bridge to
illustrate how block usage translates to instance difficulty.
occlusion, or cluttered background occur in samples that require more blocks. This confirms our hypothesis that block
usage is a function of instance difficulty. We stress that this
“sorting” into easy or hard cases falls out automatically; it
is learned by BlockDrop.

5. Conclusion
We presented BlockDrop, an approach for faster inference in ResNets by selectively choosing residual blocks to
evaluate in a learned and optimized manner conditioned on
inputs. In particular, we trained a policy network to predict blocks to drop in a pretrained ResNet while trying to
retain the prediction accuracy. The ResNet is further jointly
finetuned to produce smooth feature representations tailored
for block dropping behavior. We conducted extensive experiments on CIFAR and ImageNet, observing considerable gains over existing methods in terms of the efficiencyaccuracy trade-off. Further, we also observe that the policies learned encode semantic information in the images.
Acknowledgments: Rogerio Feris is supported by IARPA via DOI/IBC contract
number D17PC00341. The U.S. Government is authorized to reproduce and distribute reprints for Governmental purposes notwithstanding any copyright annotation
thereon. Disclaimer: The views and conclusions contained herein are those of the
authors and should not be interpreted as necessarily representing the official policies
or endorsements, either expressed or implied, of IARPA, DOI/IBC, or the U.S. Government. Kristen Grauman is supported in part by an IBM Faculty Award and IBM
Open Collaboration Award.
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Finally, we provide qualitative results based on our
learned policies. We investigate the visual patterns encoded
in these learned policies and then analyze the relation between block usage and instance difficulty.
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The graph convolutional networks (GCN) recently proposed by Kipf and Welling
are an effective graph model for semi-supervised learning. This model, however,
was originally designed to be learned with the presence of both training and test
data. Moreover, the recursive neighborhood expansion across layers poses time
and memory challenges for training with large, dense graphs. To relax the requirement of simultaneous availability of test data, we interpret graph convolutions as
integral transforms of embedding functions under probability measures. Such an
interpretation allows for the use of Monte Carlo approaches to consistently estimate the integrals, which in turn leads to a batched training scheme as we propose
in this work—FastGCN. Enhanced with importance sampling, FastGCN not only
is efficient for training but also generalizes well for inference. We show a comprehensive set of experiments to demonstrate its effectiveness compared with GCN
and related models. In particular, training is orders of magnitude more efficient
while predictions remain comparably accurate.

I NTRODUCTION

Graphs are universal representations of pairwise relationship. Many real world data come naturally
in the form of graphs; e.g., social networks, gene expression networks, and knowledge graphs.
To improve the performance of graph-based learning tasks, such as node classification and link
prediction, recently much effort is made to extend well-established network architectures, including
recurrent neural networks (RNN) and convolutional neural networks (CNN), to graph data; see, e.g.,
Bruna et al. (2013); Duvenaud et al. (2015); Li et al. (2015); Jain et al. (2015); Henaff et al. (2015);
Niepert et al. (2016); Kipf & Welling (2016a;b).
Whereas learning feature representations for graphs is an important subject among this effort, here,
we focus on the feature representations for graph vertices. In this vein, the closest work that applies
a convolution architecture is the graph convolutional network (GCN) (Kipf & Welling, 2016a;b).
Borrowing the concept of a convolution filter for image pixels or a linear array of signals, GCN uses
the connectivity structure of the graph as the filter to perform neighborhood mixing. The architecture
may be elegantly summarized by the following expression:
H (l+1) = σ(ÂH (l) W (l) ),
where Â is some normalization of the graph adjacency matrix, H (l) contains the embedding (rowwise) of the graph vertices in the lth layer, W (l) is a parameter matrix, and σ is nonlinearity.
As with many graph algorithms, the adjacency matrix encodes the pairwise relationship for both
training and test data. The learning of the model as well as the embedding is performed for both
data simultaneously, at least as the authors proposed. For many applications, however, test data
may not be readily available, because the graph may be constantly expanding with new vertices
(e.g. new members of a social network, new products to a recommender system, and new drugs
for functionality tests). Such scenarios require an inductive scheme that learns a model from only a
training set of vertices and that generalizes well to any augmentation of the graph.
∗
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A more severe challenge for GCN is that the recursive expansion of neighborhoods across layers
incurs expensive computations in batched training. Particularly for dense graphs and powerlaw
graphs, the expansion of the neighborhood for a single vertex quickly fills up a large portion of the
graph. Then, a usual mini-batch training will involve a large amount of data for every batch, even
with a small batch size. Hence, scalability is a pressing issue to resolve for GCN to be applicable to
large, dense graphs.

Concretely, consider the standard SGD scenario where the loss is the expectation of some function
g with respect to a data distribution D:
L = Ex∼D [g(W ; x)].
Here, W denotes the model parameter to be optimized. Of course, the data distribution is generally
unknown and one instead minimizes the empirical loss through accessing n iid samples x1 , . . . , xn :
n
1
Lemp =
g(W ; xi ),
xi ∼ D, ∀ i.
n i=1
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The proposed approach, coined FastGCN, not only rids the reliance on the test data but also yields
a controllable cost for per-batch computation. At the time of writing, we notice a newly published
work GraphSAGE (Hamilton et al., 2017) that proposes also the use of sampling to reduce the
computational footprint of GCN. Our sampling scheme is more economic, resulting in a substantial
saving in the gradient computation, as will be analyzed in more detail in Section 3.3. Experimental
results in Section 4 indicate that the per-batch computation of FastGCN is more than an order of
magnitude faster than that of GraphSAGE, while classification accuracies are highly comparable.

2

R ELATED W ORK

Over the past few years, several graph-based convolution network models emerged for addressing applications of graph-structured data, such as the representation of molecules (Duvenaud et al.,
2015). An important stream of work is built on spectral graph theory (Bruna et al., 2013; Henaff
et al., 2015; Defferrard et al., 2016). They define parameterized filters in the spectral domain, inspired by graph Fourier transform. These approaches learn a feature representation for the whole
graph and may be used for graph classification.
Another line of work learns embeddings for graph vertices, for which Goyal & Ferrara (2017) is a
recent survey that covers comprehensively several categories of methods. A major category consists
of factorization based algorithms that yield the embedding through matrix factorizations; see, e.g.,
Roweis & Saul (2000); Belkin & Niyogi (2001); Ahmed et al. (2013); Cao et al. (2015); Ou et al.
(2016). These methods learn the representations of training and test data jointly. Another category
is random walk based methods (Perozzi et al., 2014; Grover & Leskovec, 2016) that compute node
representations through exploration of neighborhoods. LINE (Tang et al., 2015) is also such a technique that is motivated by the preservation of the first and second-order proximities. Meanwhile,
there appear a few deep neural network architectures, which better capture the nonlinearity within
graphs, such as SDNE (Wang et al., 2016). As motivated earlier, GCN (Kipf & Welling, 2016a) is
the model on which our work is based.
The most relevant work to our approach is GraphSAGE (Hamilton et al., 2017), which learns node
representations through aggregation of neighborhood information. One of the proposed aggregators
employs the GCN architecture. The authors also acknowledge the memory bottleneck of GCN and
hence propose an ad hoc sampling scheme to restrict the neighborhood size. Our sampling approach
is based on a different and more principled formulation. The major distinction is that we sample
vertices rather than neighbors. The resulting computational savings are analyzed in Section 3.3.

3

T RAINING AND I NFERENCE THROUGH S AMPLING

In each step of SGD, the gradient is approximated by ∇g(W ; xi ), an (assumed) unbiased sample
of ∇L. One may interpret that each gradient step makes progress toward the sample loss g(W ; xi ).
The sample loss and the sample gradient involve only one single sample xi .

For graphs, one may no longer leverage the independence and compute the sample gradient
∇g(W ; xi ) by discarding the information of i’s neighboring vertices and their neighbors, recursively. We therefore seek an alternative formulation. In order to cast the learning problem under
the same sampling framework, let us assume that there is a (possibly infinite) graph G with the
vertex set V  associated with a probability space (V  , F, P ), such that for the given graph G, it is an
induced subgraph of G and its vertices are iid samples of V  according to the probability measure
P . For the probability space, V  serves as the sample space and F may be any event space (e.g., the

power set F = 2V ). The probability measure P defines a sampling distribution.
To resolve the problem of lack of independence caused by convolution, we interpret that each layer
of the network defines an embedding function of the vertices (random variable) that are tied to the
same probability measure but are independent. See Figure 1. Specifically, recall the architecture of
GCN
n
1
g(H (M ) (i, :)).
H̃ (l+1) = ÂH (l) W (l) , H (l+1) = σ(H̃ (l+1) ), l = 0, . . . , M − 1, L =
n i=1
(1)
For the functional generalization, we write

(l+1)
(v) = Â(v, u)h(l) (u)W (l) dP (u), h(l+1) (v) = σ(h̃(l+1) (v)), l = 0, . . . , M − 1,
h̃
L = Ev∼P [g(h(M ) (v))] =
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To address both challenges, we propose to view graph convolutions from a different angle and
interpret them as integral transforms of embedding functions under probability measures. Such a
view provides a principled mechanism for inductive learning, starting from the formulation of the
loss to the stochastic version of the gradient. Specifically, we interpret that graph vertices are iid
samples of some probability distribution and write the loss and each convolution layer as integrals
with respect to vertex embedding functions. Then, the integrals are evaluated through Monte Carlo
approximation that defines the sample loss and the sample gradient. One may further alter the
sampling distribution (as in importance sampling) to reduce the approximation variance.

(2)

g(h(M ) (v)) dP (v).

(3)

Here, u and v are independent random variables, both of which have the same probability measure
P . The function h(l) is interpreted as the embedding function from the lth layer. The embedding
functions from two consecutive layers are related through convolution, expressed as an integral
transform, where the kernel Â(v, u) corresponds to the (v, u) element of the matrix Â. The loss is
the expectation of g(h(M ) ) for the final embedding h(M ) . Note that the integrals are not the usual
Riemann–Stieltjes integrals, because the variables u and v are graph vertices but not real numbers;
however, this distinction is only a matter of formalism.
Writing GCN in the functional form allows for evaluating the integrals in the Monte Carlo manner,
which leads to a batched training algorithm and also to a natural separation of training and test data,
(l)
(l)
as in inductive learning. For each layer l, we use tl iid samples u1 , . . . , utl ∼ P to approximately
evaluate the integral transform (2); that is,
(l+1)

h̃tl+1 (v) :=

tl
1
(l) (l) (l)
Â(v, uj )htl (uj )W (l) ,
tl j=1

(l+1)

(l+1)

htl+1 (v) := σ(h̃tl+1 (v)),

l = 0, . . . , M − 1,

(0)

with the convention ht0 ≡ h(0) . Then, the loss L in (3) admits an estimator
tM
1 

One striking difference between GCN and many standard neural network architectures is the lack of
independence in the sample loss. Training algorithms such as SGD and its batch generalization are
designed based on the additive nature of the loss function with respect to independent data samples.
For graphs, on the other hand, each vertex is convolved with all its neighbors and hence defining a
sample gradient that is efficient to compute is beyond straightforward.

The follow result establishes that the estimator is consistent. The proof is a recursive application of
the law of large numbers and the continuous mapping theorem; it is given in the appendix.

2

3

Lt0 ,t1 ,...,tM :=

tM

(M )

(M )

g(htM (ui

)).

i=1
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batch

Algorithm 1 FastGCN batched training (one epoch)

H(2)

h(2)(v)

H(1)

h(1)(v)

H(0)

1: for each batch do
(l)
(l)
2:
For each layer l, sample uniformly tl vertices u1 , . . . , utl
3:
for each layer l do
 Compute batch gradient ∇Lbatch
4:
If v is sampled in the next layer,

∇H̃ (l+1) (v, :) ←
5:
end for
6:
W ← W − η∇Lbatch
7: end for

h(0)(v)
Graph convolution view

Integral transform view

Theorem 1. If g and σ are continuous, then
lim
Lt0 ,t1 ,...,tM = L
t0 ,t1 ,...,tM →∞

with probability one.

In practical use, we are given a graph whose vertices are already assumed to be samples. Hence, we
will need bootstrapping to obtain a consistent estimate. In particular, for the network architecture (1),
(M )
(M )
the output H (M ) is split into batches as usual. We will still use u1 , . . . , utM to denote a batch of
vertices, which come from the given graph. For each batch, we sample (with replacement) uniformly
(l)
each layer and obtain samples ui , i = 1, . . . , tl , l = 0, . . . , M − 1. Such a procedure is equivalent
to uniformly sampling the rows of H (l) for each l. Then, we obtain the batch loss
Lbatch =
where, recursively,

1
tM

tM


(M )

g(H (M ) (ui

(4)

, :)),

i=1




tl

n
(l)
(l)
H (l+1) (v, :) = σ 
Â(v, uj )H (l) (uj , :)W (l)  ,
tl j=1

l = 0, . . . , M − 1.

(5)

Here, the n inside the activation function σ is the number of vertices in the given graph and is used to
account for the normalization difference between the matrix form (1) and the integral form (2). The
corresponding batch gradient may be straightforwardly obtained through applying the chain rule on
each H (l) . See Algorithm 1.
3.1

 SGD step

Layer l + 1; random variable v
Layer l; random variable u

Function

Samples

Num. samples

(l+1)
h̃tl+1 (v) → y(v)
(l)
htl (u)W (l) → x(u)

(l+1)
ui
→ vi
(l)
u j → uj

tl+1 → s
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Figure 1: Two views of GCN. On the left (graph convolution view), each circle represents a graph
vertex. On two consecutive rows, a circle i is connected (in gray line) with circle j if the two corresponding vertices in the graph are connected. A convolution layer uses the graph connectivity
structure to mix the vertex features/embeddings. On the right (integral transform view), the embedding function in the next layer is an integral transform (illustrated by the orange fanout shape) of the
one in the previous layer. For the proposed method, all integrals (including the loss function) are
evaluated by using Monte Carlo sampling. Correspondingly in the graph view, vertices are subsampled in a bootstrapping manner in each layer to approximate the convolution. The sampled portions
are collectively denoted by the solid blue circles and the orange lines.

tl


n
(l)
(l)
Â(v, uj )∇ H (l) (uj , :)W (l)
tl j=1

tl → t

Under the joint distribution of v and u, the aforementioned sample average is


s
s
t
1  1 
1
y(vi ) =
G :=
Â(vi , uj )x(uj ) .
s i=1
s i=1 t j=1
First, we have the following result.
Proposition 2. The variance of G admits

1
st

1
s



where
R=

1
s



1−

1
t





Var{G} = R +

e(v)2 dP (v) −

Â(v, u)2 x(u)2 dP (u) dP (v),

e(v) dP (v)

2

and

e(v) =



(6)

Â(v, u)x(u) dP (u).

The variance (6) consists of two parts. The first part R leaves little room for improvement, because
the sampling in the v space is not done in this layer. The second part (the double integral), on
the other hand, depends on how the uj ’s in this layer are sampled. The current result (6) is the
consequence of sampling uj ’s by using the probability measure P . One may perform importance
sampling, altering the sampling distribution to reduce variance. Specifically, let Q(u) be the new
probability measure, where the uj ’s are drawn from. We hence define the new sample average
approximation

 
t
dP (u) 
1
,
u1 , . . . , ut ∼ Q,
Â(v, uj )x(uj )
yQ (v) :=
t j=1
dQ(u) uj
and the quantity of interest

VARIANCE R EDUCTION

As for any estimator, one is interested in improving its variance. Whereas computing the full
variance is highly challenging because of nonlinearity in all the layers, it is possible to consider
each single layer and aim at improving the variance of the embedding function before nonlinearity.
(l+1)
Specifically, consider for the lth layer, the function h̃tl+1 (v) as an approximation to the convolu
(l)
(l+1)
(l+1)
, . . . , utl+1 , the sample
tion Â(v, u)htl (u)W (l) dP (u). When taking tl+1 samples v = u1
(l+1)

average of h̃tl+1 (v) admits a variance that captures the deviation from the eventual loss contributed
by this layer. Hence, we seek an improvement of this variance. Now that we consider each layer
separately, we will do the following change of notation to keep the expressions less cumbersome:
4




 
s
s
t
1
1  1 
dP (u) 
.
GQ :=
yQ (vi ) =
Â(vi , uj )x(uj )
s i=1
s i=1 t j=1
dQ(u) uj

Clearly, the expectation of GQ is the same as that of G, regardless of the new measure Q. The
following result gives the optimal Q.
Theorem 3. If

 12
b(u)|x(u)| dP (u)
2

where b(u) =
Â(v, u) dP (v) ,
(7)
dQ(u) =
b(u)|x(u)| dP (u)
5
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then the variance of GQ admits

3.2

Var{GQ } = R +

1
st



b(u)|x(u)| dP (u)

2

,

(8)

where R is defined in Proposition 2. The variance is minimum among all choices of Q.
A drawback of defining the sampling distribution Q in this manner is that it involves |x(u)|, which
constantly changes during training. It corresponds to the product of the embedding matrix H (l)
and the parameter matrix W (l) . The parameter matrix is updated in every iteration; and the matrix
product is expensive to compute. Hence, the cost of computing the optimal measure Q is quite high.
As a compromise, we consider a different choice of Q, which involves only b(u). The following
proposition gives the precise definition. The resulting variance may or may not be smaller than (6).
In practice, however, we find that it is almost always helpful.
b(u)2 dP (u)
dQ(u) = 
b(u)2 dP (u)

where b(u) is defined in (7), then the variance of GQ admits


1
b(u)2 dP (u) x(u)2 dP (u),
Var{GQ } = R +
st

(9)

The sampling approach described in the preceding subsection clearly separates out test data from
training. Such an approach is inductive, as opposed to transductive that is common for many graph
algorithms. The essence is to cast the set of graph vertices as iid samples of a probability distribution,
so that the learning algorithm may use the gradient of a consistent estimator of the loss to perform
parameter update. Then, for inference, the embedding of a new vertex may be either computed
by using the full GCN architecture (1), or approximated through sampling as is done in parameter
learning. Generally, using the full architecture is more straightforward and easier to implement.
3.3

C OMPARISON WITH G RAPH SAGE

GraphSAGE (Hamilton et al., 2017) is a newly proposed architecture for generating vertex embeddings through aggregating neighborhood information. It shares the same memory bottleneck with
GCN, caused by recursive neighborhood expansion. To reduce the computational footprint, the authors propose restricting the immediate neighborhood size for each layer. Using our notation for
the sample size, if one samples tl neighbors for each vertex in the lth layer, then the size of the
expanded neighborhood is, in the worst case, the product of the tl ’s. On the other hand, FastGCN
samples vertices rather than neighbors in each layer. Then, the total number of involved vertices is
at most the sum of the tl ’s, rather than the product. See experimental results in Section 4 for the
order-of-magnitude saving in actual computation time.

where R is defined in Proposition 2.

4

With this choice of the probability measure Q, the ratio dQ(u)/dP (u) is proportional to b(u)2 ,
which is simply the integral of Â(v, u)2 with respect to v. In practical use, for the network architecture (1), we define a probability mass function for all the vertices in the given graph:

q(u) = Â(:, u)2 /
Â(:, u )2 , u ∈ V

We follow the experiment setup in Kipf & Welling (2016a) and Hamilton et al. (2017) to demonstrate the effective use of FastGCN, comparing with the original GCN model as well as GraphSAGE, on the following benchmark tasks: (1) classifying research topics using the Cora citation
data set (McCallum et al., 2000); (2) categorizing academic papers with the Pubmed database; and
(3) predicting the community structure of a social network modeled with Reddit posts. These data
sets are downloaded from the accompany websites of the aforementioned references. The graphs
have increasingly more nodes and higher node degrees, representative of the large and dense setting under which our method is motivated. Statistics are summarized in Table 1. We adjusted the
training/validation/test split of Cora and Pubmed to align with the supervised learning scenario.
Specifically, all labels of the training examples are used for training, as opposed to only a small
portion in the semi-supervised setting (Kipf & Welling, 2016a). Such a split is coherent with that
of the other data set, Reddit, used in the work of GraphSAGE. Additional experiments using the
original split of Cora and Pubmed are reported in the appendix.

u ∈V

and sample t vertices u1 , . . . , ut according to this distribution. From the expression of q, we see that
it has no dependency on l; that is, the sampling distribution is the same for all layers. To summarize,
the batch loss Lbatch in (4) now is recursively expanded as


(l)
tl
(l) (l)
(l)

)H
(u
,
:)W
Â(v,
u
1
j
j
 , u(l)
H (l+1) (v, :) = σ 
l = 0, . . . , M − 1. (10)
j ∼ q,
(l)
tl j=1
q(u )
j

The major difference between (5) and (10) is that the former obtains samples uniformly whereas the
latter according to q. Accordingly, the scaling inside the summation changes. The corresponding
batch gradient may be straightforwardly obtained through applying the chain rule on each H (l) . See
Algorithm 2.
Algorithm 2 FastGCN batched training (one epoch), improved version
1: For each vertex u, compute sampling probability q(u) ∝ Â(:, u)2
2: for each batch do
(l)
(l)
3:
For each layer l, sample tl vertices u1 , . . . , utl according to distribution q
4:
for each layer l do
 Compute batch gradient ∇Lbatch
5:
If v is sampled in the next layer,

∇H̃

(l+1)

6:
end for
7:
W ← W − η∇Lbatch
8: end for

(l)
tl

Â(v, uj )  (l) (l)
1
(l)
(v, :) ←
(u
,
:)W
∇
H
j
tl j=1 q(u(l) )
j

 SGD step

6
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Proposition 4. If

I NFERENCE

Table 1: Dataset Statistics
Dataset
Cora
Pubmed
Reddit

Nodes
2, 708
19, 717
232, 965

Edges
5, 429
44, 338
11, 606, 919

Classes
7
3
41

Features
1, 433
500
602

Training/Validation/Test
1, 208/500/1, 000
18, 217/500/1, 000
152, 410/23, 699/55, 334

Implementation details are as following. All networks (including those under comparison) contain
two layers as usual. The codes of GraphSAGE and GCN are downloaded from the accompany
websites and the latter is adapted for FastGCN. Inference with FastGCN is done with the full GCN
network, as mentioned in Section 3.2. Further details are contained in the appendix.
We first consider the use of sampling in FastGCN. The left part of Table 2 (columns under “Sampling”) lists the time and classification accuracy as the number of samples increases. For illustration
purpose, we equalize the sample size on both layers. Clearly, with more samples, the per-epoch
training time increases, but the accuracy (as measured by using micro F1 scores) also improves
generally.
An interesting observation is that given input features H (0) , the product ÂH (0) in the bottom layer
does not change, which means that the chained expansion of the gradient with respect to W (0) in
7

173

Published as a conference paper at ICLR 2018

Published as a conference paper at ICLR 2018

Precompute
Time
F1
0.139 0.849
0.141 0.870
0.144 0.879
0.142 0.880

0.9

10

25

50
Uniform
Importance

0.85
0.8

0.94

F1 Score

Sampling
Time
F1
0.737 0.859
0.755 0.863
0.760 0.873
0.774 0.864

t1
5
10
25
50

Uniform
Importance

0.8

0.75

F1 Score

Table 2: Benefit of precomputing ÂH (0) for
the input layer. Data set: Pubmed. Training time is in seconds, per-epoch (batch size
1024). Accuracy is measured by using micro
F1 score.

F1 Score

0.85

10

25

50
Uniform
Importance

0.92
0.9

25

50

100

Sample size

We now demonstrate that the proposed method is significantly faster than the original GCN as well
as GraphSAGE, while maintaining comparable prediction performance. See Figure 3. The bar
heights indicate the per-batch training time, in the log scale. One sees that GraphSAGE is a substantial improvement of GCN for large and dense graphs (e.g., Reddit), although for smaller ones
(Cora and Pubmed), GCN trains faster. FastGCN is the fastest, with at least an order of magnitude
improvement compared with the runner up (except for Cora), and approximately two orders of magnitude speed up compared with the slowest. Here, the training time of FastGCN is with respect to
the sample size that achieves the best prediction accuracy. As seen from the table on the right, this
accuracy is highly comparable with the best of the other two methods.

Time (seconds)

10

Micro F1 Score
Cora Pubmed
FastGCN
0.850
0.880
GraphSAGE-GCN 0.829
0.849
GraphSAGE-mean 0.822
0.888
GCN (batched)
0.851
0.867
GCN (original)
0.865
0.875

-1

10-2

10-3

Cora

Pubmed

Reddit
0.937
0.923
0.946
0.930
NA

Reddit

Figure 3: Per-batch training time in seconds (left) and prediction accuracy (right). For timing,
GraphSAGE refers to GraphSAGE-GCN in Hamilton et al. (2017). The timings of using other aggregators, such as GraphSAGE-mean, are similar. GCN refers to using batched learning, as opposed
to the original version that is nonbatched; for more details of the implementation, see the appendix.
The nonbatched version of GCN runs out of memory on the large graph Reddit. The sample sizes
for FastGCN are 400, 100, and 400, respectively for the three data sets.
8

FastGCN
GraphSAGE-GCN (old impl)
GraphSAGE-GCN (new impl)
GCN (batched)

5

Cora
0.0084
1.1630
0.0380
0.0166

Pubmed
0.0047
0.3579
0.3989
0.0815

Reddit
0.0129
0.4260
NA
2.1731
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Next, we compare the sampling approaches for FastGCN: uniform and importance sampling. Figure 2 summarizes the prediction accuracy under both approaches. It shows that importance sampling
consistently yields higher accuracy than does uniform sampling. Since the altered sampling distribution (see Proposition 4 and Algorithm 2) is a compromise alternative of the optimal distribution
that is impractical to use, this result suggests that the variance of the used sampling indeed is smaller
than that of uniform sampling; i.e., the term (9) stays closer to (8) than does (6). A possible reason
is that b(u) correlates with |x(u)|. Hence, later experiments will apply importance sampling.

FastGCN
GraphSAGE
GCN

Table 3: Further comparison of per-batch training time (in seconds) with new implementation of
GraphSAGE for small graphs. The new implementation is in PyTorch whereas the rest are in TensorFlow.

Figure 2: Prediction accuracy: uniform versus importance sampling. The three data sets from top to bottom
are ordered the same as Table 1.

the last step is a constant throughout training. Hence, one may precompute the product rather than
sampling this layer to gain efficiency. The compared results are listed on the right part of Table 2
(columns under “Precompute”). One sees that the training time substantially decreases while the
accuracy is comparable. Hence, all the experiments that follow use precomputation.

100

In the discussion period, the authors of GraphSAGE offered an improved implementation of their
codes and alerted that GraphSAGE was better suited for massive graphs. The reason is that for small
graphs, the sample size (recalling that it is the product across layers) is comparable to the graph size
and hence improvement is marginal; moreover, sampling overhead might then adversely affect the
timing. For fair comparison, the authors of GraphSAGE kept the sampling strategy but improved the
implementation of their original codes by eliminating redundant calculations of the sampled nodes.
Now the per-batch training time of GraphSAGE compares more favorably on the smallest graph
Cora; see Table 3. Note that this implementation does not affect large graphs (e.g., Reddit) and our
observation of orders of magnitude faster training remains valid.

We have presented FastGCN, a fast improvement of the GCN model recently proposed by Kipf &
Welling (2016a) for learning graph embeddings. It generalizes transductive training to an inductive
manner and also addresses the memory bottleneck issue of GCN caused by recursive expansion of
neighborhoods. The crucial ingredient is a sampling scheme in the reformulation of the loss and the
gradient, well justified through an alternative view of graph convoluntions in the form of integral
transforms of embedding functions. We have compared the proposed method with additionally
GraphSAGE (Hamilton et al., 2017), a newly published work that also proposes using sampling
to restrict the neighborhood size, although the two sampling schemes substantially differ in both
algorithm and cost. Experimental results indicate that our approach is orders of magnitude faster
than GCN and GraphSAGE, while maintaining highly comparable prediction performance with the
two.
The simplicity of the GCN architecture allows for a natural interpretation of graph convolutions in
terms of integral transforms. Such a view, yet, generalizes to many graph models whose formulations
are based on first-order neighborhoods, examples of which include MoNet that applies to (meshed)
manifolds (Monti et al., 2017), as well as many message-passing neural networks (see e.g., Scarselli
et al. (2009); Gilmer et al. (2017)). The proposed work elucidates the basic Monte Carlo ingredients
for consistently estimating the integrals. When generalizing to other networks aforementioned, an
additional effort is to investigate whether and how variance reduction may improve the estimator, a
possibly rewarding avenue of future research.
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(1)

h̃t1 (v) =

t0
1 
(0)
(0)
Â(v, uj )h(0) (uj )W (0)
t0 j=1

converges almost surely to h̃(1) (v). Then, because the activation function σ is continuous,
(1)
(1)
the continuous mapping theorem implies that ht1 (v) = σ(h̃t1 (v)) converges almost surely to

(1)
h(1) (v) = σ(h̃(1) (v)). Thus, Â(v, u)ht1 (u)W (1) dP (u) converges almost surely to h̃(2) (v) =

Â(v, u)h(1) (u)W (1) dP (u), where note that the probability space is with respect to the 0th layer
and hence has nothing to do with that of the variable u or v in this statement. Similarly,
(2)

h̃t2 (v) =
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t1
1 
(1) (1) (1)
Â(v, uj )ht1 (uj )W (1)
t1 j=1


(1)
converges almost surely to Â(v, u)ht1 (u)W (1) dP (u) and thus to h̃(2) (v). A simple induction
completes the rest of the proof.
Proof of Proposition 2. Conditioned on v, the expectation of y(v) is

E[y(v)|v] = Â(v, u)x(u) dP (u) = e(v),
and the variance is 1/t times that of Â(v, u)x(u), i.e.,


1
2
2
2
Â(v, u) x(u) dP (u) − e(v) .
Var{y(v)|v} =
t

(11)

(12)

Instantiating (11) and (12) with iid samples v1 , . . . , vs ∼ P and taking variance and expectation in
the front, respectively, we obtain



 s
 

2

s

1
1
1
1

e(v)2 dP (v)−
e(v) dP (v) ,
y(vi ) v1 , . . . , vs
e(vi ) =
= Var
Var E

s i=1
s i=1
s
s

and


E Var







s

1
1
1

Â(v, u)2 x(u)2 dP (u) dP (v) −
e(v)2 dP (v).
y(vi ) v1 , . . . , vs
=

s i=1
st
st

Then, applying the law of total variance


 s

 




s
s


1
1
1


Var
y(vi ) = Var E
y(vi ) v1 , . . . , vs +E Var
y(vi ) v1 , . . . , vs
,


s i=1
s i=1
s i=1

we conclude the proof.
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Proof of Theorem 3. Conditioned on v, the variance of yQ (v) is 1/t times that of

for Cora and Reddit, and 1024 for Pubmed. Dropout rate is set as 0. We use Adam as the optimization method for training. In the test phase, we use the trained parameters and all the graph
nodes instead of sampling. For more details please check our codes in a temporary git repository
https://github.com/matenure/FastGCN.

1
Var{yQ (v)|v} =
t



(where u ∼ Q),

Â(v, u)2 x(u)2 dP (u)2
− e(v)2
dQ(u)



Hardware: Running time is compared on a single machine with 4-core 2.5 GHz Intel Core i7, and
16G RAM.

.

Then, following the proof of Proposition 2, the overall variance is


Â(v, u)2 x(u)2 dP (u)2 dP (v)
1
b(u)2 x(u)2 dP (u)2
1
Var{GQ } = R +
=R+
.
st
dQ(u)
st
dQ(u)

A DDITIONAL E XPERIMENTS

C.1

T RAINING T IME C OMPARISON

Figure 3 in the main text compares the per-batch training time for different methods. Here, we list
the total training time for reference. It is impacted by the convergence of SGD, whose contributing
factors include learning rate, batch size, and sample size. See Table 4. Although the orders-ofmagnitude speedup of per-batch time is slightly weakened by the convergence speed, one still sees a
substantial advantage of the proposed method in the overall training time. Note that even though the
original GCN trains faster than the batched version, it does not scale because of memory limitation.
Hence, a fair comparison should be gauged with the batched version. We additionally show in
Figure 4 the evolution of prediction accuracy as training progresses.
Table 4: Total training time (in seconds).

Proof of Proposition 4. Conditioned on v, the variance of yQ (v) is 1/t times that of

Â(v, u) sgn(x(u))
dP (u)
=
b(u)|x(u)| dP (u),
Â(v, u)x(u)
dQ(u)
b(u)


b(u)|x(u)| dP (u)

The rest of the proof follows that of Proposition 2.

2 

Â(v, u)2
dQ(u) − e(v)2
b(u)2



.

FastGCN

GraphSAGE

GCN (batched)

GraphSAGE: For training time comparison, we use GraphSAGE-GCN that employs GCN as
the aggregator. It is also the fastest version among all choices of the aggregators. For accuracy comparison, we also compared with GraphSAGE-mean. We used the codes from https:
//github.com/williamleif/GraphSAGE. Following the setting of Hamilton et al. (2017),
we use two layers with neighborhood sample sizes S1 = 25 and S2 = 10. For fair comparison with
our method, the batch size is set to be the same as FastGCN, and the hidden dimension is 128.
B.2

0.82

E XPERIMENT S ETUP

Datasets: The Cora and Pubmed data sets are from https://github.com/tkipf/gcn. As
we explained in the paper, we kept the validation index and test index unchanged but changed
the training index to use all the remaining nodes in the graph. The Reddit data is from http:
//snap.stanford.edu/graphsage/.

0
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Training time (seconds)
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GraphSAGE
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GCN (batched)
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GraphSAGE
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GraphSAGE
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0.4

Training time (seconds)

FastGCN

GCN (batched)

1

0.6

GCN (batched)

0.85

0.84

0.4

GraphSAGE

0.95

Test accuracy

GCN: The original GCN cannot work on very large graphs (e.g., Reddit). So we modified it into a
batched version by simply removing the sampling in our FastGCN (i.e., using all the nodes instead
of sampling a few in each batch). For relatively small graphs (Cora and Pubmed), we also compared
the results with the original GCN.

FastGCN

GCN (batched)

0.86

0.2

BASELINES

Reddit
638.6
3318.5
58346.6
NA

0.88

0.8

Test accuracy
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GraphSAGE

Pubmed
15.5
259.6
210.8
21.4

0.9

1

0.6

B

FastGCN

Cora
2.7
72.4
6.9
1.7

Training accuracy

1
Var{yQ (v)|v} =
t

Training accuracy

i.e.,

FastGCN
GraphSAGE-GCN
GCN (batched)
GCN (original)
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Hence, the optimal dQ(u) must be proportional to b(u)|x(u)| dP (u). Because it also must integrate
to unity, we have
b(u)|x(u)| dP (u)
,
dQ(u) = 
b(u)|x(u)| dP (u)
in which case

2
1
Var{GQ } = R +
b(u)|x(u)| dP (u) .
st

C

Training accuracy

i.e.,

dP (u)
dQ(u)

Test accuracy

Â(v, u)x(u)

100

102

Training time (seconds)

104

0.8

0.75
100

Training time (seconds)

105

Figure 4: Training/test accuracy versus training time. From left to right, the data sets are Cora,
Pubmed, and Reddit, respectively.
C.2

O RIGINAL DATA S PLIT FOR C ORA AND P UBMED

Experiment Setting: We preformed hyperparameter selection for the learning rate and model dimension. We swept learning rate in the set {0.01, 0.001, 0.0001}. The hidden dimension of FastGCN for Reddit is set as 128, and for the other two data sets, it is 16. The batch size is 256

As explained in Section 4, we increased the number of labels used for training in Cora and Pubmed,
to align with the supervised learning setting of Reddit. For reference, here we present results by
using the original data split with substantially fewer training labels. We also fork a separate version
of FastGCN, called FastGCN-transductive, that uses both training and test data for learning. See
Table 5.
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The results for GCN are consistent with those reported by Kipf & Welling (2016a). Because labeled
data are scarce, the training of GCN is quite fast. FastGCN beats it only on Pubmed. The accuracy
results of FastGCN are inferior to GCN, also because of the limited number of training labels. The
transductive version FastGCN-transductive matches the accuracy of that of GCN. The results for
GraphSAGE are curious. We suspect that the model significantly overfits the data, because perfect
training accuracy (i.e., 1) is attained.

Proof. Expanding xk+1 − x∗ 2 by using the update rule (14), we obtain

One may note a subtlety that the training of GCN (original) is slower than what is reported in Table 4,
even though fewer labels are used here. The reason is that we adopt the same hyperparameters as
in Kipf & Welling (2016a) to reproduce the F1 scores of their work, whereas for Table 4, a better
learning rate is found that boosts the performance on the new split of the data, in which case GCN
(original) converges faster.

FastGCN
FastGCN-transductive
GraphSAGE-GCN
GCN (original)

D

Cora
Time
F1
2.52 0.723
5.88 0.818
107.95 0.334
2.18 0.814

(k)

where gk ≡ g(xk ; ξN ). Because for a given xk , gk converges to ∇f (xk ) w.p.1, we have that
conditioned on xk ,
xk+1 − x∗ 2 → xk − x∗ 2 − 2γk ∇f (xk ), xk − x∗  + γk2 ∇f (xk )2

(15)

On the other hand, applying the strict convexity (13), by first taking x = xk , y = x and then taking
x = x∗ , y = xk , we obtain
∇f (xk ), xk − x∗  ≥ lxk − x∗ 2 .

(16)

Substituting (16) to (15), we have that conditioned on xk ,
for some

Pubmed
Time
F1
0.97 0.721
8.97 0.776
39.34 0.386
32.65 0.795

w.p.1.
∗

xk+1 − x∗ 2 → Ck

w.p.1

Ck ≤ (1 − 2lγk )xk − x∗ 2 + γk2 G2 = (1 − 2/k)xk − x∗ 2 + G2 /(l2 k 2 ).

(17)

Now consider the randomness of xk and apply induction. For the base case k = 2, the theorem
clearly holds with B2 = C1 . If the theorem holds for k = T , let L = max{x1 − x∗ 2 , G2 /l2 }.
Then, taking the probabilistic limit of xT on both sides of (17), we have that CT converges w.p.1 to
some limit that is less than or equal to (1 − 2/T )(L/T ) + G2 /(l2 T 2 ) ≤ L/(T + 1). Letting this
limit be BT +1 , we complete the induction proof.
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Table 5: Total training time and test accuracy for Cora and Pubmed, original data split. Time is in
seconds.

xk+1 − x∗ 2 = xk − x∗ 2 − 2γk gk , xk − x∗  + γk2 gk 2 ,

C ONVERGENCE

Strictly speaking, the training algorithms proposed in Section 3 do not precisely follow the existing
theory of SGD, because the gradient estimator, though consistent, is biased. In this section, we fill
the gap by deriving a convergence result. Similar to the case of standard SGD where the convergence
rate depends on the properties of the objective function, here we analyze only a simple case; a
comprehensive treatment is out of the scope of the present work. For convenience, we will need a
separate system of notations and the same notations appearing in the main text may bear a different
meaning here. We abbreviate “with probability one” to “w.p.1” for short.
We use f (x) to denote the objective function and assume that it is differentiable. Differentiability
is not a restriction because for the nondifferentiable case, the analysis that follows needs simply
change the gradient to the subgradient. The key assumption made on f is that it is l-strictly convex;
that is, there exists a positive real number l such that
l
f (x) − f (y) ≥ ∇f (y), x − y + x − y2 ,
2

(13)

for all x and y. We use g to denote the gradient estimator. Specifically, denote by g(x; ξN ), with ξN
being a random variable, a strongly consistent estimator of ∇f (x); that is,
lim g(x; ξN ) = ∇f (x)

N →∞

w.p.1.

Moreover, we consider the SGD update rule
(k)

xk+1 = xk − γk g(xk ; ξN ),

(14)

(k)

where ξN is an indepedent sample of ξN for the kth update. The following result states that the
update converges on the order of O(1/k).
Theorem 5. Let x∗ be the (global) minimum of f and assume that ∇f (x) is uniformly bounded
by some constant G > 0. If γk = (lk)−1 , then there exists a sequence Bk with
Bk ≤

max{x1 − x∗ 2 , G2 /l2 }
k

such that xk − x∗ 2 → Bk w.p.1.
14
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Deep Boltzmann Machines (DBMs1 ) are largely tuned using empirical methods based on trial and error. Despite
much effort, there is still very little theoretical understanding about why a particular neural network architecture
works better than another for any given application. Furthermore there is no well defined metric to compare different network architectures.
It is known that given any input distribution on the set of binary vectors of length n, there exists an RBM with α2n − 1
(α < 1) hidden units that can approximate that distribution
to an arbitrary precision (Montúfar & Rauh, 2017). However with these many hidden units the number of parameters increase exponentially. We call a network lean if for
each layer, the number of hidden units m = O(n) where
n is the number of visible units. The deep narrow Boltzmann Machines whose universal approximation properties
were studied in (Montúfar, 2014) are a special case of lean
networks. In this paper we study lean 2-layer deep RBMs.
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Understanding the representational power of Restricted Boltzmann Machines (RBMs) with multiple layers is an ill-understood problem and
is an area of active research. Motivated from
the approach of Inherent Structure formalism
(Stillinger & Weber, 1982), extensively used in
analysing Spin Glasses, we propose a novel measure called Inherent Structure Capacity (ISC),
which characterizes the representation capacity
of a fixed architecture RBM by the expected
number of modes of distributions emanating
from the RBM with parameters drawn from a
prior distribution. Though ISC is intractable,
we show that for a single layer RBM architecture ISC approaches a finite constant as number
of hidden units are increased and to further improve the ISC, one needs to add a second layer.
Furthermore, we introduce Lean RBMs, which
are multi-layer RBMs where each layer can have
at-most O(n) units with the number of visible
units being n. We show that for every single
layer RBM with Ω(n2+r ), r ≥ 0, hidden units
there exists a two-layered lean RBM with Θ(n2 )
parameters with the same ISC, establishing that
2 layer RBMs can achieve the same representational power as single-layer RBMs but using far
fewer number of parameters. To the best of our
knowledge, this is the first result which quantitatively establishes the need for layering.

1. Introduction

We ask the questions, is there a measure that can relate
DBM architectures to their representational power? Once
we have such a measure then can we gain insights into the
capabilities of different DBM architectures?
For example, given a wide single layer RBM, an RBM with
many hidden nodes, can we find a lean multilayer RBM
with equivalent representational power but with far lesser
parameters? Despite much effort these questions are not
satisfactorily answered and may provide important insights
to the area of Deep Learning.
Our main contributions are as follows:
1. We study the Inherent structures formalism, first introduced in Statistical Mechanics(Stillinger & Weber, 1982), to understand the configuration space of
RBMs. We introduce a capacity measure Inherent
Structure Capacity (ISC) (Definition 5) and discuss its
relation with the expected number of perfectly reconstructible vectors (Montúfar & Morton, 2015), oneflip stable states and the modes of the input distribu1

We shall use the terms RBM and DBM interchangebly
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2. Existing methods for computing expected number of
inherent structures are rooted in Statistical Mechanics. They use the replica approach (Bray & Moore,
1980) which does not extend well to DBMs since it is
not straightforward to incorporate the bipartite nature
and layering in the calculations. We use a first principles approach to devise a method that yields upper
and lower bounds for single layered and two-layered
DBMs (Theorems 1,2). We show that the bounds become tight as we increase the number of hidden units.

4. By analyzing the ISC for two layer RBM we obtain
an interesting result that for any such RBM with m =
Ω(n2 ) hidden units (number of parameters Ω(n3 )) one
can construct a two layered DBM with 1.6n units in
hidden layer 1 and 0.6n units in layer 2 (Corollary 4)
and with number of parameters Θ(n2 ), resulting in an
order of magnitude saving in parameters. To the best
of our knowledge this is the first such result which establishes the superiority of 2 layer DBMs over wide
single layer RBMs in terms of representational efficiency. We conduct extensive experiments on synthetic datasets to verify our claim.

2. Model Definition and Notations
An RBM with n visible and m hidden units, denoted by
RBMn,m (θ), is a probability distribution on {0, 1}n of the
form
e−E(v,h|θ)
P (v, h|θ) =
(1)
Z(θ)
E(v, h|θ) = −aT v − bT h − vT Wh

(2)

where v ∈ {0, 1}n denotes the visible vector, hidden vector
is denoted by h ∈ {0, 1}m , the parameter θ = {a, b, W}
, b ∈ Rm and coupling
denotes the set of biases a ∈ Rn
n×m
matrix W ∈ R
and Z(θ) = v,h e−E(v,h) is the normalization constant. The log-likelihood of a given visible

(3)
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In the sequel RBMn,m will denote the family of distributions parameterized by RBMn,m (θ).
Definition 1 (Modes). Given a distribution p on vectors
{0, 1}n , a vector v is said to be a mode of that distribution
if for all v such that dH (v, v ) = 1, p(v) > p(v ). Here
N
dH (v, v ) = i=1 [1−δ(vi , vi )] is the Hamming distance2 .

Definition 2 (Perfectly Reconstructible Vectors). For an
RBMn,m (θ) we define the function up : {0, 1}n →
{0, 1}m that takes a visible vector v as input and outputs
the most likely hidden units vector h conditioned on v,
i.e., up(v)  arg maxh P (h|v, θ). Similarly down(h) 
arg maxv P (v|h, θ). A visible units vector v is said to be
perfectly reconstructible (PR) if down(up(v)) = v.
For any set C the cardinality will be denoted by |C|. For
an RBMn,m (θ) we define
prv(n, m, θ)  |{v : v is PR for RBMn,m (θ)}|

3. Problem Statement
We consider fitting an RBMn,m (θ) to a distribution p(v) =
k
1
i=1 δ(v − vi ) where δ denotes the Dirac Delta funck
tion and where for each pair of vectors {vi , vj } in {vr }kr=1 ,
dH (vi , vj ) ≥ 2. We need to find the smallest m∗ ∈
N such that the set RBMn,m∗ contains an RBMn,m∗ (θ)
that represents p. We also study the case of a DBM
with 2 hiddden layers. We denote a DBM with n visible units, L hidden layers with mk hidden units in layer
k by RBMn,m1 ,...,mL (θ). We denote the respective set of
DBMs by RBMn,m1 ,...,mL . We would like to ask the following question. Are there lean two layer architectures,
RBMn,m1 ,m2 which can model distributions with the same
number of modes as that of distributions generated by a one
layer architecture RBMn,m where m  m1 , m2 .
3.1. Related Work
The representational power of Restricted Boltzmann Machines (RBMs) is an ongoing area of study (Le Roux &
Bengio, 2008; Montúfar et al., 2011; van der Maaten, 2011;
Martens et al., 2013; Cueto et al., 2010).It is well known
that an RBM with one hidden layer is a universal approximator (Le Roux & Bengio, 2008; Montufar & Ay, 2011;
Montúfar & Rauh, 2017). (Le Roux & Bengio, 2008)
showed that the set RBMn,m can approximate any input
2

to motivate a suitable capacity measure. Consider a system
governed by the probability model

Number of modes for n = 15

We shall use dH to denote Hamming distance between two
vectors. δ(x, y) is the kronecker distance and is defined as
δ(x, y) = 1 whenever x = y, and 0 otherwise.
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Capacity Upper Bound
Capacity Lower Bound

250

(5)

where E : {0, 1}N → R is an energy function defined
over N dimensional binary vectors with parameter W .

200
150

Definition 3 (One-flip Stable States). (Stein & Newman,
2013) For an Energy function E a configuration, s∗ is
called a local minimum, also called One flip stable state,
if ∀s ∈ {s : dH (s, s∗ ) = 1}, E(s) − E(s∗ ) > 0 (equivalently P (s) < P (s∗ )).
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Figure 1. Number of modes attained for different choices of hidden units for n = 15. Can be seen that the current known result for the number of hidden units required (red graph) is a large
over-estimate. The green and purple graphs are estimates given by
Theorem 1. These are closer to the actual number of enumerated
modes, given by the blue graph.

For every one-flip stable state s∗ we define the set
OF (s∗ ) = {s| dH (s, s∗ ) ≤ 1}. Let {P1 , . . . , PK } form
a partition of the configuration space where each Pa =
OF (sa ) corresponds to the local minimum sa and K is the
total number of valleys 3 . The logarithm of the partition
function
log Z(W ) = log

distribution with support set size k arbitrarily well if following inequality is satisfied.
m≥k+1

(4)

If we know the number of modes of our input distribution,
then we could design our RBM as per Eqn (4). Unfortunately the number of modes could be large resulting in a
large RBM.
To test the bound in Eqn (4), we conducted simulation experiments.
We kept n = 15, m ∈
{10, 25, 50, 75, 100, 125} and generated random coupling
weight matrix whose entries were i.i.d. N (0, 1) and enumerated all the modes of the generated distribution. We
averaged our readings over 100 different weight matrices.
The results are shown in Figure 1. The results show that
the bound gives a highly conservative estimate for k. For
example on average the set RBM15,50 has the capability to
represent distributions with 170 modes, instead of only 49
modes. Thus although the number of modes is an important
design criteria, a more practical metric is desirable.

4. Inherent structures of RBM
To understand the complex structure in Spin glasses the notion of Inherent Structures(IS) was introduced in (Stillinger
& Weber, 1982). The IS approach consists of partitioning
the configuration space into valleys, where each valley consists of configurations in the vicinity of a local minimum.
The number of such valleys can thus be indicative of Complexity of the system.
In this section we recall the IS approach in a general setting



1

e− T E(s) = log

s

K


Za (W )
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3. Previous results have shown that a sufficiently large
single layer RBM can represent any distribution on
the 2n input visible vectors. However we show that
if we continue adding units to hidden layer then the
ISC tapers to 0.585 as opposed to the maximum limit
of 1.0 (Corollary 2). This implies that although an
RBM is a universal approximator, if the input distribution contains large number of modes multi-layering
should be considered. We have empirically verified
that when the number of units in a single hidden layer
RBM, m ≥ 20n, the ISC saturates (Figure 3).

vector v for an RBMn,m (θ) is given by

L(v|θ) = ln P (v|θ) = ln
e−E(v,h) − ln Z(θ)

Number of modes

tion. We use this as a measure of representation power
of an RBM.
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a=1


− T1 E(s)
. Now, for any p
where Za (W ) =
s∈Pa e
in a K dimensional probability simplex, using the nonnegativity of KL divergence, it is straightforward to show
that
H(p) +

K


a=1

(6)

pa log Za (W ) ≤ log Z(W )

K
where H(p) = − a=1 pa log pa is the entropy of p.
Equality holds whenever p∗a = ZZa , ∀a ∈ {1, . . . , K}. One
could construct log Z from log Za if one had access to p∗ ,
and knew K ∗ which is defined as H(p∗ ) = logK ∗ .
log K ∗ +

K


p∗a log Za (W ) = log Z(W )

(7)

a=1

From the properties of entropy function one could write
1 ≤ K ∗ ≤ K ≤ 2N

(8)

where the lower bound on K ∗ is attained at H(p∗ ) =
0 and is realized when the Energy surface has only one local minimum, a very un-interesting case. The upper bound
1
, which happens only when
on K ∗ is attained at p∗ = K
all valleys are considered similar. Since Number of states
can be at most 2N , the last upper bound holds and Thus
1
N log2 K, can be viewed as a measure of Complexity, of
3

Here we assume that temperature parameter T is small so that
all states with Hamming distance > 1 from a one-flip stable state
will have negligible contribution to partition function.
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the energy surface. One could put a suitable prior distribution over the parameters W and evaluate the complexity
averaged over the prior, motivating the following definition.

denote {hl ∈ {0, 1}ml }L
l=1 to be hidden vectors, v ∈
{0, 1}n to be visible vector and define the set

Definition 4. (Complexity) The Complexity of the model
described in Eqn (5) is given by

It can be seen that |H(v)| can be more than one. For input
distributions considered in Section 3, the modes of joint
distribution p(v, h1 , . . . , hL ) with distinct v are atleast as
many as modes of marginal distribution p(v). A formal
statement with proof is given in supplementary material.

1
EW log2 K,
N

W ∼ P,

where K is the number of One-Flip stable states for Energy function defined with parameter W and P is a prior
distribution over W .

It has been shown (see e.g. (Parisi & Potters, 1995)) that
IS decomposition gives a very accurate picture of energy
landscape of Ising models at Temperature, T = 0. But,
for T > 0, one needs to take into account both the Valley structure and the energy landscape of the free energy
(Biroli & Monasson, 2000). Obtaining accurate estimates
of Complexity is an active area of study, for a recent review
see (Auffinger et al., 2013).
Our goal is to apply the aforementioned IS decomposition
to RBMs. We now show the equivalence between these
perfectly reconstructible vectors and one-flip stable states
for an RBM. The IS decomposition then allows us to define the measure of capacity in terms of the modes of input
distribution.

As discussed, for L ≥ 1, the modes of the marginal distribution could be smaller than modes of the joint distribution. However, (Montúfar & Morton, 2015) [Theorem 1.6]
gave precise conditions under which the number of modes
for marginal and joint distributions are same for a single
layer network. We suspect that a similar argument holds
for L > 1. For the rest of the paper we will assume that the
modes of joint distribution are same as those of p(v).
Armed with these observations we are now ready to define
a measure which relates the architecture of a DBM and the
expected number of such modes under a prior distribution
on the model parameters. More formally,
Definition 5 (Inherent Structure Capacity). For an
L layered DBM with m1 , . . . , mL hidden units and n visible units we define the Inherent Structure Capacity (ISC),
denoted by C(n, m1 , . . . , mL ), to be the logarithm (divided by n) of the expected number of modes of all possible distributions generated over the visible units by the
DBM.
1
C(n, m1 , . . . , mL ) = log2 Eθ [|{v : |H(v)|≥ 1}|]
n

also assume that the coupling weights are distributed as per
mean zero Gaussian, i.e., ∀i, j, wij ∼ N (0, σ 2 ).

5. Computing capacity of RBMn,m and need
for more layers
In this section we discuss the computation of ISC for a single layer RBM. In absence of a definitive proof we conjecture that ISC is intractable just like the Complexity measure in Spin glasses. The problem of computing Complexity has been addressed in the Statistical Mechanics community using the Replica method (Roberts, 1981; De Dominicis et al., 1980) which yields reasonable estimates.
However the applicability of Replica trick to Multi-layer
DBMs is not clear. In this section we develop an alternative method for estimating ISC.
5.1. Computing ISC of RBMn,m
For any arbitrary
vector v ∈ {0, 1}n we compute

E 1[v is PR.] where 1 is the indicator random variable and
expectation is over the model parameters θ with prior as
stated
4. We then sum this over all 2n vectors,

in Section
i.e., v E 1[v is PR.] . Before stating our main theorem we
state a few Lemmas.

Lemma 2. For the set RBMn,m , if a given vector v has
r(≥ 1) ones, h = up(v) has l ones and l  1,then 5 for
r > 1,




1 1
− erf
E 1[v is PR.] ≤
2 2

 
−

r  
n−r
l
1
.
πr − 2
2

Lemma 3. For the set RBMn,m , if v has r(> 1) ones,
h = up(v) has l ones, then ∃µc , µ̃c , σc , σ̃c ∈ R+ such
that conditioned on {Rt > 0}i−1
t=1 , Cj > 0, the moments of
posterior distribution of wij is given by


E wij |{Rt > 0}i−1
t=1 , Cj > 0


Var wij |{Rt >


where β = 1 −

0}i−1
t=1 , Cj
σ2
σc2





>0

=

(µ̃c − µc )

=

σ̃c2



σ2
σc2

σ2
σc2

2

+ σ2 β

Proof. See Supplementary Material.
Lemma 2 gives an upper bound U (n, m) on expected number of PR vectors while Lemma 3 gives us a posterior distribution on wij after taking into account the conditional
correlation between {Ri }ri=1 . This eventually results in a
lower bound L(n, m). Thus even though a closed-form expression for ISC is difficult, we obtain bounds on it as the
following theorem states.
Theorem 1. (ISC of RBMn,m ) There exist non-trivial
functions L(n, m), U (n, m) : Z × Z → R+ such that ISC
of the set RBMn,m obeys the following inequality.
1
1
log2 (L(n, m)) ≤ C(n, m) ≤ log2 (U (n, m))
n
n
Proof. See Supplementary material.
5.2. Need for more hidden layers

Proof. See Supplementary material.

We note that for the single layer case this definition reduces
to n1 log2 Eθ [prv(n, m, θ)]. ISC as a measure would be
useful in identifying DBM architectures which can model
modes of an input distribution defined over the visible
units.

Thus we see that there is a one-one equivalence between
perfectly reconstructible vectors and the one-flip stable
states for a single layer RBMn,m (θ).

This measure serves as a recipe for fitting DBMs. Suppose
we know that the input distribution has k modes then one
could find a suitable DBM architecture, i.e. m1 , . . . , mL
by the following criterion

Relationship between the modes of p(v) and p(v, h) In
this section we discuss the relationship between the modes
of the marginal distribution, p(v) and the joint distributuon
p(v, h). We make a mild assumption on one-flip stable
state.

1
log2 k ≤ C(n, m1 , . . . , mL )
(9)
n
Once the architecture has been identified one can then use
a standard learning algorithm to learn parameters to fit a
given distribution.

A1 For a single layer RBM, given a visible vector v, vector h∗ = up(v) is unique.

In the following sections we investigate the computation
of ISC and their applications to single and two layer networks, i.e. L = 1 and L = 2. To keep the exposition
simple we assume the bias parameters to be zero 4 . We

fact {Cj > 0}j=1 the random variables {Ri }i=1 are negatively correlated. This gives us an upper bound mentioned
in Lemma 2. We now get a lower bound for the estimate.

1. We plotted the actual expected modes attained and the
ISC estimates derived from Theorem 1 for n = 15
and varying number of hidden units (Figure 1). We

4
Analysis can be extended to non-zero biases in straightforward manner.

5
Here l  1 means l is atleast 50 hidden units, which according to us is a reasonable assumption.

6
http://mathonline.wikidot.com/
the-squeeze-theorem-for-convergent-sequences

Lemma 1. A vector v is perfectly reconstructible for an
RBMn,m (θ) ⇐⇒ the state {v, up(v)} is one-flip stable.

If the weights are given small random perturbation, then
Assumption 1 holds with probability one. However it does
not hold true for an L ≥ 2 layer RBMn,m1 ,...,mL (θ). We





For r = 1, the expression E 1[v is PR.] equates to
x
2
where erf(x) = √1π −x e−t dt

 1 n−1
2

.

Proof. See Supplementary Material.
For r(> 1) ones in v and l ones in h = up(v) the problem
r
of computing {P [[down(h)]i = 1]}i=1 can be reformulated in terms of matrix row and column sums, viz, given
W ∈ Rr×l where all entries wij ∼ N (0, σ 2 ) are i.i.d. and
r
l
given that all the column sums {Cj = i=1 wij > 0}j=1 ,
to compute
that 
all the row sums are posi the probability
r
l
. Conditioned on the
tive, i.e., Ri = j=1 wij > 0
l

i=1

r
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For Ising models, Complexity has been estimated in the
large N limit (Bray & Moore, 1980; Tanaka & Edwards,
1980) by methods such as Replica technique. However, extending their methods to RBMs for a finite size N is not
straightforward.

L
H(v)  {{hl }L
l=1 |(v, {hl }l=1 ) is one-flip stable state}

Using Inherent Structures to design Lean 2-layer RBMs

Theorem 1 establishes the lower and upper bounds for ISC.
A direct corollary of the theorem establishes that C(n, m)
approaches a limit as m increases.
Corollary 1. (Large m limit) For the set RBMn,m ,
limm→∞ C(n, m) = log2 1.5 = 0.585 where C(n, m) is
defined in Theorem 1.
Proof. In the Supplementary material we show that
limm→∞ n1 log2 L(n, m) = limm→∞ n1 log2 U (n, m) =
log2 1.5. Then claim follows from squeeze theorem6 .
Empirically we observe that this saturation limit is achieved
when m > 20n (see Figure 3). Here we discuss the implications of the results derived in the previous subsection.
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can see that even a small number of hidden units admits a large ISC and the current known bound given
in Equation 4 is not necessary. This shows that for a
large class of distributions we give a more practical
estimate of number of hidden units required than the
current state of the art.

3. Corollary 1 shows for a large enough m the bounds
become tight and the expression is exact. We also
show this through simulations in Section 7.
Remark. When n, m → ∞ we can approximate U (n, m)
by the following relatively simple expression that we can
use to conduct further analysis.
 
n

m
1
(10)
U (n, m) ≈ 1 − erf −
2
πn − 4

6. ISC of two-layer RBM architecture
To study the effect of adding layers, we consider the family
RBMn,m1 ,m2 . As stated in Section 4, adapting analysis for
single layer RBMs to multi-layer RBMs is not straightforward. In this section we discuss the computation of ISC
and study its application to design RBMs.
6.1. Computing the capacity of 2 layer RBM
We observe that an RBMn,m1 ,m2 shares the same bipartite
structure as a single layer RBMn+m2 ,m1 (Figure 2). This
enables us to extend our single layer result to two layers.
We introduce a threshold quantity γ = 0.05. This value
was obtained
 by simulating the asymtotics of f (x) = 1 −
0.5 erf(− πx ).
Theorem 2. (ISC of RBMn,m1 ,m2 ) For an RBMn,m1 ,m2
(n, m1 > 0 and m2 ≥ 0), if we denote u = max(m1 , n +
m2 ), l = min(m1 , n + m2 ), then

1
log2 S
n
l

 
u
whenever S < γ2n , S = 1 − 12 erf − πl−4
C(n, m1 , m2 ) ≤

Proof. See Supplementary material.

h2

Table 1. ISC Values for different α1 =

h2
h1

h2

x
π

)).

Implications

h1

α1 > γ1 , α2 < γ

(1 + α2 ) log2 (1.5)

ISC determined only by α2 . For a single layer RBM (α2 = 0), further
increase in hidden units not effective, multi-layering recommended.
Given a budget of cn2 parameters, this is the maximum ISC achievable with optimal choice of α1 .

v

h1

h2

v

h1

v

h1

h2

v

h1

v

h1

α1 (1 + α2 ) = c,
where c ≥ 1

Figure 2. Two Layer RBMn,m1 ,m2 shares same bipartite graph
structure as single layer RBMn+m2 ,m1

Theorem 2 gives a general formula from which different
regimes can be derived by varying m1 , m2 . We will use
this theorem to understand the design of multi-layer RBMs.
In the previous section we saw that in a single layer RBM,
irrespective of number of hidden units, ISC, achieves a limiting value of 0.585. The theorem will be useful to quantitatively show that ISC can indeed be improved if we consider
layering. For an RBMn,m1 ,m2 (n, m1 > 0 and m2 ≥ 0),
we denote α1 = mn1 , α2 = mn2 . We say that a layer with m
hidden units is narrow if m < γ and it is wide if m > γ1 .
Corollary 2. (Layer 1 Wide, Layer 2 Narrow) For an
RBMn,m1 ,m2 (n, m1 > 0 and m2 ≥ 0), if α1 = mn1 > γ1
and α2 = mn2 < γ then
C(n, m1 , m2 ) ≤ (1 + α2 ) log2 (1.5)

The Corollary shows that for a RBM with a wide first layer
and a narrow second layer, the upper bound on ISC increases linearly with the number of units in second layer.
6.2. RBMn,m1 ,m2 design under budget on parameters
We extend the result obtained in previous section to consider a real scenario wherein we have a budget on the maximum number of parameters that we can use and we have
to design a two-layered DBM given this constraint. For
a given input distribution with k modes, the DBM should
have C(n, m1 , m2 ) > n1 log2 k.

Corollary 3. (Fixed budget on parameters) For an
RBMn,m1 ,m2 (n, m1 > 0 and m2 ≥ 0), if there
is a budget of cn2 on the total number of parameters,
i.e, α1 (1 + α2 ) = c then the maximum possible ISC,
maxα1 ,α2 C(n, α1 , α2 ) ≤ Ũ (n, α1∗ , α2∗ ) where
√
min(1, c log2 (1.29))

  
1
c log2 1 − 12 erf − πc

α1 (1 + α2 ) = c,
where c < 1

√
min[1, √ c log2 (1.29)]
(α1∗ = c).
  

1
If total number of parameters < n2 , then multi-layering does not help.
c log2 1 − 12 erf − πc
∗
(α1 = c).

Proof. See Supplementary material.
Corollary 3 can be used to determine the optimal allocation
of hidden units to the two layers if there is a budget on
the number of parameters to be used due to computational
power or time constraints. It says that if c ≥ 1, then for
optimality α1 = 1 + α2 and if c < 1, then α2 = 0 which
means that all hidden units should be added to layer 1. The
following corollary highlights the existence of a two layer
architecture RBMn,m1 ,m2 that has ISC equal to 0.585, the
saturation limit for single layer RBMs.
Corollary 4. There exists a two layer architecture
RBMn,m1 ,m2 with Θ(n2 ) parameters such that
Ũ (n, α1 , α2 ) = log2 1.5

Table 2. Actual ISC for RBMn,m for m = 500, obtained by averaging brute-force enumeration from 2000 independent

 1 instanti2000
ations of weight matrix, i.e., C(n, m) = n1 log2 2000
i=1 ki
where ki is the number of modes enumerated in ith instantiation.

C(n, m)

n = 10

n = 11

n = 12

0.585

0.585

0.588

on the number of parameters, i.e. α1 (1 + α2 ) = c, we get
the optimal distribution of hidden units in the two layers
that maximizes the capacity. In particular if c < 1 then it
is recommended to allocate all hidden units to layer 1 itself
instead of adding more layers.

where m1 = α1 n, m2 = α2 n, α1 = 1.6 and α2 = 0.6

Proof. See Supplementary material.

=
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2. The upper bound on the ISC estimated above seems
surprising at first sight since it seems to contradict the
well established fact that RBMs are universal approximators (Freund & Haussler, 1992; Le Roux & Bengio, 2008). However, one should note that the bound
is in expected sense which means that in the family
RBMn,(m→∞) many RBMs shall have modes close
to or less than (1.5)n . For the class of input distributions for which number of modes k  (1.5)n training
an RBMn,m (θ) to represent these might be difficult.
The need for multi-layering arises in such conditions.

Using Inherent Structures to design Lean 2-layer RBMs

if c ≥ 1

if c < 1

Proof. In Corollary 3 if we put Ũ (n, α1∗ , α2∗ ) = log2 (1.5),
√
log2 (1.5)
we get α1∗ = c = log
= 1.6, α2∗ = α1∗ − 1 = 0.6.
2 (1.29)
Number of parameters for such an RBM is α1 (1+α2 )n2 =
Θ(n2 ).
The number of parameters for any single layer RBM is nm
where m is number of hidden units. The above corollary
gives an important insight: one can construct a two layer
RBM with Θ(n2 ) parameters that has the same ISC as a
single layer RBM with infinitely many hidden units. Ofcourse this is true only if the upper-bound Ũ is close to
C. This suggests that lean 2 layer networks with order of
magnitude less number of parameters can achieve the same
ISC as that of a single layer RBM.
Table 1 summarises the ISC values for different regimes
and their respective implications for the two-hidden layered
DBN. For example if α1 > γ1 then the capacity is dictated
only by the number of hidden units in the second layer and
increasing α1 has no effect. Multi-layering should be considered to handle distributions with multiple modes. Also,
considering a practical scenario where there is a computational and memory constraint that translates into a budget

7. Experimental Results
Our main goals are to experimentally verify Theorems 1, 2
and Corollaries 3 4. All experiments were run on CPU with
2 Xeon Quad-Core processors (2.60GHz 12MB L2 Cache)
and 16GB memory running Ubuntu 16.02 7 .
7.1. Validating estimate of Number of modes
To verify our theoretical claims of Theorems 1 and 2 a
number of simulation experiments for varied number of
visible and hidden units were conducted. To enable execution of exhaustive tests in reasonable time, the values
of n had to be kept small. The entries {wij } of the weight
matrix were drawn from an i.i.d. mean zero normal distribution. Each of the 2n − 1 vectors (leaving out the trivial
all zero vector) was then tested for being perfectly reconstructible. A comparison of the theoretical predictions and
experimental results is shown in Figures 3 and 5 for single layer and two layer RBMs respectively. It can be seen
that the theoretical predictions follow similar trend as the
experimental results.
7
The source code and instructions to run is available at http:
//mllab.csa.iisc.ernet.in/publications.
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Discussion. Figure 3 shows that the predicted bounds on
the modes are close to the actual modes enumerated. Table 2 validates the claim that for an RBMn,m as m → ∞,
ISC → 0.585 (Corollary 1). To enable bruteforce enumeration in reasonable time the values for n had to be kept
small. Figure 5 in the supplementary section shows the theoretical upper bound and actual simulated ISC values for a
DBM with 2 hidden layers if we fix the total number of
2
hidden units (m1 + m2 = 10) and vary the ratio β = m
m1 .
It can be seen that both theoretical prediction of ISC and
actual simulation results are closely aligned.
7.2. DBM design under budget on parameters
To validate the claim made in Corollary 3 we considered
training a DBM with two hidden layers on the MNIST
dataset. For this dataset, the standard architecture for a
two hidden layer DBM uses m1 = 500, m2 = 1000 hidden units (784x500x1000) (Salakhutdinov & Hinton, 2009;
Salakhutdinov & Larochelle, 2010; Hinton & Salakhutdinov, 2012). In this case α1 = 0.64, α2 = 1.27 and the
number of parameters = 784 × 500 + 500 × 1000 + (784 +
500 + 1000) = 894284. Under a budget of fixed number of
parameters Corollary 3 suggests a better split of the number of hidden units. Accordingly we trained a DBM, with
architecture of 784x945x161(Recommended), with 894915
parameters. We note that the number of parameters are similar to the standard architecture of 784x500x1000 (Classical), with 894284 parameters.
We used the standard metric average log-likelihood of
test data (Salakhutdinov & Hinton, 2009; Salakhutdinov &
Larochelle, 2010) as the measure to compare. To estimate
the models partition function we used 20,000 βk spaced
uniformly from 0 to 1.0.
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Bayesian Neural Networks (BNNs) have recently
received increasing attention for their ability to
provide well-calibrated posterior uncertainties.
However, model selection—even choosing the
number of nodes—remains an open question. Recent work has proposed the use of a horseshoe
prior over node pre-activations of a Bayesian neural network, which effectively turns off nodes
that do not help explain the data. In this work,
we propose several modeling and inference advances that consistently improve the compactness of the model learned while maintaining
predictive performance, especially in smallersample settings including reinforcement learning.

200 Training Points

Abstract

20 Training Points

Soumya Ghosh 1 2 Jiayu Yao 3 Finale Doshi-Velez 3
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Figure 1. Predictive distributions from a single layer BNN with
N (0, 1) priors over weights, containing 10, 100, and 1000 units,
trained on noisy samples (in black) from a smooth 1 dimensional
function shown in black. With fixed data increasing BNN capacity
leads to over-inflated uncertainty.

1. Introduction
Bayesian Neural Networks (BNNs) are increasingly the defacto approach for modeling stochastic functions. By treating the weights in a neural network as random variables,
and performing posterior inference on these weights, BNNs
can avoid overfitting in the regime of small data, provide
well-calibrated posterior uncertainty estimates, and model
a large class of stochastic functions with heteroskedastic
and multi-modal noise. These properties have resulted in
BNNs being adopted in applications ranging from active
learning (Hernández-Lobato & Adams, 2015; Gal et al.,
2016a) and reinforcement learning (Blundell et al., 2015;
Depeweg et al., 2017).
While there have been many recent advances in training
BNNs (Hernández-Lobato & Adams, 2015; Blundell et al.,
2015; Rezende et al., 2014; Louizos & Welling, 2016;
Hernandez-Lobato et al., 2016), model-selection in BNNs
has received relatively less attention. Unfortunately, the
1
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consequences for a poor choice of architecture are severe:
too few nodes, and the BNN will not be flexible enough
to model the function of interest; too many nodes, and the
BNN predictions will have large variance. We note that
these Bayesian model selection concerns are subtlely different from overfitting and underfitting concerns that arise
from maximum likelihood training: here, more expressive
models (e.g. those with more nodes) require more data to
concentrate the posterior. When there is insufficent data,
the posterior uncertainty over the BNN weights will remain large, resulting in large variances in the BNN’s predictions. We illustrate this issue in Figure 1, where we see
a BNN trained with too many parameters has higher variance around its predictions than one with fewer. Thus, the
core concern of Bayesian model selection is to identify a
model class expressive enough that it can explain the observed data set, but not so expressive that it can explain
everything (Rasmussen & Ghahramani, 2001; Murray &
Ghahramani, 2005).
Model selection in BNNs is challenging because the number of nodes in a layer is a discrete quantity. Recently, (Ghosh & Doshi-Velez, 2017; Louizos et al.,
2017) independently proposed performing model selection
in Bayesian neural networks by placing Horseshoe pri-
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ors (Carvalho et al., 2009) over the weights incident to each
node in the network. This prior can be interpreted as a continuous relaxation of a spike-and-slab approach that would
assign a discrete on-off variable to each node, allowing for
computationally-efficient optimization via variational inference.

2. Bayesian Neural Networks
A Bayesian neural network endows the parameters W of a
neural network with distributions W ∼ p(W). When combined with inference algorithms that infer posterior distributions over weights, they are able to capture posterior as well
as predictive uncertainties. For the following, consider a
fully connected deep neural network with L − 1 hidden layers, parameterized by a set of weight matrices W = {Wl }L
1,
where Wl is of size RKl−1 +1×Kl , and Kl is the number of
units in layer l. The network maps an input x ∈ RD to a response f (W, x) by recursively applying the transformation
h(WlT [zlT , 1]T ), where zl ∈ RKl ×1 is the input into layer l,
the initial input z0 is x, and h is a point-wise non-linearity
such as the rectified-linear function, h(a) = max(0, a).
Given N observation response pairs D = {xn , yn }N
n=1
and p(W), we are interested in the posterior distribution
∏N
p(W | D) ∝ n=1 p(yn | f (W, xn ))p(W), and in using
∫it for predicting responses to unseen data x∗ , p(y∗ | x∗ ) =
p(y∗ | f (W, x∗ ))p(W | D)dW. The prior p(W) allows
one to encode problem-specific beliefs as well as general
properties about weights.

3. Bayesian Neural Networks with
Regularized Horseshoe Priors
Let wkl ∈ RKl−1 +1×1 denote the set of all weights incident
into unit k of hidden layer l. Ghosh & Doshi-Velez (2017);
Louizos et al. (2017) introduce a prior such that each unit’s
weight vector wkl is conditionally independent and follow

a group Horseshoe prior (Carvalho et al., 2009),
2 2
wkl | τkl , υl ∼ N (0, (τkl
υl )I),

τkl ∼ C + (0, b0 ),

υl ∼ C + (0, bg ).

(1)

Here, I is an identity matrix, a ∼ C + (0, b) is the HalfCauchy distribution with density p(a|b) = 2/πb(1 +
(a2 /b2 )) for a > 0, τkl is a unit specific scale parameter,
while the scale parameter υl is shared across the layer. This
horseshoe prior exhibits Cauchy-like flat, heavy tails while
maintaining an infinitely tall spike at zero. As a result, it
allows sufficiently large unit weight vectors wkl to escape
un-shrunk—by having a large scale parameter—while providing severe shrinkage to small weights. By forcing all
weights incident on a unit to share scale parameters, we are
able to induce sparsity at the unit level, turning off units that
are unnecessary for explaining the data well. Intuitively,
the shared layer wide scale υl pulls all units in layer l to
zero, while the heavy tailed unit specific τkl scales allow
some of the units to escape the shrinkage.
Regularized Horseshoe Priors While the horseshoe
prior has some good properties, when the amount of training data is limited, units with essentially no shrinkage can
produce large weights can adversely affect generalization
performance of HS-BNNs, with minor perturbations of
the data leading to vastly different predictions. To deal
with this issue, here we consider the regularized horseshoe
prior (Piironen & Vehtari, 2017). Under this prior wkl is
drawn from,
wkl | τkl , υl , c ∼

2 2
2
N (0, (τ̃kl
υl )I), τ̃kl

2
c2 τkl
= 2
2 υ 2 . (2)
c + τkl
l

Note that for the weight node vectors that are strongly
2 2
2 2
υl . When, τkl
υl ≪
shrunk to zero, we will have tiny τkl
2
2
2 2
c , τ̃kl → τkl υl , recovering the original horseshoe prior.
2 2
On the other hand, for the un-shrunk weights τkl
υl will
2 2
2
2
2
be large, and when τkl υl ≫ c , τ̃kl → c . Thus,
these weights under the regularized Horseshoe prior follow wkl ∼ N (0, c2 I) and c acts as a weight decay hyperparameter. We place a Inv-Gamma(ca , cb ) prior on c2 . In
the experimental section, we find that the regularized HSBNN does indeed improve generalization over HS-BNN.
Below, we describe two essential parametrization considerations essential for using the regularized horseshoe in practice.
Half-Cauchy re-parameterization for variational learning.
Instead of directly parameterizing the Half-Cauchy random variables in Equations 1 and 2, we use a convenient
auxiliary variable parameterization (Wand et al., 2011)
of the distribution, a ∼ C + (0, b) ⇐⇒ a2 | λ ∼
Inv-Gamma( 12 , λ1 ); λ ∼ Inv-Gamma( 12 , b12 ), where v ∼
Inv-Gamma(a, b) is the Inverse Gamma distribution with

density p(v) ∝ v −a−1 exp{−b/v} for v > 0. This avoids
the challenges posed by the direct approximation during
variational learning — standard exponential family variational approximations struggle to capture the thick Cauchy
tails, while a Cauchy approximating family leads to high
variance gradients.
Since the number of output units is fixed by the problem at hand, a sparsity inducing prior is not appropriate
for the output layer. Instead, we place independent Gaussian priors, wkL ∼ N (0, κ2 I) with vague hyper-priors
κ ∼ C + (0, bκ = 5) on the output layer weights. The joint
distribution of the regularized Horseshoe Bayesian neural
network is then given by,
p(D, θ) = p(c | ca , cb )r(κ, ρκ | bκ )
L
∏
l=1

N
∏

r(υl , ϑl | bg )

n=1

Kl
∏

k=1

KL
∏

k=1

N (wkL | 0, κI)

2 2
r(τkl , λkl | b0 )N (wkl | 0, (τ̃kl
υl )I) (3)

p(yn | f (W, xn )),

where p(yn |f (W, xn )) is the likelihood function and
r(a, λ|b) = Inv-Gamma(a2 | 12 , λ1 )Inv-Gamma(λ| 12 , b12 ),
with
θ
=
{W, T , κ, ρκ , c},
T
=
K,L
L
L
,
{υ
}
,
{λ
}
,
{ϑ
}
}.
{{τkl }K,L
l
kl
l
l=1
l=1
k=1,l=1
k=1,l=1

Non-Centered Parameterization The regularized horseshoe
(and the horseshoe) prior both exhibit strong correlations
between the weights wkl and the scales τkl υl . While their
favorable sparsity inducing properties stem from this coupling, it also gives rise to coupled posteriors that exhibit
pathological funnel shaped geometries (Betancourt & Girolami, 2015; Ingraham & Marks, 2016) that are difficult to
reliably sample or approximate.

Adopting non-centered parameterizations (Ingraham &
Marks, 2016), helps alleviate the issue. Consider a reformulation of Equation 2,
βkl ∼ N (0, I),

wkl = τ̃kl υl βkl ,

(4)

where the distribution on the scales are left unchanged.
Since the scales and weights are sampled from independent
prior distributions and are marginally uncorrelated, such a
parameterization is referred to as non-centered. The likelihood is now responsible for introducing the coupling between the two, when conditioning on observed data. Noncentered parameterizations are known to lead to simpler
posterior geometries (Betancourt & Girolami, 2015). Empirically (Ghosh & Doshi-Velez, 2017) have shown that
adopting a non-centered parameterization significantly improves the quality of the posterior approximation for BNNs
with Horseshoe priors. Thus, we also adopt non-centered
parameterizations for the regularized Horseshoe BNNs.

4. Structured Variational Learning of
Regularized Horseshoe BNNs
We approximate the intractable posterior p(θ | D) with
a computationally convenient family. We exploit recently
proposed stochastic extensions to scale to both large architectures and datasets, and use black-box variants to deal
with non-conjugacy. We begin by selecting a tractable
family of distributions q(θ | ϕ), with free variational parameters ϕ. Learning involves optimizing ϕ such that the
Kullback-Liebler divergence between the approximation
and the true posterior, KL(q(θ | ϕ)||p(θ | D)) is minimized.
This is equivalent to maximizing the lower bound to the
marginal likelihood (or evidence) p(D), p(D) ≥ L(ϕ) =
Eqϕ [ln p(D, θ)] + H[q(θ | ϕ)]. The choice of the approximating family governs the quality of inference.
4.1. Variational Approximation Choices
The more flexible the approximating family the better it
approximates the true posterior. Below, we first describe
a straight-forward fully-factored approximation and then
a more sophisticated structured approximation that we
demonstrate has better statistical properties.
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In this work, we expand upon this idea with several innovations and careful experiments. Via a combination of using
regularized horseshoe priors for the node-specific weights
and variational approximations that retain critical posterior
structure, we both improve upon the statistical properties
of the earlier works and provide improved generalization,
especially for smaller data sets and in sample-limited settings such as reinforcement learning. We also present a new
thresholding rule for pruning away nodes. Unlike previous
work our rule does not require computing a point summary
of the inferred posteriors. We compare the various model
and inference combinations on a diverse set of regression
and reinforcement learning tasks. We find that the proposed innovations consistently improve upon the compactness of the models learned without sacrificing predictive
performance.

Structured Variational Learning of Bayesian Neural Networks with Horseshoe Priors

Fully Factorized Approximations The simplest possibility is to use a fully factorized variational family,
q(θ | ϕ) =
∏
k,l

∏

a∈{c,κ,ρκ }

q(a | ϕa )

q(τkl | ϕτkl )q(λkl | ϕλkl )

∏

i,j,l

∏
l

q(βij,l | ϕβij,l )
(5)

q(υl | ϕυl )q(ϑl | ϕϑl ).

Restricting the variational distribution for the non-centered
weight βij,l between units i in layer l − 1 and j in layer l,
2
q(βij,l | ϕβijl ) to the Gaussian family N (βij,l | µij,l , σij,l
),
2
2
and the non-negative scale parameters τkl and υl and the
variance of the output layer weights to the log-Normal
2
family, q(ln τkl
| ϕτkl ) = N (µτkl , στ2kl ), q(ln υl2 |
2
ϕυl ) = N (µυl , συl ), and q(ln κ2 | ϕκ ) = N (µκ , σκ2 ), allows for the development of straightforward inference algorithms (Ghosh & Doshi-Velez, 2017; Louizos et al., 2017).
It is not necessary to impose distributional constraints on
the variational approximations of the auxiliary variables ϑl ,
λkl , or ρκ . Conditioned on the other variables the optimal
variational family for these latent variables follow inverse
Gamma distributions. We refer to this approximation as the
factorized approximation.
Parameter-tied factorized approximation. The conditional
variational distribution on wkl implied by Equations 5
and 7 is q(wkl | τkl , υl ) = N (wkl | τkl υl µkl , (τkl υl )2 Ψ),
where Ψ is a diagonal matrix with elements populated
2
by σij,l
and µkl consists of the corresponding variational
means µij,l . The distributions of weights incident into
a unit are thus coupled through τkl υl while all weights
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in a layer are coupled through the layer wise scale υl .
This view suggests that using a simpler approximating
family q(βij,l | ϕβijl ) = N (βij,l | µij,l , 1) results in
an isotropic Gaussian approximation q(wkl | τkl , υl ) =
N (wkl | τkl υl µkl , (τkl υl )2 I). Crucially, the scale parameters τkl υl still allow for pruning of units when the scales
approach zero. Moreover, by tying the variances of the noncentered weights together this approximation effectively
halves the number of variational parameters and speeds up
training (Ghosh & Doshi-Velez, 2017). We call this the
tied-factorized approximation.

We take a step towards a more structured variational approximation by using a layer-wise matrix variate Gaussian
variational distribution for the non-centered weights and retaining the form of all the other factors from Equation 5.
Let βl ∈ RKl−1 +1×Kl denote the set of weights betweens
layers l − 1 and l, then under this variational approximation we have q(βl | ϕβl ) = MN (βl | Mβl , Uβl , Vβl ),
where Mβl ∈ RKl−1 +1×Kl is the mean, Vβl ∈ RKl ×Kl and
Uβl ∈ RKl−1 +1×Kl−1 +1 capture the covariances among
the columns and rows of βl , thereby modeling dependencies among the variational approximation to the weights
in a layer. Louizos & Welling (2016) demonstrated that
even when Uβl and Vβl are restricted to be diagonal, the
matrix Gaussian approximation can lead to significant improvements over fully factorized approximations for vanilla
BNNs. We call this the semi-structured1 approximation.
The horseshoe prior exhibits strong correlations between
weights and their scales, which encourages strong posterior coupling between βkl and τkl . For effective shrinkage towards zero, it is important that the variational approximations are able[ to capture
this strong dependence.
]
βl
To do so, let Bl =
, νl = [ν1l , . . . , νKl l ]T , and
νlT
νkl = lnτkl . Now using the variational approximation
q(Bl | ϕBl ) = MN (Bl | Ml , Ul , Vl ), allows us to retain the coupling between weights incident into a unit and
the corresponding unit specific scales, with appropriate parameterizations of Ul . In particular, we note that a diagonal
Ul fails to capture the necessary correlations, and defeats
the purpose of using a matrix Gaussian variational family to model the posterior of Bl . To retain computational
efficiency while capturing dependencies among the rows
of Bl we enforce a low-rank structure, Ul = Ψl + hl hTl ,
where Ψl ∈ RKl−1 +2×Kl−1 +2 is a diagonal matrix and
1
it captures correlations among weights but not between
weights and scales

to compute Monte-Carlo gradients,

Table 1. Variational Approximation Families.
A PPROXIMATION
FACTORIZED
FACTORIZED ( TIED )
S EMI - STRUCTURED
S TRUCTURED

D ESCRIPTION
q(νl | ϕνl )q(βl | ϕβl ) =
q(νl | ϕνl )q(βl | ϕβl ) =

∏

i,j,l

∏

i,j,l

N (βkl |

2
µij,l , σij,l
)

N (βkl | µij,l , 1)

∏

∏
k,l

k,l

q(νkl | ϕνkl )

q(νkl | ϕνkl )

q(νl | ϕνl )q(βl | ϕβl ) = MN (βl | Mβl , Uβl , Vβl )
q(βl , νl | ϕBl ) = MN (Bl | Ml , Ul , Vl )

∏
k,l

q(νkl | ϕνkl )

hl ∈ RKl−1 +2×1 is a column vector. We retain a diagonal structure for Vl ∈ RKl ×Kl . We call this approximation
the structured approximation. In the experimental section,
we find that this structured approximation, indeed leads to
stronger shrinkage towards zero in the recovered solutions.
When combined with a pruning rule, it significantly compresses networks with excess capacity. Table 1 summarizes
the variational approximations introduced in this section.
4.2. Black Box Variational Inference
Irrespective of the variational family choice, the resulting
evidence lower bound (ELBO),
L(ϕ) =

∑
n

E[ln p(yn | f (β, T , κ, xn ))]+

(6)

E[ln p(T , β, κ, ρκ | b0 , bg , bκ )] + H[q(θ | ϕ)],

is challenging to evaluate. Here we have used β to denote
the set of all non-centered weights in the network. The nonlinearities introduced by the neural network and the potential lack of conjugacy between the neural network parameterized likelihoods and the Horseshoe priors render the first
expectation in Equation 6 intractable.
Recent progress in black box variational inference (Kingma
& Welling, 2014; Rezende et al., 2014; Ranganath et al.,
2014; Titsias & Lázaro-gredilla, 2014) subverts this difficulty. These techniques compute noisy unbiased estimates of the gradient ∇ϕ L̂(ϕ), by approximating the offending expectations with unbiased Monte-Carlo estimates
and relying on either score function estimators (Williams,
1992; Ranganath et al., 2014) or reparameterization gradients (Kingma & Welling, 2014; Rezende et al., 2014;
Titsias & Lázaro-gredilla, 2014) to differentiate through
the sampling process. With the unbiased gradients in
hand, stochastic gradient ascent can be used to optimize
the ELBO. In practice, reparameterization gradients exhibit
significantly lower variances than their score function counterparts and are typically favored for differentiable models. The reparameterization gradients rely on the existence
of a parameterization that separates the source of randomness from the parameters with respect to which the gradients are sought. For our Gaussian variational approximations, the well known non-centered parameterization,
ζ ∼ N (µ, σ 2 ) ⇔ ϵ ∼ N (0, 1), ζ = µ + σϵ, allows us

∇µ,σ Eqw [g(w)] ⇔ ∇µ,σ EN (ϵ|0,1) [g(µ + σϵ)]
1∑
∇µ,σ g(µ + σϵ(s) ),
≈
S s

(7)

for any differentiable function g and ϵ(s) ∼ N (0, 1).
Furthermore, all practical implementations of variational
Bayesian neural networks use a further re-parameterization
to lower variance of the gradient estimator. They sample
from the implied variational distribution over a layer’s preactivations instead of directly sampling the much higher dimensional weights (Kingma et al., 2015).
Variational distribution on pre-activations The “local”
re-parametrization is straightforward for all the approximations except the structured approximation. For that, observe that q(Bl | ϕBl ) factorizes as q(βl | νl , ϕβl )q(νl |
ϕνl ). Moreover, conditioned on νl ∼ q(νl | ϕνl ),
βl follows another matrix Gaussian distribution. The
conditional variational distribution is q(βl | νl , ϕβl ) =
MN (Mβl |νl , Uβl |νl , V ). It then follows that b = βlT a for
an input a ∈ RKl−1 +1×1 into layer l, is distributed as,
(8)

b | a, νl , ϕβl ∼ N (b | µb , Σb ),

with µb = MβTl |νl a, and Σb = (aT Uβl |νl a)V . Since,
aT Uβl |νl a is scalar and V is diagonal, Σ is diagonal as well.
For regularized HS-BNN, recall that the pre-activation of
node k in layer l, is ukl = τ̃kl υl b, and the corresponding
variational posterior is,
q(ukl | µukl , σu2 kl ) = N (ukl | µukl , σu2 kl ),
(s) (s)

µukl = τ̃kl υl µbk ;
(s)

(s)2

(s) 2

σu2 kl = τ̃kl υl

Σbk,k ,

(9)

(s)

where τkl , υl , c(s) are samples from the correspond(s)
ing log-Normal posteriors and τ̃kl is constructed as
2 (s) 2

2

(s) 2 (s) 2

c(s) τkl /(c(s) + τkl υl

).

Algorithm We now have a simple prescription for optimizing Equation 6. Recursively sampling the variational
posterior of Equation 9 for each layer of the network, allows us to forward propagate information through the network. Using the reparameterizations (Equation 7), allows
us to differentiate through the sampling process. We compute the necessary gradients through reverse mode automatic differentiation tools (Maclaurin et al., 2015). With
the gradients in hand, we optimize L(ϕ) with respect to
the variational weights ϕB , per-unit scales ϕτkl , per-layer
scales ϕυl , and the variational scale for the output layer
weights, ϕκ using Adam (Kingma & Ba, 2014). Conditioned on these, the optimal variational posteriors of the
auxiliary variables ϑl , λkl , and ρκ follow Inverse Gamma
distributions. Fixed point updates that maximize L(ϕ) with

respect to ϕϑl , ϕλkl , ϕρκ , holding the other variational parameters fixed are available. It can be shown that, q(λkl |
ϕλkl ) = Inv-Gamma(λkl | 1, E[ τ1kl ] + b12 ). The distribu0
tions of the other auxiliary variables are analogous. By alternating between gradient and fixed point updates to maximize the ELBO in a coordinate ascent fashion we learn all
variational parameters jointly (see Algorithm 1 of the supplement). Further details are available in the supplement.
Computational Considerations The primary computational bottleneck for the structured approximation arises in
computing the pre-activations in equation 8. While computing Σb in the factorized approximation involves a single
inner product, in the structured case it requires the computation of the quadratic form aT UMβl |νl a and a point wise
multiplication with the elements of Vl . Owing to the diagonal plus rank-one structure of UMβl |νl , we only need
two inner products, followed by a scalar squaring and addition to compute the quadratic form and Kl scalar multiplications for the point-wise multiplication with Vl . Thus
the structured approximation is only marginally more expensive. Further, it uses only Kl + 2 × (Kl−1 + 1) weight
variance parameters per layer, instead of Kl × (Kl−1 + 1)
parameters used by the factorized approximation. Not having to compute gradients and update these additional parameters further mitigates the performance difference.
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Structured Variational Approximations Although
computationally convenient, the factorized approximations
fail to capture posterior correlations among the network
weights, and more pertinently, between weights and scales.

Structured Variational Learning of Bayesian Neural Networks with Horseshoe Priors

4.3. Pruning Rule
The Horseshoe and its regularized variant provide strong
shrinkage towards zero for small wkl . However, the shrunk
weights, although tiny, are never actually zero. A userdefined thresholding rule is required to prune away the
shrunk weights. One could first summarize the inferred
posterior distributions using a point estimate and then use
the summary to define a thresholding rule (Louizos et al.,
2017). We propose an alternate thresholding rule that obviates the need for a point summary. We prune away a unit, if
p(τkl υl < δ) > p0 , where δ and p0 are user defined parameters, with τkl ∼ q(τkl | ϕτkl ) and υl ∼ q(υl | ϕυl ). Since,
both τkl and υl are constrained to the log-Normal variational family, their product follows another log-Normal distribution, and implementing the thresholding rule simply
amounts to computing the cumulative distribution function
of the log-Normal distribution. To see why this rule is sensible, recall that for units which experience strong shrinkage
the regularized Horseshoe tends to the Horseshoe. Under
the Horseshoe prior, τkl υl governs the (non-negative) scale
of the weight node vector wkl . Therefore, under our thresholding rule, we prune away nodes whose posterior scales,
place probability greater than p0 below a sufficiently small
threshold δ. In our experiments, we set p0 = 0.9 and δ to
either 10−3 or 10−5 .
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There is also a body of work on learning structure in nonBayesian neural networks. Early work (LeCun et al., 1990;
Hassibi et al., 1993) pruned networks by analyzing secondorder derivatives of the objectives. More recently, (Wen
et al., 2016) describe applications of structured sparsity not
only for optimizing filters and layers but also computation
time. Closer to our work in spirit, (Ochiai et al., 2016;
Scardapane et al., 2017; Alvarez & Salzmann, 2016) and
(Murray & Chiang, 2015) who use group sparsity to prune
groups of weights—e.g. weights incident to a node. However, these approaches don’t model weight uncertainty and
provide uniform shrinkage to all weights.

Structured variational approximations provide greater
shrinkage. Next, we evaluate the effect of utilizing structured variational approximations. In preliminary experiments, we found that of the approximations described in
Section 4.1, the structured approximation outperformed the
semi-structured variant while the factorized approximation
provided better predictive performance than the tied approximation. In this section we only report results comparing models employing these two variational families.
Toy Data First, we explore the effects of structured and factorized variational approximations on predictive uncertainties. Following (Ghosh & Doshi-Velez, 2017) we consider
a noisy regression problem: y = sin(x)+ϵ, ϵ ∼ N (0, 0.1),
and explore the relationship between predictive uncertainty
and model capacity. We compare a single layer 1000 unit
BNN using a standard normal prior against BNNs with the
regularized horseshoe prior utilizing factorized and structured variational approximations. Figures 1 and 3 show
that while a BNN severely over-estimates the predictive uncertainty, models using the reg-HS priors by pruning away
excess capacity, significantly improve the estimated uncertainty. Furthermore, we observe that the structured approximation best alleviates the under-fitting issues.
Controlled comparisons on UCI benchmarks We return to
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Work on learning structure in BNNs has received less attention. (Blundell et al., 2015) introduce a mixture-ofGaussians prior on the weights, with one mixture tightly
concentrated around zero, thus approximating a spike and
slab prior over weights. Others (Kingma et al., 2015; Gal
& Ghahramani, 2016) have noticed connections between
Dropout (Srivastava et al., 2014) and approximate variational inference. In particular, (Molchanov et al., 2017)
show that the interpretation of Gaussian dropout as performing variational inference in a network with log uniform
priors over weights leads to sparsity in weights. The goal of
turning off edges is very different than the approach considered here, which performs model selection over the appropriate number of nodes. More closely related to us, are the
recent works of (Ghosh & Doshi-Velez, 2017) and (Louizos
et al., 2017). The authors consider group Horseshoe priors
for unit pruning. We improve upon these works by using
regularized Horseshoe priors that improve generalization,
structured variational approximations that provide more accurate inferences, and by proposing a new thresholding rule
to prune away units with small scales. Yet others (Neklyudov et al., 2017) have proposed pruning units via truncated
log-normal priors over unit scales. However, they do not
place priors over network weights and are unable to infer
posterior weight uncertainty. In related but orthogonal research (Adams et al., 2010; Song et al., 2017) focused on
the problem of structure learning in deep belief networks.

Regularized Horseshoe Priors provide consistent benefits, especially on smaller data sets. We begin by comparing reg-HS against BNNs using the standard Horseshoe
(HS) prior on a collection of diverse datasets from the UCI
repository. We follow the protocol of (Hernández-Lobato
& Adams, 2015) to compare the two models. To provide
a controlled comparison, and to tease apart the effects of
model versus inference enhancements we employ factorized variational approximations for either model. In figure 2, the UCI datasets are sorted from left to right, with
the smallest on the left. We find that the regularized Horseshoe leads to consistent improvements in predictive performance. As expected, the gains are more prominent for
the smaller datasets for which the regularization afforded
by the regularized Horseshoe is crucial for avoiding overfitting. In the remainder, all reported experimental results
use the reg-HS prior.

0.050

Weight norm ||E[wkl ]||2

In this section, we present experiments that evaluate
various aspects of the proposed regularized Horseshoe
Bayesian neural network (reg-HS) and the structured variational approximation. In all experiments, we use a learning rate of 0.005, the global horseshoe scale bg = 10−5 , a
batch size of 128, ca = 2, and cb = 6. For the structured
approximation, we also found that constraining Ψ, V , and
h to unit-norms resulted in better predictive performance.
Additional experimental details are in the supplement.
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Bayesian neural networks have a long history. Early
work can be traced back to (Buntine & Weigend, 1991;
MacKay, 1992; Neal, 1993). These early approaches do
not scale well to modern architectures or the large datasets
required to learn them. Recent advances in stochastic
MCMC methods (Li et al., 2016; Welling & Teh, 2011)
and stochastic variational methods (Blundell et al., 2015;
Rezende et al., 2014), black-box variational and alphadivergence minimization (Hernandez-Lobato et al., 2016;
Ranganath et al., 2014), and probabilistic backpropagation (Hernández-Lobato & Adams, 2015) have reinvigorated interest in BNNs by allowing scalable inference.

Structured

6. Experiments

Test log-likelihood

5. Related Work
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Figure 2. Top: Regularized Horseshoe results in consistent improvements over the vanilla horseshoe prior. The datasets are sorted
according to the number of data instances and plotted on the log scale with ‘yacht’ being the smallest and ‘year’ being the largest.
Relative improvement is defined as (x − y)/max(|x|, |y|). Middle: Structured variational approximations result in similar predictive
performance but consistently recover solutions that exhibit stronger shrinkage. The left most figure plots the predictive log likelihoods
achieved by the two approximations, each point corresponds to a UCI dataset. We also plot the fifty units with the smallest ||E[wkl ]||2 ,
on a number of datasets. Each point in the plot displays the inferred ||E[wkl ]||2 for a unit in the network. We plot recovered expected
weight norms from all five random trials for both the factorized and structured approximation. The structured approximation (in red)
consistently provides stronger shrinkage. The factorized approximation both produces weaker shrinkage and the degree of shrinkage
exhibits higher variance with random trials. Bottom: The structured approximation is competitive with VMG while using much smaller
networks. Fine tuning occasionally leads to small improvements. Compression rates are defined as the fraction of un-pruned units. The
rightmost plot compares VMG and reg-HS BNN in small data regimes on the three smallest UCI datasets. In parenthesis we indicate the
number of training instances. The shrinkage afforded by reg-HS leads to improved performance over VMG which employs priors that
lack shrinkage towards zero.

the UCI benchmark to carefully vet the different variational
approximations. We deviate from prior work, by using networks with significantly more capacity than previously considered for this benchmark. In particular, we use single
layer networks with an order of magnitude more hidden
units (500) than considered in previous work (50). This
additional capacity is more than that needed to explain
the UCI benchmark datasets well. With this experimental
setup, we are able to evaluate how well the proposed methods perform at pruning away extra modeling capacity. For
all but the ‘year‘ dataset, we report results from five trials
each trained on a random 90/10 split of the data. For the
large year dataset, we ran a single trial (details in the supplement). Figure 2 shows consistently stronger shrinkage.
Comparison against Factorized approximations. The factorized and structured variational approximations have similar predictive performance. However, the structured approximation consistently recovers solutions that exhibit

much stronger shrinkage towards zero. Figure 2 demonstrates this effect on several UCI datasets, with more in
the supplement. We have plotted 50 units with the smallest ||wkl ||2 weight norms recovered by the factorized and
structured approximations, from five random trials. Both
approximations provide shrinkage towards zero, but the
structured approximation has significantly stronger shrinkage. Further, the degree of shrinkage from the factorized
approximation varies significantly between random initializations. In contrast, the structured approximation consistently provides strong shrinkage. We compare the shrinkages using ||E[wkl ]||2 instead of applying the pruning rule
from section 4.3 and comparing the resulting compression
rates. This is because although the scales τkl υl inferred
by the factorized approximation provide a clear separation
between signal and noise, they do not exhibit shrinkage toward zero. However, wkl = τkl υl βkl does exhibit shrinkage and provides a fair comparison.
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Figure 3. Regularized Horseshoe BNNs prune away excess capacity and are more resistant to underfitting. Variational approximations aware of model structure improve fits.

Comparison against competing methods. We compare the
reg-HS model with structured variational approximation
against the variational matrix Gaussian (VMG) approach
of (Louizos & Welling, 2016), which has previously been
shown to outperform other variational approaches to learning BNNs. We used the pruning rule with δ = 10−3 for
all but the ‘year‘ dataset, for which we set δ = 10−5 .
Figure 2 demonstrates that structured reg-HS is competitive with VMG in terms of predictive performance. We
either perform similarly or better than VMG on the majority of the datasets. More interestingly, structured reg-HS
achieves competitive performance while pruning away excess capacity and achieving significant compression. We
also fine-tuned the pruned model by updating the weight
means while holding others fixed. However, this didn’t significantly affect predictive performance. Finally, we evaluate how reg-HS compares against VMG in the low data
regime. For the three smallest UCI datasets we use ten percent of the data for training. In such limited data regimes
(Figure 2) the shrinkage afforded by reg-HS leads to clear
improvements in predictive performance over VMG.
HS-BNNs improve reinforcement learning performance. So far, we have focused on using BNNs simply
for prediction. One application area in which having good
predictive uncertainty estimates is crucial is in model-based
reinforcement learning scenarios (e.g. (Depeweg et al.,
2017; Gal et al., 2016b; Killian et al., 2017)): here, it is essential not only to have an estimate of what state an agent
may be in after taking a particular action, but also an accurate sense of all the states the agent may end up in. In the
following, we apply our regularized HS-BNN with structured approximations to two domains: the 2D map of Killian et al. (2017) and acrobot Sutton & Barto (1998). For
each domain, we focused on one instance dynamic setting.
In each domain, we collected training samples by training

As in our prediction results, training a moderately-sized
BNN with so few data results in severe underfitting, which
in turn, adversely affects the quality of the policy that is
learned. We see in table 2 that the better fitting of the
structured reg-HS-BNN results in higher task performance,
across domains and model architectures.
Table 2. Model-based reinforcement learning. The under-fitting
of the standard BNN results in lower task performance, whereas
the HS-BNN is more robust to this underfitting.

BNN x-500-y
BNN x-100-100-y
Structured x-500-y
Structured x-100-100-y
BNN x-500-y
BNN x-100-100-y
Structured x-500-y
Structured x-100-100-y

2D Map
Test RMSE Avg. Reward
0.187
975.386
0.089
966.716
0.058
995.416
0.061
992.893
Acrobot
0.924
-156.573
0.710
-23.419
0.558
-108.443
0.656
-17.530

7. Discussion and Conclusion
We demonstrated that the regularized horseshoe prior, combined with a structured variational distribution, is a computationally efficient tool for model selection in Bayesian neural networks. By retaining crucial posterior dependencies,
the structured approximation provided, to our knowledge,
state of the art shrinkage for BNNs while being competitive in predictive performance to existing approaches. We
found, model re-parameterizations — decomposition of the
Half-Cauchy priors into inverse gamma distributions and
non-centered representations essential for avoiding poor local optima. There remain several interesting follow-on directions, including, modeling enhancements that use layer,
node, or even weight specific weight decay c, or layer specific global shrinkage parameter bg to provide different levels of shrinkage to different parts of the BNN.
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1. Introduction
We are interested in solving the following stochastic optimization problem
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min {F (w) = E[f (w; ξ)]} ,

w∈Rd

(1)

where ξ is a random variable obeying some distribution.
In the case of empirical risk minimization with a training
set {(xi , yi )}ni=1 , ξi is a random variable that is defined by
a single random sample (x, y) pulled uniformly from the
training set. Then, by defining fi (w) := f (w; ξi ), empirical
risk minimization reduces to


n
1
min F (w) =
fi (w) .
(2)
n i=1
w∈Rd
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Stochastic gradient descent (SGD) is the optimization algorithm of choice in many machine learning applications such as regularized empirical risk
minimization and training deep neural networks.
The classical convergence analysis of SGD is carried out under the assumption that the norm of the
stochastic gradient is uniformly bounded. While
this might hold for some loss functions, it is always violated for cases where the objective function is strongly convex. In (Bottou et al., 2016), a
new analysis of convergence of SGD is performed
under the assumption that stochastic gradients are
bounded with respect to the true gradient norm.
Here we show that for stochastic problems arising in machine learning such bound always holds;
and we also propose an alternative convergence
analysis of SGD with diminishing learning rate
regime, which results in more relaxed conditions
than those in (Bottou et al., 2016). We then move
on the asynchronous parallel setting, and prove
convergence of Hogwild! algorithm in the same
regime, obtaining the first convergence results for
this method in the case of diminished learning
rate.

Problem (2) arises frequently in supervised learning applications (Hastie et al., 2009). For a wide range of applications, such as linear regression and logistic regression, the objective function F is strongly convex and each
fi , i ∈ [n], is convex and has Lipschitz continuous gradients (with Lipschitz constant L). Given a training set
{(xi , yi )}ni=1 with xi ∈ Rd , yi ∈ R, the 2 -regularized
least squares regression model, for example, is written as (2)
def
with fi (w) = (xi , w − yi )2 + λ2 w2 . The 2 -regularized
logistic regression for binary classification is written with
def
fi (w) = log(1+exp(−yi xi , w))+ λ2 w2 , yi ∈ {−1, 1}.
It is well established by now that solving this type of problem by gradient descent (GD) (Nesterov, 2004; Nocedal &
Wright, 2006) may be prohibitively expensive and stochastic gradient descent (SGD) is thus preferable. Recently, a
class of variance reduction methods (Le Roux et al., 2012;
Defazio et al., 2014; Johnson & Zhang, 2013; Nguyen et al.,
2017) has been proposed in order to reduce the computational cost. All these methods explicitly exploit the finite
sum form of (2) and thus they have some disadvantages
for very large scale machine learning problems and are not
applicable to (1).
To apply SGD to the general form (1) one needs to assume
existence of unbiased gradient estimators. This is usually
defined as follows:
Eξ [∇f (w; ξ)] = ∇F (w),
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for any fixed w. Here we make an important observation: if
we view (1) not as a general stochastic problem but as the
expected risk minimization problem, where ξ corresponds
to a random data sample pulled from a distribution, then (1)
has an additional key property: for each realization of the
random variable ξ, f (w; ξ) is a convex function with Lipschitz continuous gradients. Notice that traditional analysis
of SGD for general stochastic problem of the form (1) does
not make any assumptions on individual function realizations. In this paper we derive convergence properties for
SGD applied to (1) with these additional assumptions on
f (w; ξ) and also extend to the case when f (w; ξ) are not
necessarily convex.

Assumption 1 (µ-strongly convex). The objective function
F : Rd → R is a µ-strongly convex, i.e., there exists a
constant µ > 0 such that ∀w, w ∈ Rd ,
µ
F (w) − F (w ) ≥ ∇F (w ), (w − w ) + w − w 2 .
2
(3)






It is well-known in literature (Nesterov, 2004; Bottou et al.,
2016) that Assumption 1 implies
2µ[F (w) − F (w∗ )] ≤ ∇F (w)2 , ∀w ∈ Rd .

(4)

The classical theoretical analysis of SGD assumes that the
stochastic gradients are uniformly bounded, i.e. there exists
a finite (fixed) constant σ < ∞, such that
2

2

E[∇f (w; ξ) ] ≤ σ , ∀w ∈ R

d

(5)

(see e.g. (Shalev-Shwartz et al., 2007; Nemirovski et al.,
2009; Recht et al., 2011; Hazan & Kale, 2014; Rakhlin et al.,
2012), etc.). However, this assumption is clearly false if
F is strongly convex. Specifically, under this assumption
together with strong convexity, ∀w ∈ Rd , we have
(4)

2

2µ[F (w) − F (w∗ )] ≤ ∇F (w)2 = E[∇f (w; ξ)]
2

(5)

2

≤ E[∇f (w; ξ) ] ≤ σ .
Hence,
F (w) ≤

σ2
+ F (w∗ ) , ∀w ∈ Rd .
2µ

On the other hand strong convexity and ∇F (w∗ ) = 0 imply
F (w) ≥ µw − w∗ 2 + F (w∗ ) , ∀w ∈ Rd .
The last two inequalities are clearly in contradiction with
each other for sufficiently large w − w∗ 2 .

Let us consider the following example: f1 (w) = 12 w2 and
f2 (w) = w with F (w) = 12 (f1 (w) + f2 (w)). Note that
F is strongly convex, while individual realizations are not
necessarily so. Let w0 = 0, for any number t ≥ 0, with
probability 21t the steps of SGD algorithm for all i < t
t
are wi+1 =
wi − ηi . This implies that wt = − i=1 ηi
∞
and since i=1 ηi = ∞ then |wt | can be arbitrarily large
for large enough t with probability 21t . Noting that for
this example, E[∇f (wt ; ξ)2 ] = 12 wt2 + 12 , we see that
E[∇f (wt ; ξ)2 ] can also be arbitrarily large.

with fixed step size is analyzed without the bounded gradient
assumption. We note that SGD with fixed step size only
converges to a neighborhood of the optimal solution, while
by analyzing the diminishing step size variant we are able to
show convergence to the optimal solution with probability
one. Both in (Leblond et al., 2018) and in this paper, the
version of Hogwild! with inconsistent reads and writes is
considered.

Recently, in the review paper (Bottou et al., 2016), convergence of SGD for general stochastic optimization problem was analyzed under the following assumption: there
exist constants M and N such that E[∇f (wt ; ξt )2 ] ≤
M ∇F (wt )2 + N , where wt , t ≥ 0, are generated by
the algorithm. This assumption does not contradict strong
convexity, however, in general, constants M and N are unknown, while M is used to determine the learning rate ηt
(Bottou et al., 2016). In addition, the rate of convergence
of the SGD algorithm depends on M and N . In this paper
we show that under the smoothness assumption on individual realizations f (w, ξ) it is possible to derive the bound
E[∇f (w; ξ)2 ] ≤ M0 [F (w) − F (w∗ )] + N with specific
values of M0 , and N for ∀w ∈ Rd , which in turn implies
the bound E[∇f (w; ξ)2 ] ≤ M ∇F (w)2 + N with specific M , by strong convexity of F . We also note that, in
(Moulines & Bach, 2011), the convergence of SGD without
bounded gradient assumption is studied. We then provide
an alternative convergence analysis for SGD which shows
convergence in expectation with a bound on learning rate
which is larger than that in (Bottou et al., 2016; Moulines
& Bach, 2011) by a factor of L/µ. We then use the new
framework for the convergence analysis of SGD to analyze
an asynchronous stochastic gradient method.

We provide a new framework for the analysis of stochastic gradient algorithms in the strongly convex case under
the condition of Lipschitz continuity of the individual function realizations, but without requiring any bounds on
the stochastic gradients. Within this framework we have
the following contributions:

In (Recht et al., 2011), an asynchronous stochastic optimization method called Hogwild! was proposed. Hogwild!
algorithm is a parallel version of SGD, where each processor
applies SGD steps independently of the other processors to
the solution w which is shared by all processors. Thus, each
processor computes a stochastic gradient and updates w
without ”locking” the memory containing w, meaning that
multiple processors are able to update w at the same time.
This approach leads to much better scaling of parallel SGD
algorithm than a synchoronous version, but the analysis of
this method is more complex. In (Recht et al., 2011; Mania
et al., 2015; De Sa et al., 2015) various variants of Hogwild!
with a fixed step size are analyzed under the assumption
that the gradients are bounded as in (5). In this paper, we
extend our analysis of SGD to provide analysis of Hogwild!
with diminishing step sizes and without the assumption on
bounded gradients.
In a recent technical report (Leblond et al., 2018) Hogwild!

1.1. Contribution

• We prove the almost sure (w.p.1) convergence of SGD
with diminishing step size. Our analysis provides a
larger bound on the possible initial step size when
compared to any previous analysis of convergence in
expectation for SGD.
• We introduce a general recurrence for vector updates
which has as its special cases (a) Hogwild! algorithm
with diminishing step sizes, where each update involves all non-zero entries of the computed gradient,
and (b) a position-based updating algorithm where each
update corresponds to only one uniformly selected nonzero entry of the computed gradient.
• We analyze this general recurrence under inconsistent
vector reads from and vector writes to shared memory
(where individual vector entry reads and writes are
atomic in that they cannot be interrupted by writes
to the same entry) assuming that there exists a delay
τ such that during the (t + 1)-th iteration a gradient
of a read vector w is computed which includes the
aggregate of all the updates up to and including those
made during the (t − τ )-th iteration. In other words,
τ controls to what extend past updates influence the
shared memory.
– Our upper bound for the expected convergence
rate is sublinear, i.e., O(1/t), and its precise expression allows comparison of algorithms (a) and
(b) described above.
– For SGD we can improve this upper bound by a
factor 2 and also show that its initial step size can
be larger.
– We show
 that τ can be a function of t as large
as ≈ t/ ln t without affecting the asymptotic
behavior of the upper bound; we also determine
a constant T0 with the property that, for t ≥ T0 ,

higher order terms containing parameter τ are
smaller than the leading O(1/t) term. We give intuition explaining why the expected convergence
rate is not more affected by τ . Our experiments
confirm our analysis.
– We determine a constant T1 with the property
that, for t ≥ T1 , the higher order term containing
parameter w0 − w∗ 2 is smaller than the leading
O(1/t) term.
• All the above contributions generalize to the nonconvex setting where we do not need to assume that
the component functions f (w; ξ) are convex in w.
1.2. Organization
We analyse the convergence rate of SGD in Section 2 and
introduce the general recursion and its analysis in Section 3.
Experiments are reported in Section 4.

2. New Framework for Convergence Analysis
of SGD
We introduce SGD algorithm in Algorithm 1.
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Algorithm 1 Stochastic Gradient Descent (SGD) Method
Initialize: w0
Iterate:
for t = 0, 1, 2, . . . do
Choose a step size (i.e., learning rate) ηt > 0.
Generate a random variable ξt .
Compute a stochastic gradient ∇f (wt ; ξt ).
Update the new iterate wt+1 = wt − ηt ∇f (wt ; ξt ).
end for
The sequence of random variables {ξt }t≥0 is assumed to
be i.i.d.1 Let us introduce our key assumption that each
realization ∇f (w; ξ) is an L-smooth function.
Assumption 2 (L-smooth). f (w; ξ) is L-smooth for every
realization of ξ, i.e., there exists a constant L > 0 such that,
∀w, w ∈ Rd ,
∇f (w; ξ) − ∇f (w ; ξ) ≤ Lw − w .

(6)

Assumption 2 implies that F is also L-smooth. Then, by
the property of L-smooth function (in (Nesterov, 2004)), we
have, ∀w, w ∈ Rd ,
F (w) ≤ F (w ) + ∇F (w ), (w − w ) +

L
w − w 2 .
2
(7)

The following additional convexity assumption can be made,
as it holds for many problems arising in machine learning.
1
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Assumption 3. f (w; ξ) is convex for every realization of ξ,
i.e., ∀w, w ∈ Rd ,

for

We first derive our analysis under Assumptions 2, and 3 and
then we derive weaker results under only Assumption 2.

2.2. Convergence Analysis without Convexity

f (w; ξ) − f (w ; ξ) ≥ ∇f (w ; ξ), (w − w ).

2.1. Convergence With Probability One
As discussed in the introduction, under Assumptions 2 and
3 we can now derive a bound on E∇f (w; ξ)2 .
Lemma 1. Let Assumptions 2 and 3 hold. Then, for ∀w ∈
Rd ,
(8)

where N = 2E[∇f (w∗ ; ξ)2 ]; ξ is a random variable,
and w∗ = arg minw F (w).
Using Lemma 1 and Super Martingale Convergence Theorem (Bertsekas, 2015) (Lemma 4 in the supplementary
material), we can provide the sufficient condition for almost
sure convergence of Algorithm 1 in the strongly convex case
without assuming any bounded gradients.
Theorem 1 (Sufficient conditions for almost sure convergence). Let Assumptions 1, 2 and 3 hold. Consider Algorithm 1 with a stepsize sequence such that
∞
∞

1 
0 < ηt ≤
,
ηt = ∞ and
ηt2 < ∞.
2L t=0
t=0

Then, the following holds w.p.1 (almost surely)
wt − w∗ 2 → 0.

Note that the classical SGD proposed in (Robbins & Monro,
1951) has learning rate satisfying conditions
∞

t=0

ηt = ∞ and

∞

t=0

ηt2 < ∞

However, the original analysis is performed under the
bounded gradient assumption, as in (5). In Theorem 1, on
the other hand, we do not use this assumption, but instead
assume Lipschitz smoothness and convexity of the function
realizations, which does not contradict the strong convexity
of F (w).
The following result establishes a sublinear convergence
rate of SGD.
Theorem 2. Let Assumptions 1, 2 and 3 hold. Let E = 2αL
µ
with α = 2. Consider Algorithm 1 with a stepsize sequence
α
1
such that ηt = µ(t+E)
≤ η0 = 2L
. The expectation
2
E[wt − w∗  ] is at most
4α2 N
1
2
µ (t − T + E)

4L
Lµ
4L
max{
w0 − w∗ 2 , 1} −
.
µ
N
µ

In this section, we provide the analysis of Algorithm 1 without using Assumption 3, that is, f (w; ξ) is not necessarily
convex. We still do not need to impose the bounded stochastic gradient assumption, since we can derive an analogue of
Lemma 1, albeit with worse constant in the bound.
Lemma 2. Let Assumptions 1 and 2 hold. Then, for ∀w ∈
Rd ,
2

E[∇f (w; ξ) ] ≤ 4Lκ[F (w) − F (w∗ )] + N,

(9)

2
where κ = L
µ and N = 2E[∇f (w∗ ; ξ) ]; ξ is a random
variable, and w∗ = arg minw F (w).

Based on the proofs of Theorems 1 and 2, we can easily
have the following two results (Theorems 3 and 4).
Theorem 3 (Sufficient conditions for almost sure convergence). Let Assumptions 1 and 2 hold. Then, we can conclude the statement of Theorem 1 with the definition of the
1
step size replaced by 0 < ηt ≤ 2Lκ
with κ = L
µ.

Theorem 4. Let Assumptions 1 and 2 hold. Then, we can
conclude the statement of Theorem 2 with the definition of
α
1
the step size replaced by ηt = µ(t+E)
≤ η0 = 2Lκ
with
L
κ = µ and α = 2, and all other occurrences of L in E and
T replaced by Lκ.
We compare our result in Theorem 4 with that in (Bottou
et al., 2016) in the following remark.

Remark 1. By strong convexity of F , Lemma 2 implies
E[∇f (w; ξ)2 ] ≤ 2κ2 ∇F (w)2 + N , for ∀w ∈ Rd ,
2
where κ = L
µ and N = 2E[∇f (w∗ ; ξ) ]. We can now
substitute the value M = 2κ2 into Theorem 4.7 in (Bottou
et al., 2016). We observe that the resulting initial learning
1
rate in (Bottou et al., 2016) has to satisfy η0 ≤ 2Lκ
2 while
1
our results allows η0 = 2Lκ . We are able to achieve this
improvement by introducing Assumption 2, which holds for
many ML problems.
Recall that under Assumption 3, our initial learning rate
1
is η0 = 2L
(in Theorem 2). Thus Assumption 3 provides
further improvement of the conditions on the learning rate.

3. Asynchronous Stochastic Optimization aka
Hogwild!
Hogwild! (Recht et al., 2011) is an asynchronous stochastic
optimization method where writes to and reads from vector positions in shared memory can be inconsistent (this

corresponds to (13) as we shall see). However, as mentioned in (Mania et al., 2015), for the purpose of analysis the
method in (Recht et al., 2011) performs single vector entry
updates that are randomly selected from the non-zero entries
of the computed gradient as in (12) (explained later) and
requires the assumption of consistent vector reads together
with the bounded gradient assumption to prove convergence.
Both (Mania et al., 2015) and (De Sa et al., 2015) prove the
same result for fixed step size based on the assumption of
bounded stochastic gradients in the strongly convex case but
now without assuming consistent vector reads and writes.
In these works the fixed step size η must depend on σ from
the bounded gradient assumption, however, one does not
usually know σ and thus, we cannot compute a suitable η
a-priori.
As claimed by the authors in (Mania et al., 2015), they can
eliminate the bounded gradient assumption in their analysis of Hogwild!, which however was only mentioned as a
remark without proof. On the other hand, the authors of recent unpublished work (Leblond et al., 2018) formulate and
prove, without the bounded gradient assumption, a precise
theorem about the convergence rate of Hogwild! of the form
E[wt − w∗ 2 ] ≤ (1 − ρ)t (2w0 − w∗ 2 ) + b,
where ρ is a function of several parameters but independent
of the fixed chosen step size η and where b is a function of
several parameters and has a linear dependency with respect
to the fixed step size, i.e., b = O(η).
In this section, we discuss the convergence of Hogwild!
with diminishing stepsize where writes to and reads from
vector positions in shared memory can be inconsistent. This
is a slight modification of the original Hogwild! where
the stepsize is fixed. In our analysis we also do not use
the bounded gradient assumption as in (Leblond et al.,
2018). Moreover, (a) we focus on solving the more general
problem in (1), while (Leblond et al., 2018) considers the
specific case of the “finite-sum” problem in (2), and (b) we
show that our analysis generalizes to the non-convex case,
i.e., we do not need to assume functions f (w; ξ) are convex
(we only require F (w) = E[f (w; ξ)] to be strongly convex)
as opposed to the assumption in (Leblond et al., 2018).
3.1. Recursion
We first formulate a general recursion for wt to which our
analysis applies, next we will explain how the different
variables in the recursion interact and describe two special
cases, and finally we present pseudo code of the algorithm
using the recursion.
The recursion explains which positions in wt should be updated in order to compute wt+1 . Since wt is stored in shared
memory and is being updated in a possibly non-consistent
way by multiple cores who each perform recursions, the

shared memory will contain a vector w whose entries represent a mix of updates. That is, before performing the computation of a recursion, a core will first read w from shared
memory, however, while reading w from shared memory,
the entries in w are being updated out of order. The final
vector ŵt read by the core represents an aggregate of a mix
of updates in previous iterations.
The general recursion is defined as follows: For t ≥ 0,
wt+1 = wt − ηt dξt Suξtt ∇f (ŵt ; ξt ),

(10)

where
• ŵt represents the vector used in computing the gradient
∇f (ŵt ; ξt ) and whose entries have been read (one by
one) from an aggregate of a mix of previous updates
that led to wj , j ≤ t, and
• the Suξtt are diagonal 0/1-matrices with the property
that there exist real numbers dξ satisfying
dξ E[Suξ |ξ] = Dξ ,

(11)
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where the expectation is taken over u and Dξ is the
diagonal 0/1 matrix whose 1-entries correspond to the
non-zero positions in ∇f (w; ξ), i.e., the i-th entry of
Dξ ’s diagonal is equal to 1 if and only if there exists a
w such that the i-th position of ∇f (w; ξ) is non-zero.
The role of matrix Suξtt is that it filters which positions of
gradient ∇f (ŵt ; ξt ) play a role in (10) and need to be computed. Notice that Dξ represents the support of ∇f (w; ξ);
by |Dξ | we denote the number of 1s in Dξ , i.e., |Dξ | equals
the size of the support of ∇f (w; ξ).

We will restrict ourselves to choosing (i.e., fixing a-priori)
non-empty matrices Suξ that “partition” Dξ in D approximately “equally sized” Suξ :

Suξ = Dξ ,
u

where each matrix Suξ has either |Dξ |/D or |Dξ |/D
ones on its diagonal. We uniformly choose one of the matrices Suξtt in (10), hence, dξ equals the number of matrices
Suξ , see (11).
In other to explain recursion (10) we first consider two
¯ where
special cases. For D = ∆,
¯ = max{|Dξ |}
∆
ξ

represents the maximum number of non-zero positions in
any gradient computation f (w; ξ), we have that for all ξ,
there are exactly |Dξ | diagonal matrices Suξ with a single 1 representing each of the elements in Dξ . Since
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pξ (u) = 1/|Dξ | is the uniform distribution, we have
E[Suξ |ξ] = Dξ /|Dξ |, hence, dξ = |Dξ |. This gives the
recursion
wt+1 = wt − ηt |Dξ |[∇f (ŵt ; ξt )]ut ,

(12)

where [∇f (ŵt ; ξt )]ut denotes the ut -th position of
∇f (ŵt ; ξt ) and where ut is a uniformly selected position
that corresponds to a non-zero entry in ∇f (ŵt ; ξt ).

At the other extreme, for D = 1, we have exactly one matrix
S1ξ = Dξ for each ξ, and we have dξ = 1. This gives the
recursion
(13)
wt+1 = wt − ηt ∇f (ŵt ; ξt ).

Algorithm 2 gives the pseudo code corresponding to recursion (10) with our choice of sets Suξ (for parameter D).
Algorithm 2 Hogwild! general recursion
1: Input: w0 ∈ Rd
2: for t = 0, 1, 2, . . . in parallel do
3:
read each position of shared memory w denoted by

ŵt (each position read is atomic)
draw a random sample ξt and a random “filter” Suξtt
for positions h where Suξtt has a 1 on its diagonal do
compute gh as the gradient ∇f (ŵt ; ξt ) at position
h
7:
add ηt dξt gh to the entry at position h of w in
shared memory (each position update is atomic)
8:
end for
9: end for
4:
5:
6:

3.2. Analysis
Besides Assumptions 1, 2, and for now 3, we assume the
following assumption regarding a parameter τ , called the
delay, which indicates which updates in previous iterations
have certainly made their way into shared memory w.
Assumption 4 (Consistent with delay τ ). We say that
shared memory is consistent with delay τ with respect to
recursion (10) if, for all t, vector ŵt includes the aggregate
of the updates up to and including those made during the
(t − τ )-th iteration (where (10) defines the (t + 1)-st iteration). Each position read from shared memory is atomic
and each position update to shared memory is atomic (in
that these cannot be interrupted by another update to the
same position).
In other words in the (t + 1)-th iteration, ŵt equals wt−τ
plus some subset of position updates made during iterations
t − τ, t − τ + 1, . . . , t − 1. We assume that there exists a
constant delay τ satisfying Assumption 4.

Theorem 5. Suppose Assumptions 1, 2, 3 and 4 and consider Algorithm 2 for sets Suξ with parameter D. Let
αt
ηt = µ(t+E)
with 4 ≤ αt ≤ α and E = max{2τ, 4LαD
µ }.
Then, the expected number of single vector entry updates
after t iterations is equal to
¯ D /D
t = t∆
and expectations E[ŵt − w∗ 2 ] and E[wt − w∗ 2 ] are at
most


t
4α2 DN
ln t
+O
.
µ2 (t + E − 1)2
(t + E − 1)2
In terms of t , the expected number single vector entry
updates after t iterations, E[ŵt −w∗ 2 ] and E[wt −w∗ 2 ]
are at most
 
¯ DN 1
ln t
4α2 ∆
+
O
.
µ2
t
t2
¯ hence, |Dξ |/D = 1 and
Remark 2. In (12) D = ∆,
¯
¯
¯D =
∆D = ∆ = maxξ {|Dξ |}. In (13) D = 1, hence, ∆
E[|Dξ |]. This shows that the upper bound in Theorem 5
is better for (13) with D = 1. If we assume no delay, i.e.
τ = 0, in addition to D = 1, then we obtain SGD. Theorem
2 shows that, measured in t , we obtain the upper bound
2
¯ DN 1
4αSGD
∆
µ2
t

with αSGD = 2 as opposed to α ≥ 4.

With respect to parallelism, SGD assumes a single core,
while (13) and (12) allow multiple cores. Notice that recursion (12) allows us to partition the position of the shared
memory among the different processor cores in such a way
that each partition can only be updated by its assigned core
and where partitions can be read by all cores. This allows
optimal resource sharing and could make up for the differ¯ D for (12) and (13). We hypothesize that,
ence between ∆
¯
for a parallel implementation, D equal to a fraction of ∆
will lead to best performance.
Remark 3. Surprisingly, the leading term of the upper
bound on the convergence rate is independent of delay τ .
On one hand, one would expect that a more recent read
which contains more of the updates done during the last τ
iterations will lead to better convergence. When inspecting
the second order term in the proof in the supplementary material, we do see that a smaller τ (and/or smaller sparsity)
makes the convergence rate smaller. That is, asymptotically t should be large enough as a function of τ (and other
parameters) in order for the leading term to dominate.

Nevertheless, in asymptotic terms (for larger t) the dependence on τ is not noticeable. In fact, the supplementary
material shows that we may allow τ to be a monotonic
increasing function of t with

2LαD
≤ τ (t) ≤ t · L(t),
µ

where L(t) = ln1 t − (ln1t)2 (this will make E =
max{2τ (t), 4LαD
µ } also a function of t). The leading term
of the convergence rate does not change while the second
1
order terms increase to O( t ln
t ). We show that, for
√
(L + µ)α
)],
t ≥ T0 = exp[2 ∆(1 +
µ
where ∆ = maxi P (i ∈ Dξ ) measures sparsity, the higher
order terms that contain τ (t) (as defined above) are at most
the leading term.
Our intuition behind this phenomenon is that for large τ , all
the last τ iterations before the t-th iteration use vectors ŵj
with entries that are dominated by the aggregate of updates
that happened till iteration t − τ . Since the average sum of
the updates during the last τ iterations is equal to
−

t−1
1 
ηj dξj Suξjj ∇f (ŵj ; ξt )
τ j=t−τ

(14)

and all ŵj look alike in that they mainly represent learned
information before the (t − τ )-th iteration, (14) becomes an
estimate of the expectation of (14), i.e.,
t−1
t−1


−ηj
−ηj
E[dξj Suξjj ∇f (ŵj ; ξt )] =
∇F (ŵj ).
τ
τ
j=t−τ
j=t−τ

αt
Remark 5. Step size ηt = µ(t+E)
with 4 ≤ αt ≤ α
can be chosen to be fixed during periods whose ranges
exponentially increase. For t + E ∈ [2h , 2h+1 ) we define
αt = 4(t+E)
. Notice that 4 ≤ αt < 8 which satisfies the
2h
conditions of Theorem 5 for α = 8. This means that we can
choose
4
αt
ηt =
=
µ(t + E)
µ2h

as step size for t+E ∈ [2h , 2h+1 ). This choice for ηt allows
changes in ηt to be easily synchronized between cores since
these changes only happen when t + E = 2h for some
integer h. That is, if each core is processing iterations at
the same speed, then each core on its own may reliably
assume that after having processed (2h − E)/P iterations
the aggregate of all P cores has approximately processed
2h − E iterations. So, after (2h − E)/P iterations a core
will increment its version of h to h + 1. This will introduce
some noise as the different cores will not increment their
h versions at exactly the same time, but this only happens
during a small interval around every t + E = 2h . This will
occur rarely for larger h.
3.3. Convergence Analysis without Convexity
In the supplementary material, we also show that the proof
of Theorem 5 can easily be modified such that Theorem 5
with E ≥ 4LκαD
also holds in the non-convex case of the
µ
component functions, i.e., we do not need Assumption 3.
Note that this case is not analyzed in (Leblond et al., 2018).
Theorem 6. Let Assumptions 1 and 2 hold. Then, we can
conclude the statement of Theorem 5 with E ≥ 4LκαD
for
µ
L
κ = µ.

(15)
This looks like GD which in the strong convex case has convergence rate ≤ c−t for some constant c > 1. This already
shows that larger τ could help convergence as well. However, estimate (14) has estimation noise with respect to (15)
which explains why in this thought experiment we cannot
attain c−t but can only reach a much smaller convergence
rate of e.g. O(1/t) as in Theorem 5.

4. Numerical Experiments

Experiments in Section 4 confirm our analysis.

where the penalty parameter λ is set to 1/n, a widely-used
value in literature (Le Roux et al., 2012).

Remark 4. The higher order terms in the proof in the supplementary material show that, as in Theorem 2, the expected convergence rate in Theorem 5 depends on w0 −
w∗ 2 . The proof shows that, for
t ≥ T1 =

µ2
w0 − w∗ 2 ,
α2 N D

the higher order term that contains w0 − w∗ 2 is at most
the leading term. This is comparable to T in Theorem 2 for
SGD.
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Recursion (13) represents Hogwild!. In a single-core setting
where updates are done in a consistent way and ŵt = wt
yields SGD.

The supplementary material proves the following theorem
where
¯ D def
= D · E[|Dξ |/D].
∆
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For our numerical experiments, we consider the finite sum
minimization problem in (2). We consider 2 -regularized
logistic regression problems with
fi (w) = log(1 + exp(−yi xi , w)) +

λ
w2 ,
2

We conducted experiments on a single core for Algorithm
2 on two popular datasets ijcnn1 (n = 91, 701 training
data) and covtype (n = 406, 709 training data) from the
LIBSVM2 website. Since we are interested in the expected
convergence rate with respect to the number of iterations,
respectively number of single position vector updates, we
do not need a parallelized multi-core simulation to confirm
our analysis. The impact of efficient resource scheduling
2

http://www.csie.ntu.edu.tw/∼cjlin/libsvmtools/datasets/
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In Figures 2 and 4, we show experiments with different
values of τ ∈ {1, 10, 100} where we use the whole non-zero
set of gradient positions (i.e., v = 1) for the update. Our
analysis states that, for t = 50
epochs times n iterations per
epoch, τ can be as large as t · L(t) = 524 for ijcnn1
and 1058 for covtype. The experiments indeed show that
τ ≤ 100 has little effect on the expected convergence rate.
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Evolutionary Stochastic Gradient Descent for
Optimization of Deep Neural Networks
Xiaodong Cui, Wei Zhang, Zoltán Tüske and Michael Picheny
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,

We propose a population-based Evolutionary Stochastic Gradient Descent (ESGD)
framework for optimizing deep neural networks. ESGD combines SGD and
gradient-free evolutionary algorithms as complementary algorithms in one framework in which the optimization alternates between the SGD step and evolution
step to improve the average fitness of the population. With a back-off strategy in
the SGD step and an elitist strategy in the evolution step, it guarantees that the
best fitness in the population will never degrade. In addition, individuals in the
population optimized with various SGD-based optimizers using distinct hyperparameters in the SGD step are considered as competing species in a coevolution
setting such that the complementarity of the optimizers is also taken into account.
The effectiveness of ESGD is demonstrated across multiple applications including
speech recognition, image recognition and language modeling, using networks
with a variety of deep architectures.

1
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Abstract

Introduction

Stochastic gradient descent (SGD) is the dominant technique in deep neural network optimization
[1]. Over the years, a wide variety of SGD-based algorithms have been developed [2, 3, 4, 5].
SGD algorithms have proved to be effective in optimization of large-scale deep learning models.
Meanwhile, gradient-free evolutionary algorithms (EA) [6, 7, 8, 9, 10] also have been used in various
applications. They represent another family of so-called black-box optimization techniques which
are well suited for some non-linear, non-convex or non-smooth optimization problems. Biologically
inspired, population-based EA make no assumptions on the optimization landscape. The population
evolves based on genetic variation and selection towards better solutions of the problems of interest.
In deep learning applications, EA such as genetic algorithms (GA), evolutionary strategies (ES) and
neuroevolution have been used for optimizing neural network architectures [11, 12, 13, 14, 15] and
tuning hyper-parameters [16, 17]. Applying EA to the direct optimization of deep neural networks
is less common. In [18], a simple EA is shown to be competitive to SGD when optimizing a small
neural network (around 1,000 parameters). However, competitive performance on a state-of-the-art
deep neural network with complex architectures and more parameters is yet to be seen.
The complementarity between SGD and EA is worth investigating. While SGD optimizes objective
functions based on their gradient or curvature information, gradient-free EA sometimes are advantageous when dealing with complex and poorly-understood optimization landscape. Furthermore,
EA are population-based so computation is intrinsically parallel. Hence, implementation is very
suitable for large-scale distributed optimization. In this paper we propose Evolutionary Stochastic
Gradient Descent (ESGD) – a framework to combine the merits of SGD and EA by treating them as
complementary optimization techniques.
32nd Conference on Neural Information Processing Systems (NIPS 2018), Montréal, Canada.
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Given an optimization problem, ESGD works with a population of candidate solutions as individuals. Each individual represents a set of model parameters to be optimized by an optimizer (e.g.
conventional SGD, Nesterov accelerated SGD or ADAM) with a distinct set of hyper-parameters (e.g.
learning rate and momentum). Optimization is carried out by alternating SGD and EA in a stage-wise
manner in each generation of the evolution. Following the EA terminology [6, 19, 20], consider each
individual in the population as a “species". Over the course of any single generation, each species
evolves independently in the SGD step, and then interacts with each other in the EA step. This has the
effect of producing more promising candidate solutions for the next generation, which is coevolution
in a broad sense. Therefore, ESGD not only integrates EA and SGD as complementary optimization
strategies but also makes use of complementary optimizers under this coevolution mechanism. We
evaluated ESGD in a variety of tasks. Experimental results showed the effectiveness of ESGD across
all of these tasks in improving performance.

2

Related Work

The ESGD proposed in this paper carries out population-based optimization which deals with a
set of models simultaneously. Many of the neuroevolution approaches also belong to this category.
Recently population-based techniques have also been applied to optimize neural networks with deep
architectures, most notably population-based training (PBT) in [17]. Although both ESGD and PBT
are population-based optimization strategies whose motivations are similar in spirit, there are clear
differences between the two. While evolution is only used for optimizing the hyper-parameters in
PBT, ESGD treats EA and SGD as complementary optimizers to directly optimize model parameters
and only indirectly optimize hyper-parameters. We investigate ESGD in the conventional setting
of supervised learning of deep neural networks with a fixed architecture without explicit tuning of
hyper-parameters. More importantly, ESGD uses a model back-off and elitist strategy to give a
theoretical guarantee that the best model in the population will never degrade.

n

Rn (θ) =

n

1
1
(h(xi ; θ), yi ) 
li (θ)
n i=1
n i=1

(3)

where li (θ)  (h(xi ; θ), yi ). Under stochastic programming, Eq.3 can be cast as
(4)

Rn (θ) = Eω [lω (θ)]

where ω ∼ Uniform{1, · · · , n}. In the conventional SGD setting, at iteration k, a sample (xik , yik ),
ik ∈ {1, · · · , n}, is drawn at random and the stochastic gradient ∇lik is then used to update θ with
an appropriate stepsize αk > 0:
(5)

θk+1 = θk − αk ∇lik (θk ).

In conventional SGD optimization of Eq.3 or Eq.4, there is only one parameter vector θ under
consideration. We further assume θ follows some distribution p(θ) and consider the expected
empirical risk over p(θ)
(6)

J = Eθ [Rn (θ)] = Eθ [Eω [lω (θ)]]
In practice, a population of µ candidate solutions,
average empirical risk of the population

{θj }µj=1 ,

µ

µ

1
1
Jµ =
Rn (θj ) =
µ j=1
µ j=1



is drawn and we deal with the following
n

1
li (θj )
n i=1



(7)

Eq.6 and Eq.7 formulate the objective function of the proposed ESGD algorithm. Following the EA
terminology, we interpret the empirical risk Rn (θ) given parameter θ as the fitness function of θ
which we want to minimize. 1 We want to choose a population of parameter θ, {θj }µj=1 , such that
the whole population or its selected subset has the best average fitness values.
Definition 1 (m-elitist average fitness). Let Ψµ = {θ1 , · · · , θµ } be a population with µ individuals θj
and let f be a fitness function associated with each individual in the population. Rank the individuals
in the ascending order
f (θ1:µ ) ≤ f (θ2:µ ) ≤ · · · ≤ f (θµ:µ )

(8)

The idea of coevolution is used in the design of ESGD where candidates under different optimizers
can be considered as competing species. Coevolution has been widely employed for improved
neuroevolution [19, 20, 29, 30] but in cooperative coevolution schemes species typically represent a
subcomponent of a solution in order to decompose difficult high-dimensional problems. In ESGD,
the coevolution is carried out on competing optimizers to take advantage of their complementarity.

where θk:µ denotes the k-th best individual of the population [9]. The m-elitist average fitness of
Ψµ is defined to be the average of fitness of the first m-best individuals (1 ≤ m ≤ µ)

3

Note that, when m = µ, Jm̄:µ amounts to the average fitness of the whole population. When m = 1,
Jm̄:µ = f (θ1:µ ), the fitness of the single best individual of the population.

3.1

Evolutionary SGD
Problem Formulation

Consider the supervised learning problem. Suppose X ⊆ Rdx is the input space and Y ⊆ Rdy is the
output (label) space. The goal of learning is to estimate a function h that maps from the input to the
output
h(x; θ) : X → Y

(1)

where x ∈ X and h comes from a family of functions parameterized by θ ∈ Rd . A loss function
(h(x; θ), y) is defined on X ×Y to measure the closeness between the prediction h(x; θ) and the
label y ∈ Y. A risk function R(θ) for a given θ is defined as the expected loss over the underlying
joint distribution p(x, y):
R(θ) = E(x,y) [(h(x; θ), y)]
2

(2)
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The proposed ESGD is pertinent to neuroevolution [21, 22] which consists of a broad family of
techniques to evolve neural networks based on EA. A large amount of work in this domain is devoted
to optimizing the networks with respect to their architectures and hyper-parameters [11, 12, 15, 16,
23, 24]. Recently remarkable progress has been made in reinforcement learning (RL) using ES
[22, 25, 26, 27, 28]. In the reported work, EA is utilized as an alternative approach to SGD and is
able to compete with state-of-the-art SGD-based performance in RL with deep architectures. It shows
that EA works surprisingly well in RL where only imperfect gradient is available with respect to
the final performance. In our work, rather than treating EA as an alternative optimization paradigm
to replace SGD, the proposed ESGD attempts to integrate the two as complementary paradigms to
optimize the parameters of networks.

We want to find a function h(x; θ∗ ) that minimizes this expected risk. In practice, we only have
access to a set of training samples {(xi , yi )}ni=1 ∈ X ×Y which are independently drawn from p(x, y).
Accordingly, we minimize the following empirical risk with respect to n samples

m

Jm̄:µ =

1 
f (θk:µ )
m

(9)

k=1

3.2

Algorithm

ESGD iteratively optimizes the m-elitist average fitness of the population defined in Eq.9. The
evolution inside each ESGD generation for improving Jm̄:µ alternates between the SGD step, where
each individual θj is updated using the stochastic gradient of the fitness function Rn (θj ), and the
evolution step, where the gradient-free EA is applied using certain transformation and selection
operators. The overall procedure is given in Algorithm 1.
To initialize ESGD, a parent population Ψµ with µ individuals is first created. This population evolves
in generations. Each generation consists of an SGD step followed by an evolution step. In the SGD
1

Conventionally one wants to increase the fitness. But to keep the notation uncluttered we will define the
fitness function here as the risk function which we want to minimize.

3
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Algorithm 1: Evolutionary Stochastic Gradient Descent (ESGD)
Input: generations K, SGD steps Ks , evolution steps Kv , parent population size µ, offspring
population size λ and elitist level m.
(0)
(0)
Initialize population Ψ(0)
µ ← {θ1 , · · · , θµ };
K
for k = 1 : K do
(k−1)
;
Update population Ψ(k)
µ ← Ψµ

Implementation

In this section, we give the implementation details of ESGD. The initial population is created either
by randomized initialization of the weights of networks or by perturbing some existing networks.
In the SGD step of each generation, a family of SGD-based optimizers (e.g. conventional SGD
and ADAM) is considered. For each selected optimizer, a set of hyper-parameters (e.g. learning
rate, momentum, Nesterov acceleration and dropout rate) is chosen and a learning schedule is set.
The hyper-parameters are randomly selected from a pre-defined range. In particular, an annealing
schedule is applied to the range of the learning rate over generations.
In the evolution step there are a wide variety of evolutionary algorithms that can be considered.
Despite following similar biological principles, these algorithms have diverse evolving diagrams.
In this work, we use the (µ/ρ+λ)-ES [6]. Specifically, we have the following transformation and
selection schemes:
1. Encoding: Parameters are vectorized into a real-valued vector in the continuous space.
2. Selection, recombination and mutation: In generation k, ρ individuals are selected from the
(k)
parent population Ψµ using roulette wheel selection where the probability of selection is
proportional to the fitness of an individual [7]. An individual with better fitness has a higher
(k)
probability to be selected. λ offsprings are generated to form the offspring population Ψλ
by intermediate recombination followed by a perturbation with the zero-mean Gaussian
noise, which is given in Eq.12.
ρ
1  (k)
(k)
(k)
θi =
θ + i
(12)
ρ j=1 j

Kv
for v = 1 : Kv do
(k)
(k)
Generate offspring population Ψ(k)
λ ← {θ1 , · · · , θλ };
(k)  (k)
Ψλ ;
Sort the fitness of the parent and offspring population Ψ(k)
µ+λ ← Ψµ
Select the top m (m ≤ µ) individuals with the best fitness (m-elitist);
Update population Ψ(k)
µ by combining m-elitist and randomly selected µ−m
non-m-elitist candidates;
end
end

(k)

(k)
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for j = 1 : µ do
(k)
Pick an optimizer πj(k) for individual θj ;
Select hyper-parameters of πj(k) and set a learning schedule;
Ks
for s = 1 : Ks do
(k)
SGD update of individual θj using πj(k) ;
If the fitness degrades, the individual backs off to the previous step s−1.
end
end

3.3

(k)

where θi ∈ Ψλ , θj ∈ Ψµ and i ∼ N (0, σk2 ). An annealing schedule may be applied
to the mutation strength σk2 over generations.
3. Fitness evaluation: After the offspring population is generated, the fitness value for each
(k)  (k)
Ψλ is evaluated.
individual in Ψ(k)
µ+λ = Ψµ
(k)

step, an SGD-based optimizer πj with certain hyper-parameters and learning schedule is selected
for each individual θj which is updated by Ks epochs. In this step, there is no interaction between
the optimizers. From the EA perspective, their gene isolation as a species is preserved. After each
epoch, if the individual has a degraded fitness, θj will back off to the previous epoch. After the SGD
step, the gradient-free evolution step follows. In this step, individuals in the parent population Ψµ
start interacting via model combination and mutation to produce an offspring population
 Ψλ with
λ offsprings. An m-elitist strategy is applied to the combined population Ψµ+λ = Ψµ Ψλ where
the m (m ≤ µ) individuals with the best fitness are selected, together with the rest µ−m randomly
selected individuals to form the new parent population Ψµ for the next generation.
The following theorem shows that the proposed ESGD given in Algorithm 1 guarantees that the
m-elitist average fitness will never degrade.
Theorem 1. Let Ψµ be a population with µ individuals {θj }µj=1 . Suppose Ψµ evolves according to
the ESGD algorithm given in Algorithm 1 with back-off and m-elitist. Then for each generation k,
(k)

(k−1)

Jm̄:µ ≤ Jm̄:µ ,

k≥1

The proof of the theorem is given in the supplementary material. From the theorem, we also have the
following corollary regarding the m-elitist average fitness.
Corollary 1. ∀m , 1 ≤ m ≤ m, we have
(k)

(k−1)

Jm̄ :µ ≤ Jm̄ :µ , for k ≥ 1.

(10)

f (k) (θ1:µ ) ≤ f (k−1) (θ1:µ ), for k ≥ 1.

(11)

Particularly, for m = 1, we have

The fitness of the best individual in the population never degrades.
4

4. m-elitist: m (1 ≤ m ≤ µ) individuals with the best fitness are first selected from Ψµ+λ . The
rest µ−m individuals are then randomly selected from the other µ+λ−m candidates in
(k)
(k+1)
Ψµ+λ to form the parent population Ψµ
of the next generation.

After ESGD training is finished, the candidate with the best fitness in the population θ1:µ is used as
the final model for classification or regression tasks. All the SGD updates and fitness evaluation are
carried out in parallel on a set of GPUs.

4

Experiments

We evaluate the performance of the proposed ESGD on large vocabulary continuous speech recognition (LVCSR), image recognition and language modeling. We compare ESGD with two baseline
systems. The first baseline system, denoted “single baseline” when reporting experimental results, is
a well-established single model system with respect to the application under investigation, trained
using certain SGD-based optimizer with appropriately selected hyper-parameters following certain
training schedule. The second baseline system, denoted “population baseline”, is a population-based
system with the same size of population as ESGD. Optimizers being considered are SGD and ADAM
except in image recognition where only SGD variants are considered. The optimizers together with
their hyper-parameters are randomly decided at the beginning and then fixed for the rest of the
training with a pre-determined training schedule. This baseline system is used to mimic the typical
hyper-parameter tuning process when training deep neural network models. We also conducted
ablation experiments where the evolution step is removed from ESGD to investigate the impact of
evolution. The m-elitist strategy is applied to 60% of the parent population.
4.1

Speech Recognition

BN50 The 50-hour Broadcast News is a widely used dataset for speech recognition [31]. The
50-hour data consists of 45-hour training set and a 5-hour validation set. The test set comprises 3
5
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hours of audio from 6 broadcasts. The acoustic models we used in the experiments are fully-connected
feed-forward network with 6 hidden layers and one softmax output layer with 5,000 states. There
are 1,024 units in the first 5 hidden layers and 512 units in the last hidden layer. Sigmoid activation
functions are used for all hidden units except the bottom 3 hidden layers in which ReLU functions
are used. The fundamental acoustic features are 13-dimensional Perceptual Linear Predictive (PLP)
[32] coefficients. The input to the network is 9 consecutive 40-dimensional speaker-adapted PLP
features after linear discriminative analysis (LDA) projection from adjacent frames.

The networks are optimized under the cross-entropy criterion. The single baseline is trained using
SGD with a batch size 128 without momentum for 20 epochs. The initial learning rate is 0.001 for
BN50 and 0.025 for SWB300. The learning rate is annealed by 2x every time the loss on the validation
set of the current epoch is worse than the previous epoch and meanwhile the model is backed off
to the previous epoch. The population sizes for both baseline and ESGD are 100. The offspring
population of ESGD consists of 400 individuals. In ESGD, after 15 generations (Ks = 1), a 5-epoch
fine-tuning is applied to each individual with a small learning rate. The details of experimental
configuration are given in the supplementary material.
Table 1 shows the results of two baselines and ESGD on BN50 and SWB300, respectively. Both
the validation losses and word error rates (WERs) are presented for the best individual and the
top 15 individuals of the population. For the top 15 individuals, a range of losses and WERs are
presented. From the tables, it can be observed that the best individual of the population in ESGD
significantly improves the losses and also improves the WERs over both the single baseline as well
as the population baseline. Note that the model with the best loss may not give the best WER in
some cases, although typically they correlate well. The ablation experiment shows that the interaction
between individuals in the evolution step of ESGD is helpful, and removing the evolution step hurts
the performance in both cases.
4.2

Image Recognition

The CIFAR10 [35] dataset is a widely used image recognition benchmark. It contains a 50K image
training-set and a 10K image test-set. Each image is a 32x32 3-channel color image. The model
used in this paper is a depth-20 ResNet model [36] with a 64x10 linear layer in the end. The ResNet
is trained under the cross-entropy criterion with batch-normalization. Note that CIFAR10 does not
include a validation set. To be consistent with the training set used in the literature, we do not split a
validation-set from the training-set. Instead, we evaluate training fitness over the entire training-set.
For the single-run baseline, we follow the recipes proposed in [37], in which the initial learning
rate is 0.1 and gets annealed by 10x after 81 epochs and then annealed by another 10x at epoch 122.
Training finishes in 160 epochs. The model is trained by SGD using Nesterov acceleration with a
momentum 0.9. The classification error rate of the single baseline is 8.34%. In practice, we found
for this workload, ESGD works best when only considering SGD optimizer with randomized hyperparameters (e.g., learning rate and momentum). We record the detailed experimental configuration in
the supplementary material. The CIFAR10 results in Table 1 indicate that ESGD clearly outperforms
the two baselines in both training fitness and classification error rates.
4.3

Language Modeling

The evaluation of the ESGD algorithm is also carried out on the standard language modeling task
Penn Treebank (PTB) dateset [38]. Hyper-parameters have been massively optimized over the
previous years. The current state-of-the-art results are reported in [39] and [40]. Hence, our focus is
to investigate the effect of ESGD on top of a state-of-the-art 1-layer LSTM LM training recipe [40].
6

Note that the above implementation for PTB experiments can be viewed as another variant of ESGD:
Suppose we have a well-trained model (e.g. a competitive baseline model) which is always inserted
into the population in each generation of evolution. The m-elitist strategy will guarantee that the best
model in the population is not worse than this well-trained model even if we relax the back-off in
SGD with probability.
In Fig.1 we show the fitness as a function of ESGD generations in the four investigated tasks.

Table 1: Performance of single baseline, population baseline and ESGD on BN50, SWB300, CIFAR10
and PTB. For ESGD, the tables show the losses and classification error rates of the best individual as
well as the top 15 individuals in the population for the first three tasks. In PTB, the perplexities (ppl),
which is the exponent of loss, of the validation set and test set are presented. The tables also present
the results of the ablation experiments where the evolution step is removed from ESGD.
loss
WER
BN50
θ1:µ
θ1:µ ↔ θ15:µ
θ1:µ θ1:µ ↔ θ15:µ
single baseline
2.082
–
17.4
–
population baseline
2.029 [2.029, 2.062] 17.1 [16.9, 17.6]
ESGD w/o evolution 2.036 [2.036, 2.075] 17.4 [17.1, 17.7]
ESGD
1.916 [1.916, 1.920] 16.4 [16.2, 16.4]
SWB300
single baseline
population baseline
ESGD w/o evolution
ESGD

θ1:µ
1.648
1.645
1.626
1.551

CIFAR10
single baseline
population baseline
ESGD w/o evolution
ESGD
PTB
single baseline
population baseline
ESGD w/o evolution
ESGD

loss
θ1:µ ↔ θ15:µ
–
[1.645, 1.666]
[1.626, 1.641]
[1.551, 1.557]
θ1:µ
0.0176
0.0151
0.0147
0.0142

θ1:µ
10.4
10.4
10.3
10.0

SWB WER
θ1:µ ↔ θ15:µ
–
[10.3, 10.7]
[10.3, 10.7]
[10.0, 10.1]

loss
θ1:µ ↔ θ15:µ
–
[0.0151, 0.0164]
[0.0147, 0.0166]
[0.0142, 0.0159]

validation ppl
θ1:µ
θ1:µ ↔ θ15:µ
67.27
–
66.58 [66.58, 68.04]
67.27 [67.27, 79.25]
66.29 [66.29, 66.30]

θ1:µ
8.34
8.24
8.49
7.52

θ1:µ
64.58
63.96
64.58
63.73

θ1:µ
18.5
18.2
18.3
18.2
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SWB300 The 300-hour Switchboard dataset is another widely used dataset in speech recognition
[31]. The test set is the Hub5 2000 evaluation set composed of two parts: 2.1 hours of switchboard
(SWB) data from 40 speakers and 1.6 hours of call-home (CH) data from 40 different speakers.
Acoustic models are bi-directional long short-term memory (LSTM [33]) networks with 4 LSTM
layers. Each layer contains 1,024 cells with 512 in each direction. On top of the LSTM layers, there is
a linear bottleneck layer with 256 hidden units followed by a softmax output layer with 32,000 units.
The LSTMs are unrolled 21 frames. The input dimensionality is 140 which comprises 40-dimensional
speaker-adapted PLP features after LDA projection and 100-dimensional speaker embedding vectors
(i-vectors [34]).

The results are summarized in Table 1. Starting from scratch, the single baseline model converged
after 574 epochs and achieved a perplexity of 67.3 and 64.6 on the validation and evaluation sets. The
population baseline models are initialized by cloning the single baseline and generating offsprings by
mutation. Then optimizers (SGD and ADAM) are randomly picked and models are trained for 300
epochs. Randomizing the optimizer includes additional hyper-parameters like the various dropout
ratios/models ([41, 42, 43, 40, 44, 45]), batch size, etc. For comparison, the warm restart of the
single baseline gives 0.2 perplexity improvement on the test set [46]. Using ESGD, we also relax the
back-off to the initial model by probability of pbackoff = 0.7 in each generation. The single baseline
model is always added to each generation without any update, which guarantees that the population
can not perform worse than the single baseline. The detailed parameter settings are provided in the
supplementary material. ESGD without the evolutionary step clearly shows difficulties, and the best
model’s “gene” can not become prevalent in the successive generations according to the proportion
of its fitness value. In summary, we observe small but consistent gain by fine-tuning existing, highly
optimized model with ESGD.

CH WER
θ1:µ ↔ θ15:µ
–
[18.2, 18.8]
[18.0, 18.6]
[18.0, 18.3]

error rate
θ1:µ ↔ θ15:µ
–
[7.90, 8.69]
[7.86, 8.53]
[7.43, 8.10]
test ppl
θ1:µ ↔ θ15:µ
–
[63.96, 64.58]
[64.58, 76.64]
[63.72, 63.74]
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evolves dominantly based on SGD since the offsprings are worse than almost all the parents. However, in late generations the number of elite offsprings increases. The interaction between distinct
optimizers starts to play an important role in selecting better candidate solutions.
Complementary optimizers In each generation of ESGD, an individual selects an optimizer from a
pool of optimizers with certain hyper-parameters. In most of the experiments, the pool of optimizers
consists of SGD variants and ADAM. It is often observed that ADAM tends to be aggressive in the
early stage but plateaus quickly. SGD, however, starts slow but can get to better local optima. ESGD
can automatically choose optimizers and their appropriate hyper-parameters based on the fitness value
during the evolution process so that the merits of both SGD and ADAM can be combined to seek
a better local optimal solution to the problem of interest. In the supplementary material examples
are given where we show the optimizers with their training hyper-parameters selected by the best
individuals in ESGD in each generation. It indicates that over generations different optimizers are
automatically chosen by ESGD giving rise to a better fitness value.

Figure 1: Fitness as a function of ESGD generations for BN50, SWB300, CIFAR10 and PTB. The
three curves represent the single baseline (red), top 15 individuals of population baseline (orange)
and ESGD (green). The latter two are illustrated as bands. The lower bounds of the ESGD curve
bands indicate the best fitness values in the populations which are always non-increasing. Note that in
the PTB case, this monotonicity is violated since the back-off strategy was relaxed with probability,
which explains the increase of perplexity in some generations.

5
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Parallel computation In the experiments of this paper, all SGD updates and EA fitness evaluations
are carried out in parallel using multiple GPUs. The SGD updates dominate the ESGD computation.
The EA updates and fitness evaluations have a fairly small computational cost compared to the SGD
updates. Given sufficient computing resource (e.g. µ GPUs), ESGD should take about the same
amount of time as one end-to-end vanilla SGD run. Practically, trade-off has to be made between
the training time and performance under the constraint of computational budget. In general, parallel
computation is suitable and preferred for population-based optimization.

We have presented the population-based ESGD as an optimization framework to combine SGD and
gradient-free evolutionary algorithm to explore their complementarity. ESGD alternately optimizes
the m-elitist average fitness of the population between an SGD step and an evolution step. The SGD
step can be interpreted as a coevolution mechanism where individuals under distinct optimizers evolve
independently and then interact with each other in the evolution step to hopefully create promising
candidate solutions for the next generation. With an appropriate decision strategy, the fitness of the
best individual in the population is guaranteed to be non-degrading. Extensive experiments have
been carried out in three applications using various neural networks with deep architectures. The
experimental results have demonstrated the effectiveness of ESGD.
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Abstract
As application demands for zeroth-order (gradient-free) optimization accelerate,
the need for variance reduced and faster converging approaches is also intensifying.
This paper addresses these challenges by presenting: a) a comprehensive theoretical
analysis of variance reduced zeroth-order (ZO) optimization, b) a novel variance
reduced ZO algorithm, called ZO-SVRG, and c) an experimental evaluation of
our approach in the context of two compelling applications, black-box chemical
material classification and generation of adversarial examples from black-box deep
neural network models. Our theoretical analysis uncovers an essential difficulty
in the analysis of ZO-SVRG: the unbiased assumption on gradient estimates no
longer holds. We prove that compared to its first-order counterpart, ZO-SVRG with
a two-point random gradient estimator could suffer an additional error of order
O(1/b), where b is the mini-batch size. To mitigate this error, we propose two
accelerated versions of ZO-SVRG utilizing variance reduced gradient estimators,
which achieve the best rate known for ZO stochastic optimization (in terms of
iterations). Our extensive experimental results show that our approaches outperform
other state-of-the-art ZO algorithms, and strike a balance between the convergence
rate and the function query complexity.
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Zeroth-Order Stochastic Variance Reduction for
Nonconvex Optimization

Introduction

Zeroth-order (gradient-free) optimization is increasingly embraced for solving machine learning
problems where explicit expressions of the gradients are difficult or infeasible to obtain. Recent
examples have shown zeroth-order (ZO) based generation of prediction-evasive, black-box adversarial
attacks on deep neural networks (DNNs) as effective as state-of-the-art white-box attacks, despite
leveraging only the inputs and outputs of the targeted DNN [1–3]. Additional classes of applications
include network control and management with time-varying constraints and limited computation
capacity [4, 5], and parameter inference of black-box systems [6, 7]. ZO algorithms achieve gradientfree optimization by approximating the full gradient via gradient estimators based on only the function
values [8, 9].
Although many ZO algorithms have recently been developed and analyzed [5, 10–18], they often
suffer from the high variances of ZO gradient estimates, and in turn, hampered convergence rates. In
addition, these algorithms are mainly designed for convex settings, which limits their applicability in
a wide range of (non-convex) machine learning problems.
In this paper, we study the problem of design and analysis of variance reduced and faster converging
nonconvex ZO optimization methods. To reduce the variance of ZO gradient estimates, one can draw
motivations from similar ideas in the first-order regime. The stochastic variance reduced gradient
(SVRG) is a commonly-used, effective first-order approach to reduce the variance [19–23]. Due to
the variance
reduction, it improves the convergence rate of stochastic gradient descent (SGD) from
√
O(1/ T )1 to O(1/T ), where T is the total number of iterations.
1

In the big O notation, the constant numbers are ignored, and the dominant factors are kept.
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Although SVRG has shown a great promise, applying similar ideas to ZO optimization is not a trivial
task. The main challenge arises due to the fact that SVRG relies upon the assumption that a stochastic
gradient is an unbiased estimate of the true batch/full gradient, which unfortunately does not hold in
the ZO case. Therefore, it is an open question whether the ZO stochastic variance reduced gradient
could enable faster convergence of ZO algorithms. In this paper, we attempt to fill the gap between
ZO optimization and SVRG.
Contributions We propose and evaluate a novel ZO algorithm for nonconvex stochastic optimization,
ZO-SVRG, which integrates SVRG with ZO gradient estimators. We show that compared to
SVRG, ZO-SVRG achieves a similar convergence rate that decays linearly with O(1/T ) but up
to an additional error correction term of order 1/b, where b is the mini-batch size. Without a
careful treatment, this correction term (e.g., when b is small) could be a critical factor affecting
the optimization performance. To mitigate this error term, we propose two accelerated ZO-SVRG
variants, utilizing reduced variance gradient estimators. These yield a faster convergence rate towards
O(d/T ), the best known iteration complexity bound for ZO stochastic optimization.

2

Related work

In ZO algorithms, a full gradient is typically approximated using either a one-point or a two-point
ˆ (x) by querying f (·) at a single
gradient estimator, where the former acquires a gradient estimate ∇f
random location close to x [10, 11], and the latter computes a finite difference using two random
function queries [12, 13]. In this paper, we focus on the two-point gradient estimator since it has a
lower variance and thus improves the complexity bounds of ZO algorithms.
Despite the meteoric rise of two-point based ZO algorithms, most of the work is restricted to convex
problems
√ √ [5, 14–18]. For example, a ZO mirror descent algorithm proposed by [14] has an exact rate
O( d/ T ), where d is the number of optimization variables. The same rate is obtained by bandit
convex optimization [15] and ZO online alternating direction method of multipliers [5]. Current
studies suggested that ZO algorithms typically agree with the iteration complexity of first-order
algorithms up to a small-degree polynomial of the problem size d.
In contrast to the convex setting, non-convex ZO algorithms are comparatively under-studied except
a few recent attempts [7, 13, 24–26]. Different from convex optimization, the stationary condition
is used to measure the convergence of nonconvex methods. In [13], the ZO gradient descent (ZOGD) algorithm was proposed for deterministic nonconvex programming, which yields O(d/T )
convergence
√ rate.
√ A stochastic version of ZO-GD (namely, ZO-SGD) studied in [24] achieves the
rate of O( d/ T ). In [25], a ZO distributed algorithm was developed for multi-agent optimization,
leading to O(1/T + d/q) convergence rate. Here q is the number of random directions used to
construct a gradient estimate. In [7], an asynchronous ZO stochastic√coordinate
descent (ZO-SCD)
√
was derived for parallel optimization and achieved the rate of O( d/ T ). In [26], a variant of
ZO-SCD, known as ZO stochastic
√ √ variance reduced coordinate (ZO-SVRC) descent, improved the
convergence rate from O( d/ T ) to O(d/T ) under the same parameter setting for the gradient
estimation. Although the authors in [26] considered the stochastic variance reduced technique, only a
coordinate descent algorithm using a coordinate-wise (deterministic) gradient estimator was studied.
This motivates our study on a more general framework ZO-SVRG under different gradient estimators.

3

3.1 Assumptions
A1: Functions {fi } have L-Lipschitz continuous gradients (L-smooth), i.e., ∇fi (x) − ∇fi (y)2 ≤
Lx − y2 for any x and y, i ∈ [n], and some L < ∞. Here  · 2 denotes the Euclidean norm, and
for ease of notation [n] represents the integer set {1, 2, . . . , n}.
n
A2: The variance of stochastic gradients is bounded as n1 i=1 ∇fi (x) − ∇f (x)22 ≤ σ 2 . Here
∇fi (x) can be viewed as a stochastic gradient of ∇f (x) by randomly picking an index i ∈ [n].

Both A1 and A2 are the standard assumptions used in nonconvex optimization literature [7, 13, 23–
26]. Note that A2 is milder than the assumption of bounded gradients [5, 25]. For example, if
∇fi (x)2 ≤ σ̃, then A2 is satisfied with σ = 2σ̃.

3.2 ZO gradient estimation
Given an individual cost function fi (or an arbitrary function under A1 and A2), a two-point random
ˆ i (x) is defined by [13, 16]
gradient estimator ∇f
ˆ i (x) = (d/µ) [fi (x + µui ) − fi (x)] ui , for i ∈ [n],
∇f

(RandGradEst)

where recall that d is the number of optimization variables, µ > 0 is a smoothing parameter2 , and
{ui } are i.i.d. random directions drawn from a uniform distribution over a unit sphere [10, 15, 16].
In general, RandGradEst is a biased approximation to the true gradient ∇fi (x), and its bias reduces
as µ approaches zero. However, in a practical system, if µ is too small, then the function difference
could be dominated by the system noise and fails to represent the function differential [7].
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Our work offers a comprehensive study on how ZO gradient estimators affect SVRG on both iteration
complexity (i.e., convergence rate) and function query complexity. Compared to the existing ZO
algorithms, our methods can strike a balance between iteration complexity and function query
complexity. To demonstrate the flexibility of our approach in managing this trade-off, we conduct an
empirical evaluation of our proposed algorithms and other state-of-the-art algorithms on two diverse
applications: black-box chemical material classification and generation of universal adversarial
perturbations from black-box deep neural network models. Extensive experimental results and
theoretical analysis validate the effectiveness of our approaches.

where {fi (x)}ni=1 are n individual nonconvex cost functions. The generic form (1) encompasses
many machine learning problems, ranging from generalized linear models to neural networks. We
next elaborate on assumptions of problem (1), and provide a background on ZO gradient estimators.

Remark 1 Instead of using a single sample ui in RandGradEst, the average of q i.i.d. samples
{ui,j }qj=1 can also be used for gradient estimation [5, 14, 25],
ˆ i (x) = (d/(µq)) q [fi (x + µui,j ) − fi (x)] ui,j , for i ∈ [n],
∇f
j=1

(Avg-RandGradEst)

which we call an average random gradient estimator.

In addition to RandGradEst and Avg-RandGradEst, the work [7, 26, 27] considered a coordinate-wise
gradient estimator. Here every partial derivative is estimated via the two-point querying scheme under
fixed direction vectors,
ˆ i (x) = d (1/(2µ )) [fi (x + µ e ) − fi (x − µ e )] el , for i ∈ [n],
∇f
=1

(CoordGradEst)

where µ > 0 is a coordinate-wise smoothing parameter, and e ∈ Rd is a standard basis vector with
1 at its th coordinate, and 0s elsewhere. Compared to RandGradEst, CoordGradEst is deterministic
and requires d times more function queries. However, as will be evident later, it yields an improved
iteration complexity (i.e., convergence rate). More details on ZO gradient estimation can be found in
Appendix A.1.

4

ZO stochastic variance reduced gradient (ZO-SVRG)

4.1

SVRG: from first-order to zeroth-order

It has been √
shown in [19, 20] that the first-order SVRG achieves the convergence rate O(1/T ),
yielding O( T ) less iterations than the ordinary SGD for solving finite sum problems. The key step
of SVRG3 (Algorithm 1) is to generate an auxiliary sequence x̂ at which the full gradient is used as a
reference in building a modified stochastic gradient estimate
ĝ = ∇fI (x) − (∇fI (x̂) − ∇f (x̂)), ∇fI (x) = (1/b)



i∈I

∇fi (x)

(2)

where ĝ denotes the gradient estimate at x, I ⊆ [n] is a mini-batch of size b (chosen uniformly
randomly4 ), and ∇f (x) = ∇f[n] (x). The key property of (2) is that ĝ is an unbiased gradient

Preliminaries

Consider a nonconvex finite-sum problem of the form
minimize
x∈Rd

f (x) :=

2

1
n

2

The parameter µ can be generalized to µi for i ∈ [n]. Here we assume µi = µ for ease of representation.
Different from the standard SVRG [19], we consider its mini-batch variant in [20].
4
For mini-batch I, SVRG [20] assumes i.i.d. samples with replacement, while a variant of SVRG (called
SCSG) assumes samples without replacement [23]. This paper considers both sampling strategies.
3

n

i=1

fi (x),

(1)

3
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Algorithm 1: SVRG(T, m, {ηk }, b, x̃0 )

1: Input: total number of iterations T , epoch
2:
3:
4:
5:
6:

1: Input: In addition to parameters in SVRG, set

smoothing parameter µ > 0.
length m, number of epochs S = T /m,
2: for s = 1, 2, . . . , S do
step sizes {ηk }m−1
,
mini-batch
b,
and
x̃
.
0
k=0
ˆ (x̃s−1 ),
3:
compute ZO estimate ĝs = ∇f
for s = 1, 2, . . . , S do
4:
set xs0 = x̃s−1 ,
set gs = ∇f (x̃s−1 ), xs0 = x̃s−1 ,
5:
for k = 0, 1, . . . , m − 1 do
for k = 0, 1, . . . , m − 1 do
6:
choose mini-batch Ik of size b,
choose mini-batch Ik of size b,
compute ZO gradient blending (3):
compute gradient blending via (2): 7:
ˆ I (xs ) − ∇f
ˆ I (xs ) + ĝs ,
vks = ∇fIk (xsk ) − ∇fIk (xs0 ) + gs ,
v̂ks = ∇f
0
k
k
k
update xsk+1 = xsk − ηk vks ,
8:
update xsk+1 = xsk − ηk v̂ks ,
end for
9:
end for
set x̃s = xsm ,
10:
set x̃s = xsm ,
end for
11: end for
return x̄ chosen uniformly random from 12: return x̄ chosen uniformly random from
S
S
{{xsk }m−1
{{xsk }m−1
k=0 }s=1 .
k=0 }s=1 .

estimate of ∇f (x). The gradient blending (2) is also motivated by a variance reduced technique
known as control variate [28–30]. The link between SVRG and control variate is discussed in
Appendix A.2.
ˆ I (x̂) − ∇f
ˆ (x̂)), ∇f
ˆ I (x) = (1/b)
ˆ I (x) − (∇f
ĝ = ∇f

i∈I



6(4d + 1)L2 δn ηk2
3(4d + 1)L3 δn ηk2
c k = 1 + β k ηk +
ck+1 +
,
b
b

(3)

ˆ (x) = ∇f
ˆ [n] (x), and ∇f
ˆ i is a ZO gradient estimate specified by RandGradEst, Avgwhere ∇f
RandGradEst or CoordGradEst. Replacing (2) with (3) in SVRG (Algorithm 1) leads to a new ZO
algorithm, which we call ZO-SVRG (Algorithm 2). We highlight that although ZO-SVRG is similar
to SVRG except the use of ZO gradient estimators to estimate batch, mini-batch, as well as blended
gradients, this seemingly minor difference yields an essential difficulty in the analysis of ZO-SVRG.
That is, the unbiased assumption on gradient estimates used in SVRG no longer holds. Thus, a careful
analysis of ZO-SVRG is much needed.
4.2

ZO-SVRG and convergence analysis

In what follows, we focus on the analysis of ZO-SVRG using RandGradEst. Later, we will study
ZO-SVRG with Avg-RandGradEst and CoordGradEst. We start by investigating the second-order
moment of the blended ZO gradient estimate v̂ks in the form of (3); see Proposition 1.
Proposition 1 Suppose A2 holds and RandGradEst is used in Algorithm 2. The blended ZO gradient
estimate v̂ks in Step 7 of Algorithm 2 satisfies
E[v̂ks 22 ]≤

 6(4d + 1)L2 δn  s
 (6δn + b)L2 d2 µ2 72dσ 2 δn
4(b + 18δn )d 
E ∇f (xsk )22 +
E xk − xs0 22 +
+
,
b
b
b
b
(4)

where δn = 1 if the mini-batch contains i.i.d. samples from [n] with replacement, and δn = I(b < n)
if samples are randomly selected without replacement. Here I(b < n) is 1 if b < n, and 0 if b = n.


Proof: See Appendix A.3.

Compared to SVRG and its variants [20, 23], the error bound (4) involves a new error term O(dσ /b)
for b < n, which is induced by the second-order moment of RandGradEst (Appendix A.1). With the
aid of Proposition 1, Theorem 1 provides the convergence rate of ZO-SVRG in terms of an upper
bound on E[∇f (x̄)2 ] at the solution x̄.
2

Theorem 1 Suppose A1 and A2 hold, and the random gradient estimator (RandGradEst) is used.
The output x̄ of Algorithm 2 satisfies


f (x̃0 ) − f ∗
Lµ2
Sχm
E ∇f (x̄)22 ≤
+
+
,
T γ̄
T γ̄
T γ̄

4

(5)

cm = 0.

(8)



Proof: See Appendix A.4.

Compared to the convergence rate of SVRG as given in [20, Theorem 2], Theorem 1 exhibits two
additional errors (Lµ2 /(T γ̄)) and (Sχm /(T γ̄)) due to the use of ZO gradient estimates. Roughly
speaking, if we choose the smoothing parameter µ reasonably small, then the error (Lµ2 /(T γ̄))
would reduce, leading to non-dominant effect on the convergence rate of ZO-SVRG. For the term
(Sχm /(T γ̄)), the quantity χm is more involved, relying on the epoch length m, the step size ηk , the
smoothing parameter µ, the mini-batch size b, and the number of optimization variables d. In order
to acquire explicit dependence on these parameters and to explore deeper insights of convergence, we
simplify (5) for a specific parameter setting, as formalized below.
Corollary 1 Suppose we set
1
µ= √ ,
dT

ˆ i (x),
∇f

(7)

In (6)-(7), βk is a positive parameter ensuring γk > 0, and the coefficients {ck } are given by

In the ZO setting, the gradient blending (2) is approximated using only function values,


(6)

ηk = η =

ρ
,
Ld

(9)
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7:
8:
9:
10:
11:

Algorithm 2: ZO-SVRG(T, m, {ηk }, b, x̃0 , µ)

m−1
where T = Sm, f ∗ = minx f (x), γ̄ = mink∈[m] γk , χm = k=0 χk , and




n 2
γk = 12 1 − ck+1
ηk − L2 + ck+1 4db+72dδ
ηk
βk
b
 2 2 2



2 2 2
2
µ d L
ηk + L2 + ck+1 (6δn +b)L d bµ +72dσ δn ηk2 .
χk = 1 − ck+1
βk
4

d
βk = β = L, and m =  31ρ
, where 0 < ρ ≤ 1 is a universal constant that is independent of b, d,
 
 1 
d

∗
2
Sχm
δn
L, and T . Then Theorem 1 implies f (x̃T0 )−f
≤ O Td , Lµ
γ̄
T γ̄ ≤ O T 2 , and T γ̄ ≤ O T + b ,
which yields

Proof: See Appendix A.5.



E ∇f (x̄)22 ≤ O



d
δn
+
T
b



.

(10)



It is worth mentioning that the condition on the value of smoothing parameter µ in Corollary 1 is less
restrictive than several ZO algorithms5 . For example, ZO-SGD in [24] required µ ≤ O(d−1 T −1/2 ),
and ZO-ADMM [5] and ZO-mirror descent [14] considered µt = O(d−1.5 t−1 ). Moreover similar to
[5], we set the step size η linearly scaled with 1/d. Compared to the aforementioned ZO algorithms
[5, 14, 24], the convergence performance of ZO-SVRG in (10) has an improved (linear rather than
sub-linear) dependence on 1/T . However, it suffers an additional error of order O(δn /b) inherited
from (Sχm /(T γ̄)) in (5), which is also a consequence of the last error term in (4). We recall from the
definition of δn in Proposition 1 that if b < n or samples in the mini-batch are chosen independently
from [n], then δn = 1. The error term is eliminated only when Ik = [n] for any k (i.e., δn = 0). In
this case, ZO-SVRG (Algorithm 2) reduces to ZO-GD in [13] since Step 7 of Algorithm 2 becomes
ˆ (xs ). A recent work [25, Theorem 1] also identified the possible side effect O(1/b) for
v̂ks = ∇f
k
b < n in the context of ZO nonconvex multi-agent optimization using a method of multipliers.
Therefore, a naive combination of RandGradEst and SVRG could make the algorithm converging to
a neighborhood of a stationary point, where the size of neighborhood is controlled by the mini-batch
size b. Our work and reference [5] show that a large mini-batch indeed reduces the variance of
RandGradEst and improves the convergence of ZO optimization methods. Although the tightness of
the error bound (10) is not proven, we conjecture that the dependence on T and b could be optimal,
since the form is consistent with SVRG, and the latter does not rely on the selected parameters in (9).

5

Acceleration of ZO-SVRG

In this section, we improve the iteration complexity of ZO-SVRG (Algorithm 2) by using AvgRandGradEst and CoordGradEst, respectively. We start by comparing the squared errors of different
gradient estimates to the true gradient ∇f , as formalized in Proposition 2.
5

√
One exception is ZO-SCD [7] (and its variant ZO-SVRC [26]), where µ ≤ O(1/ T ).
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ˆ (x) = ∇f (x) + ω, then the squared error E[ω2 ]
Proposition 2 Consider a gradient estimator ∇f
2
 
 2 2 2

2
E ω22 ≤ O (d)
d


 (x)2 + O µ L
 ∇f
 
 2 2 2

2
+
O
µ
L d
E ω22 ≤ O q+d
∇f
(x)
2
q





d
2
2
2
 ω2 ≤ O L d
=1 µ

for RandGradEst,
for Avg-RandGradEst,

(11)

for CoordGradEst.



Proof: See Appendix A.6.

Proposition 2 shows that compared to CoordGradEst, RandGradEst and Avg-RandGradEst involve
an additional error term within a factor O(d) and O((q + d)/q) of ∇f (x)22 , respectively. Such
an error is introduced by the second-order moment of gradient estimators using random direction
samples [13, 14], and it decreases as the number of direction samples q increases. On the other hand,
all gradient estimators have a common error bounded by O(µ2 L2 d2 ), where let µ = µ for  ∈ [d] in
CoordGradEst. If µ is specified as in (9), then we obtain the error term O(d/T ), consistent with the
convergence rate of ZO-SVRG in Corollary 1.
A1 and A2 hold, and Avg-RandGradEst is used in Algorithm 2. Then
Theorem
2 Suppose


E ∇f (x̄)22 is bounded
same as given in (5), where the parameters γk , χkand ck for k ∈ [m] are



ck+1
µ2 d2 L 2
1
modified by γk = 2 1 − βk ηk − L2 + ck+1 (72δn +4b)(q+d)
ηk2 , χk = 1 − ck+1
ηk +
bq
βk
4

L
 (6δn +b)(q+1)L2 d2 µ2 +72(q+d)σ2 δn 2
6(4d+5q)L2 δn 2
ηk , ck =
1 + β k ηk +
ηk ck+1 +
2 + ck+1
bq
bq
3(4d+5q)L3 δn 2
ηk
bq

simplifies to

d
with cm = 0. Given the setting in Corollary 1 and m =  55ρ
, the convergence rate

Proof: See Appendix A.7



E ∇f (x̄)22 ≤ O



d
δn
+
T
b min{d, q}



.

(12)



By contrast with Corollary 1, it can be seen from (12) that the use of Avg-RandGradEst reduces the
error O(δn /b) in (10) through multiple (q) direction samples. And the convergence rate ceases to
be significantly improved as q ≥ d. Our empirical results show that a moderate choice of q can
significantly speed up the convergence of ZO-SVRG.
We next study the effect of the coordinate-wise gradient estimator (CoordGradEst) on the convergence
rate of ZO-SVRG, as formalized in Theorem 3.
Theorem 3 Suppose A1 and A2 hold, and CoordGradEst with µ = µ is used in Algorithm 2. Then


f (x̃0 ) − f ∗
Sχm
E ∇f (x̄)22 ≤
+
,
T γ̄
T γ̄

Table 1: Summary of convergence rate and function query complexity of our proposals given T iterations.
Convergence rate
Grad. estimator
Query complexity
Method
Stepsize
(worst case
1
 d as1b< n)
ZO-SVRG
(RandGradEst)
O d
O (nS + bT )

O T + b
ZO-SVRG-Ave

(Avg-RandGradEst)

O( d1 )

ZO-SVRG-Coord

(CoordGradEst)

ZO-SGD [24]

(RandGradEst)

ZO-SVRC [26]

(CoordGradEst)

1

 O( d )
1 √1
O min{ d , dT }
 
O n1α , α ∈ (0, 1)

6

Applications and experiments

O

d
T

1
b min{d,q}
d
O(
 √T )
O √Td
 
O Td

+

O (qnS + qbT )
O(dnS + dbT )
O(bT )

O (dnS + JbT )

We evaluate the performance of our proposed algorithms on two applications: black-box classification
and generating adversarial examples from black-box DNNs. The first application is motivated by
a real-world material science problem, where a material is classified to either be a conductor or
an insulator from a density function theory (DFT) based black-box simulator [31]. The second
application arises in testing the robustness of a deployed DNN via iterative model queries [1, 3].
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In Theorem 2, we show the effect of Avg-RandGradEst on the convergence rate of ZO-SVRG.

is given by nS + bT , where T = mS. Therefore, by fixing the number of iterations T , the function query complexity of ZO-SVRG using the studied estimators is then given by O(nS + bT ),
O(q(nS + bT )) and O(d(nS + bT )), respectively. In Table 1, we summarize the convergence rates
and the function query complexities of ZO-SVRG and its two variants, which we call ZO-SVRG-Ave
and ZO-SVRG-Coord, respectively. For comparison, we also present the results of ZO-SGD [24] and
ZO-SVRC [26], where the later updates J coordinates per iteration within an epoch. Table 1 shows
that ZO-SGD has the lowest query complexity but has the worst convergence rate. ZO-SVRG-coord
yields the best convergence rate in the cost of high query complexity. By contrast, ZO-SVRG (with
an appropriate mini-batch size) and ZO-SVRG-Ave could achieve better trade-offs between the
convergence rate and the query complexity.

Black-box binary classification We consider a non-linear least square problem [32, Sec. 3.2],
2
i.e., problem (1) with fi (x) = (yi − φ(x; ai )) for i ∈ [n]. Here (ai , yi ) is the ith data sample
containing feature vector ai ∈ Rd and label yi ∈ {0, 1}, and φ(x; ai ) is a black-box function that
only returns the function value given an input. The used dataset consists of N = 1000 crystalline
materials/compounds extracted from Open Quantum Materials Database [33]. Each compound has
d = 145 chemical features, and its label (0 is conductor and 1 is insulator) is determined by a DFT
simulator [34]. Due to the black-box nature of DFT, the true φ is unknown6 . We split the dataset into
two equal parts, leading to n = 500 training samples and (N − n) testing samples. We refer readers
to Appendix A.10 for more details on our dataset and the setting of experiments.

(13)

where T , f∗ , γ̄ and χ
parametersγk , χk and ck for k ∈ [m] are given
m have been defined in (5), the 
L

 2

ck+1
L2 µ2 d2
1
ηk + L2 + ck+1 µ2 L2 d2 ηk2 ,
by γk = 2 1 − βk ηk −4 2 + ck+1 ηk , χk = 14 + ck+1
βk
2


2
2
2dL2 δn ηk
dL3 δn ηk
ck+1 +
c k = 1 + βk ηk +
with cm = 0, and βk is a positive parameter ensuring
b
b
d
γk > 0. Given the specific setting in Corollary 1 and m =  3ρ
, the convergence rate simplifies to

Proof: See Appendix A.8.



E ∇f (x̄)22 ≤ O



d
T



.

(14)



Theorem 3 shows that the use of CoordGradEst improves the iteration complexity, where the error of
order O(1/b) in Corollary 1 or O(1/(b min{d, q})) in Theorem 2 has been eliminated in (14). This
improvement is benefited from the low variance of CoordGradEst shown by Proposition 2. We can
also see this benefit by comparing χk in Theorem 3 with (7): the former avoids the term (dσ 2 /b).
The disadvantage of CoordGradEst is the need of d times more function queries than RandGradEst in
gradient estimation.
Recall that RandGradEst, Avg-RandGradEst and CoordGradEst require O(1), O(q) and O(d) function queries, respectively. In ZO-SVRG (Algorithm 2), the total number of gradient evaluations
6

(a) Training loss versus iterations

(b) Training loss versus function queries

Figure 2: Comparison of different ZO algorithms for the task of chemical material classification.

In Fig. 2, we present the training loss against the number of epochs (i.e., iterations divided by the
epoch length m = 50) and function queries. We compare our proposed algorithms ZO-SVRG,
ZO-SVRG-Coord and ZO-SVRG-Ave with ZO-SGD [24] and ZO-SVRC [26]. Fig. 2-(a) presents the
convergence trajectories of ZO algorithms as functions of the number of epochs, where ZO-SVRG
6

One can mimic DFT simulator using a logistic function once the parameter x is learned from ZO algorithms.
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Table 2: Testing error for chemical material classification using 7.3 × 106 function queries.

Method
# of epochs
Error (%)

ZO-SGD [24]
14600
12.56%

ZO-SVRC [26]
100
23.70%

ZO-SVRG
2920
11.18%

ZO-SVRG-Coord
50
20.67%

ZO-SVRG-Ave
365
15.26%

Generation of adversarial examples from black-box DNNs In image classification, adversarial
examples refer to carefully crafted perturbations such that, when added to the natural images, are
visually imperceptible but will lead the target model to misclassify. In the setting of ‘zeroth order’
attacks [2, 3, 35], the model parameters are hidden and acquiring its gradient is inadmissible. Only
the model evaluations are accessible. We can then regard the task of generating a universal adversarial
perturbation (to n natural images) as an ZO optimization problem of the form (1). We elaborate on
the problem formulation for generating adversarial examples in Appendix A.11.
We use a well-trained DNN7 on the MNIST handwritten digit classification task as the target blackbox model, which achieves 99.4% test accuracy on natural examples. Two ZO optimization methods,
ZO-SGD and ZO-SVRG-Ave, are performed in our experiment. Note that ZO-SVRG-Ave reduces
to ZO-SVRG when q = 1. We choose n = 10 images from the same class, and set the same
parameters b = 5 and constant step size 30/d for both ZO methods, where d = 28 × 28 is the image
dimension. For ZO-SVRG-Ave, we set m = 10 and vary the number of random direction samples
q ∈ {10, 20, 30}. In Fig. 3, we show the black-box attack loss (against the number of epochs) as well
as the least 2 distortion of the successful (universal) adversarial perturbations. To reach the same
attack loss (e.g., 7 in our example), ZO-SVRG-Ave requires roughly 30× (q = 10), 77× (q = 20)
and 380× (q = 30) more function evaluations than ZO-SGD. The sharp drop of attack loss in each
method could be caused by the hinge-like loss as part of the total loss function, which turns to 0 only
if the attack becomes successful. Compared to ZO-SGD, ZO-SVRG-Ave offers a faster convergence
to a more accurate solution, and its convergence trajectory is more stable as q becomes larger (due to
the reduced variance of Avg-RandGradEst). In addition, ZO-SVRG-Ave improves the 2 distortion
of adversarial examples compared to ZO-SGD (e.g., 30% improvement when q = 30). We present
the corresponding adversarial examples in Appendix A.11.

7

Conclusion

In this paper, we studied ZO-SVRG, a new ZO nonconvex optimization method. We presented
new convergence results beyond the existing work on ZO nonconvex
√ optimization. We show that
ZO-SVRG improves the convergence rate of ZO-SGD from O(1/ T ) to O(1/T ) but suffers a new
correction term of order O(1/b). The is the side effect of combining a two-point random gradient
estimators with SVRG. We then propose two accelerated variants of ZO-SVRG based on improved
gradient estimators of reduced variances. We show an illuminating trade-off between the iteration and
7

https://github.com/carlini/nn_robust_attacks

8

2 distortion
5.22
4.91 (6%)
3.91 (25%)
3.67 (30%)

Figure 3: Comparison of ZO-SGD and ZO-SVRG-Ave for generation of universal adversarial perturbations
from a black-box DNN. Left: Attack loss versus iterations. Right: 2 distortion and improvement (%) with
respect to ZO-SGD.

the function query complexity. Experimental results and theoretical analysis validate the effectiveness
of our approaches compared to other state-of-the-art algorithms.
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Zeroth-order (ZO) gradient estimators
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≤ 2∇f (x)22 +

µ2 d2 L2
,
2

(21)

where the first inequality holds due to Lemma 6. Similarly, we have
(17)

∇f (x)22 = ∇fµ (x) + ∇f (x) − ∇fµ (x)22 ≤ 2∇fµ (x)22 +

µ 2 d2 L2
,
2

(22)

which yields
∇fµ (x)22 ≥

1
µ2 L2 d2
∇f (x)22 −
.
2
4

(23)

In (19), the first inequality holds due to (15) and E[a − E[a]22 ] ≤ E[a22 ] for a random variable a.
And the second inequality of (19) holds due to [16, Lemma 4.1.b]. The proof is now complete. 
In Lemma 2, we show the properties of Avg-RandGradEst.
Lemma 2 Following the conditions of Lemma 1, then Avg-RandGradEst yields:
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1) For any x ∈ Rd



Proof: For the th coordinate, it is known from [7, Lemma 6] that fµ is L-smooth and



ˆ (x) ,
∇fµ (x) = E ∇f
ˆ (x) is given by Avg-RandGradEst.
where ∇f

where the expectation is taken with respect to i.i.d. random vectors {ui }, and we have used the fact
ˆ (x; ui ) − ∇fµ (x)2 ] = E[∇f
ˆ (x; u1 ) − ∇fµ (x)2 ] for any i. Substituting (18) and (19)
that E[∇f
2
2
into (27), we obtain (25).

In Lemma 3, we demonstrate the properties of CoordGradEst.
Lemma 3 Let Assumption A1 hold and define fµ (x) = Eu∼U [−µ ,µ ] f (x+ue ), where U [−µ , µ ]
denotes the uniform distribution at the interval [−µ , µ ]. We then have:
1) fµ is L-smooth, and
(28)

ˆ (x) is defined by CoordGradEst, and ∂f /∂x denotes the partial derivative with respect to
where ∇f
the th coordinate.
2) For  ∈ [d],

3) For  ∈ [d],

d

2
L2 d  2
ˆ

∇f
(x)
−
∇f
(x)
µ .

 ≤
4
2
=1

12

=1

=1

A.2

(29)
(30)

(31)



Control variates

The gradient blending in Step 6 of SVRG (Algorithm 1) can be interpreted using control variate
[28–30]. If we view ĝ0 := ∇fI (x) as the raw gradient estimate at x, and c := ∇fI (x̂) as a
control variate satisfying E[c] = ∇f (x̂), then the gradient blending (2) becomes a gradient estimate
modified by a control variate, ĝ = ĝ0 − (c − E[c]). Here ĝ has the same expectation as ĝ0 , i.e.,
E[ĝ] = E[ĝ0 ] = ∇f (x), however, has a lower variance when c is positively correlated with g0 (see a
detailed analysis as below).
Consider the following gradient estimator,
ĝ = ĝ0 − η(c − E[c]),

(33)

where ĝ0 is a given (raw) gradient estimate, η is an unknown coefficient, and c is a control variate. It
is clear that ĝ has the same expectation as ĝ0 . We then study the effect of c on the variance of ĝ,
tr(cov(ĝ)) = tr(cov(ĝ0 )) + η 2 tr(cov(c)) − 2η tr(cov(ĝ0 , c)),
where tr(·) denotes the trace operator, and cov(·) is the covariance operator. When η =
the variance of ĝ in (34) is then minimized, leading to


tr(cov(ĝ)) = tr(cov(ĝ0 )) 1 − ρ(ĝ0 , c)2 ,
where ρ(ĝ0 , c) = √

tr(cov(ĝ0 ,c))

tr(cov(ĝ0 ))

√

tr(cov(c))

(34)
tr(cov(ĝ0 ,c))
tr(cov(c)) ,

(35)

. In (35), ρ(ĝ0 , c) indicates the correlation strength between

ĝ0 and c. Therefore, the gradient estimate ĝ has a smaller variance than ĝ0 when the control variate
c is positively correlated with the latter. Moreover, if c is chosen similar to ĝ, then η would be close
to 1.
A.3

=1

Lµ2
,
|fµ (x) − f (x)| ≤
2

 ∂fµ (x) ∂f (x)  Lµ


 ∂x − ∂x  ≤ 2 .


 
 d 
2

2

 (28)  ∂fµ (x) ∂f (x)
ˆ
e 
−
∇f (x) − ∇f (x) = 


∂x
∂x
2
=1
2

d
d 
2 

 ∂fµ (x) ∂f (x) 2
L d


µ2 ,
≤d
 ∂x − ∂x  ≤ 4
2

where the first inequality holds due to Lemma 6 in Sec. A.9. The proof is now complete.

In (25), the first inequality holds due to (24) and E[a − E[a]22 ] ≤ E[a22 ] for a random variable a.
ˆ (x)
Next, we bound the second moment of ∇f

2 

q 
2 
1 


ˆ


ˆ (x; ui ) − ∇fµ (x) + ∇fµ (x)
E ∇f (x) =E 
∇f
 
q

2
i=1
2

 
q
1  
2

2
ˆ (x; ui ) − ∇fµ (x) 
∇f
= ∇fµ (x)2 + E 
 

q
i=1
2

2 
1
ˆ

2
(x; u1 ) − ∇fµ (x) ,
(27)
= ∇fµ (x)2 + E ∇f
q
2

d

∂fµ (x)
e ,
∂x

Based on (28) and (30), we have

(26)

+ µui ) − f (x)]ui .

ˆ (x) =
∇f

The inequalities (29) and (30) have been proved by [7, Lemma 6].
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Proof: Since {ui }qi=1 are i.i.d. random vectors, we have




ˆ (x; ui ) (15)
ˆ (x) = Eu ∇f
= ∇fµ (x),
E ∇f
i
d
µ [f (x

(32)

Based on (32) and the definition of CoordGradEst, we then obtain (28).

2) For any x ∈ Rd

 2 2 2






ˆ (x) − ∇fµ (x)2 ≤ E ∇f
ˆ (x)2 ≤ 2 1 + d ∇f (x)2 + 1 + 1 µ L d .
E ∇f
2
2
2
q
q
2
(25)

ˆ (x; ui ) :=
where ∇f

∂fµ (x)
f (x + µ e ) − f (x − µ e )
=
.
∂x
2µ

(24)

Proof of Proposition 1

In Algorithm 2, we recall that the mini-batch I is chosen uniformly randomly (with replacement). It
is known from Lemma 4 and Lemma 5 that
ˆ I (xs ) − ∇f
ˆ I (xs )] = ∇f
ˆ (xs ) − ∇f
ˆ (xs ).
EIk [∇f
(36)
k
0
k
0
k
k

We then rewrite v̂ks as

ˆ I (xs ) − ∇f
ˆ I (xs ) − EI [∇f
ˆ I (xs ) − ∇f
ˆ I (xs )] + ∇f
ˆ (xs ).
v̂ks =∇f
k
0
k
0
k
k
k
k
k
k

(37)

with repsect to all the random variables, we have
Taking the expectation of




 s 2
ˆ I (xs ) − EI [∇f
ˆ I (xs ) − ∇f
ˆ I (xs ) − ∇f
ˆ (xs )2
ˆ I (xs )]2 + 2E ∇f
E v̂k 2 ≤2E ∇f
k
0
k
0
2
k 2
k
k
k
k
k


ˆ I (xs ) − EI [∇f
ˆ I (xs ) − ∇f
ˆ I (xs )]2
ˆ I (xs ) − ∇f
≤2E ∇f
k
0
k
0
2
k
k
k
k
k


(38)
+ 4dE ∇f (xsk )22 + µ2 d2 L2 ,
vks 22

13
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where the first inequality holds due to Lemma 6, and the second inequality holds due to (19). Based
on (36), we note that the following holds
n 


ˆ i (xs ) − EI [∇f
ˆ I (xs ) − ∇f
ˆ I (xs )]
ˆ i (xs ) − ∇f
∇f
k
k
k
0
k
k
k

where the last inequality holds due to Assumption A2.
Substituting (46) into (42), we have

 6δn (4d + 1)L2  s

E v̂ks 22 ≤
E x0 − xsk 22
b






72dδn
72dσ 2 δn
6δn
s 2
+ 4d +
E ∇f (xk )2 + 1 +
d2 L 2 µ 2 +
.
b
b
b

i=1

ˆ (xs ) − ∇f
ˆ (xs )) − n(∇f
ˆ (xs ) − ∇f
ˆ (xs )) = 0.
=n(∇f
k
0
k
0

(39)

Based on (39) and applying Lemma 4 and 5, the first term at the right hand side (RHS) of (38) yields


ˆ I (xs ) − ∇f
ˆ I (xs ) − EI [∇f
ˆ I (xs ) − ∇f
ˆ I (xs )]2
E ∇f
k
0
k
0
2
k
k
k
k
k


δn
ˆ i (xs ) − ∇f
ˆ i (xs ) − (∇f
ˆ (xs ) − ∇f
ˆ (xs ))2
E ∇f
k
0
k
0
2
bn i=1

  n
δn 1  ˆ
s
s 2
s
s 2
ˆ
ˆ
ˆ
∇fi (xk ) − ∇fi (x0 )2 − ∇f (xk ) − ∇f (x0 )2
=E
b n i=1
≤

n


A.4

(40)

where the first inequality holds due to Lemma 4 and 5 (taking the expectation with respect to
mini-batch I), we define δn as

1
if I contains i.i.d. samples with replacement (Lemma 4)
(41)
δn =
I(b < n) if I contains samples without replacement (Lemma 5),
n
I(b < n) = 1 if b < n and 0 otherwise, and the second equality in (40) holds since n1 i=1 xi −
n
n
a22 = n1 i=1 xi 22 − a22 when a = n1 i=1 xi .
(42)

Similar to Lemma 1, we introduce a smoothing function fi,µ of fi , and continue to bound the first
term at the right hand side (RHS) of (42). This yields


ˆ i (xs ) − ∇f
ˆ i (xs )2
E ∇f
0 2
k




(128)
ˆ i (xs ) − ∇fi,µ (xs )2 + 3E ∇f
ˆ i,µ (xs ) − ∇fi (xs )2
≤ 3E ∇f
0
0 2
k
k 2


+ 3E ∇fi,µ (xsk ) − ∇fi,µ (xs0 )22
(19)


≤ 6dE[∇fi (xsk )22 ] + 6dE[∇fi (xs0 )22 ] + 3L2 d2 µ2 + 3E ∇fi,µ (xsk ) − ∇fi,µ (xs0 )22 . (43)

Since both fi and fi,µ are L-smooth (A1 and Lemma 1), we have




E ∇fi,µ (xsk ) − ∇fi,µ (xs0 )22 ≤ L2 E xsk − xs0 22 ,






E ∇fi (xs0 )22 ≤ 2E ∇fi (xs0 ) − ∇fi (xsk )22 + 2E ∇fi (xsk )22




≤ 2L2 E xs0 − xsk 22 + 2E ∇fi (xsk )22 .

(44)
(45)

Substituting (44) and (45) into (43), we obtain


ˆ i (xs ) − ∇f
ˆ i (xs )2
E ∇f
k
0 2



≤18dE[∇fi (xsk )22 ] + (12d + 3)L2 E xs0 − xsk 22 + 3L2 d2 µ2




≤36dE ∇fi (xsk ) − ∇f (xsk )22 + 36dE ∇f (xsk )22


+ (12d + 3)L2 E xs0 − xsk 22 + 3L2 d2 µ2




≤36dσ 2 + 36dE ∇f (xsk )22 + (12d + 3)L2 E xs0 − xsk 22 + 3L2 d2 µ2 ,
14

Proof of Theorem 1

Since fµ is L-smooth (Lemma 1), from Lemma 7 in Sec. A.9 we have

n

Substituting (40) into (38), we obtain
n



 2δn 


ˆ i (xs ) − ∇f
ˆ i (xs )2 + 4dE ∇f (xs )2 + µ2 d2 L2 .
E ∇f
E v̂ks 22 ≤
k 2
k
0 2
bn i=1



The proof is now complete.

fµ (xsk+1 ) ≤fµ (xsk ) + ∇fµ (xsk ), xsk+1 − xsk  +
=fµ (xsk ) − ηk ∇fµ (xsk ), v̂ks  +

L s
x
− xsk 22
2 k+1

L 2 s 2
η v̂  ,
2 k k 2

(48)

where the last equality holds due to xsk+1 = xsk − ηk v̂ks . Since xsk and xs0 are independent of Ik and
random directions u used for ZO gradient estimates, from (15) we obtain


ˆ (xs )
ˆ I (xs ) + ∇f
ˆ I (xs ) − ∇f
Eu,Ik [v̂ks ] =Eu,Ik ∇f
0
0
k
k
k

=∇fµ (xsk ) + ∇fµ (xs0 ) − ∇fµ (xs0 ) = ∇fµ (xsk ).
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δn   ˆ
ˆ i (xs )2 .
≤
E ∇fi (xsk ) − ∇f
0 2
bn i=1

(47)

(49)

Combining (48) and (49), we have





 L
E fµ (xsk+1 ) ≤E [fµ (xsk )] − ηk E ∇fµ (xsk )22 + ηk2 E v̂ks 22 ,
2

(50)

where the expectation is taken with respect to all random variables.


At RHS of (50), the upper bound on E v̂ks 22 is given by Proposition 1,


 6(4d + 1)L2 δn  s
4(b + 18δn )d 
E ∇f (xsk )22 +
E xk − xs0 22
E[v̂ks 22 ]≤
b
b
(6δn + b)L2 d2 µ2
72dσ 2 δn
+
+
.
b
b


In (51), we further bound E xsk+1 − xs0 22 as





E xsk+1 − xs0 22 = E xsk+1 − xsk + xsk − xs0 22




=ηk2 E v̂ks 22 + E xsk − xs0 22 − 2ηk E [v̂ks , xsk − xs0 ]



(49) 2 
= ηk E v̂ks 22 + E xsk − xs0 22 − 2ηk E [∇fµ (xsk ), xsk − xs0 ]






1
βk s
xk − xs0 22 ,
∇fµ (xsk )22 +
≤ηk2 E v̂ks 22 + E xsk − xs0 22 + 2ηk E
2βk
2

where βk is a positive coefficient, and the last inequality holds since a, b ≤
any a and b, and β > 0.

(51)

(52)

βa22 +(1/β)b22
2

for

Now with (51) and (52) at hand, we introduce a Lyapunov function [20] with respect to fµ ,
(46)



Rks = E fµ (xsk ) + ck xsk − xs0 22 ,

(53)
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Taking a telescopic sum for (56), we obtain
s
Rm
≤R0s −

where χm =

6(4d+1)L2 δ η 2

2
3(4d+1)L3 δ ηk

where γk and χk are coefficients given by




ck+1
1
L
4db + 72dδn 2
1−
+ ck+1
ηk ,
ηk −
γk =
2
βk
2
b




ck+1 µ2 d2 L2
L
(6δn + b)L2 d2 µ2 + 72dσ 2 δn 2
χk =
+ ck+1
ηk + 1 −
ηk .
2
b
βk
4

(59)

χk . It is known from (53) that
R0s = E [fµ (xs0 )] ,

s
Rm
= E [fµ (xsm )] ,

xs0

(60)

and x̃s =

xsm ,

we obtain

s
=E [fµ (x̃s−1 ) − fµ (x̃s )] .
R0s − Rm

(61)

Substituting (61) into (59) and telescoping the sum for s = 1, 2, . . . , S, we obtain
(54)

and the

S m−1


s=1 k=0

γk E[∇f (xsk )22 ] ≤ E[fµ (x̃0 ) − fµ (x̃S )] + Sχm .

Denoting fµ∗ = minx fµ (x), from (15) we have fµ (x̃0 ) − f (x̃0 ) ≤
f ∗ = minx f (x). This yields

µ2 L
2

and f ∗ − fµ∗ ≤

(62)
µ2 L
2 ,

where

fµ (x̃0 ) − fµ (x̃S ) ≤ fµ (x̃0 ) − fµ∗ ≤ (f (x̃0 ) − f ∗ ) + µ2 L.

(63)

Substituting (63) into (62), we have
S m−1


s=1 k=0

γk E[∇f (xsk )22 ] ≤ E[f (x̃0 ) − f ∗ ] + Lµ2 + Sχm .

(64)

S
Let γ̄ = mink γk and we choose x̄ uniformly random from {{xsk }m−1
k=0 }s=1 , then ZO-SVRG satisfies

E[∇f (x̄)22 ] ≤

Sχm
E[f (x̃0 ) − f ∗ ] Lµ2
+
+
.
T γ̄
T γ̄
T γ̄

A.5

(65)


The proof is now complete.
Proof of Corollary 1

We start by rewriting ck in (8) as
ck = (1 + θ)ck+1 +
where θ = βη +

6(1+4d)L2 δn η 2
.
b

Based on the choice of η =
(56)

ρ
Ld

3(1 + 4d)L3 δn η 2
,
b

3(1 + 4d)L3 δn η 2 (1 + θ)m − 1
.
b
θ

(58)

(67)

and β = L, we have

31ρ
24ρ2 δn
ρ 6ρ2 δn
+
≤
,
+
2
d
bd
bd
d
where we have used the fact that δn ≤ 1. Substituting (68) into (67), we have
θ=

(57)

(66)

The recursive formula (66) implies that ck ≤ c0 for any k, and

c0 =

In the second inequality of (56), we have used the fact that 1 − ck+1
βk > 0. This holds for some
parameter ηk under the condition that γk > 0. Even if 1− ck+1
<
0
(relaxing
the condition γk > 0), a
βk
s 2
similar inequality can be obtained using the upper bound of ∇fµ (xk )2 in (18). Therefore, without
loss of generality, we consider 1 − ck+1
βk > 0.
16

k=0

k=0



γk E ∇f (xsk )22 + χm ,

where the last equality used the fact that cm = 0. Since x̃s−1 =

Moreover, substituting (51) into (54), we have






ck+1 ηk
s
s
E ∇fµ (xsk )22 + (ck+1 + ck+1 βk ηk ) E xsk − xs0 22
Rk+1 ≤E [fµ (xk )] − ηk −
βk



L 2
6(4d + 1)L2 δn  s
2
+
ηk + ck+1 ηk
E xk − xs0 22
2
b



4db + 72dδn 
L 2
2
η + ck+1 ηk
E ∇f (xsk )22
+
2 k
b


L 2
(6δn + b)L2 d2 µ2 + 72dσ 2 δn
2
+
ηk + ck+1 ηk
.
(55)
2
b
n k
n
Based on the definition of ck = ck+1 + βk ηk ck+1 +
ck+1 +
b
b
s
definition of Rk in (53), we can simplify the inequality (55) as




ck+1 ηk
s
Rk+1
≤Rks − ηk −
E ∇fµ (xsk )22
βk



4db + 72dδn 
L 2
ηk + ck+1 ηk2
E ∇f (xsk )22
+
2
b


L 2
(6δ
+
b)L2 d2 µ2 + 72dσ 2 δn
n
+
ηk + ck+1 ηk2
2
b




(18)


1
ck+1 ηk
ck+1 ηk µ2 d2 L2
ηk −
≤ Rks −
E ∇f (xsk )22 + ηk −
2
βk
βk
4




L 2
4db
+
72dδ
n
η + ck+1 ηk2
E ∇f (xsk )22
+
2 k
b


L 2
(6δn + b)L2 d2 µ2 + 72dσ 2 δn
+
ηk + ck+1 ηk2
2
b


s
s 2
=Rk − γk E ∇f (xk )2 + χk ,

m−1

m−1
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s
for some ck > 0. Substituting (50) and (52) into Rk+1
, we obtain


s
=E fµ (xsk+1 ) + ck+1 xsk+1 − xs0 22
Rk+1


L 2 s 2
s
s 2
≤E fµ (xk ) − ηk ∇fµ (xk )2 + ηk v̂k 2
2


2
s 2
s
+ E ck+1 ηk v̂k 2 + ck+1 xk − xs0 s2


ck+1 ηk
s 2
s
s 2
∇fµ (xk )2 + ck+1 βk ηk xk − x0 2
+E
βk




ck+1 ηk
s
E ∇fµ (xsk )22
=E [fµ (xk )] − ηk −
βk






L 2
ηk + ck+1 ηk2 E v̂ks 22 .
+ (ck+1 + ck+1 βk ηk ) E xsk − xs0 22 +
2

3(1 + 4d)L3 δn η 2
3(1 + 4d)Lρδn
[(1 + θ)m − 1] =
[(1 + θ)m − 1]
b
θ
db + 24ρd + 6ρ
15dLρδn
30Lρδn
15Lρδn
≤
[(1 + θ)m − 1] ≤
(e − 1) ≤
,
db
b
b

(68)

ck ≤ c 0 =

(69)

d
m
a
where the third inequality holds since (1 + θ)m ≤ (1 + 31ρ
d ) , m =  31ρ , (1 + 1/a) ≤
lima→∞ (1 + a1 )a = e for a > 0 [20, Appendix E], and for east of representation, the last inequality
loosely uses the notion ‘≤’ since e < 3.
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We recall from (5) and (6) that




ηk
L
72dδn
ck+1 ηk
−
+ ck+1
.
− ηk2
4d +
γ̄ = min
0≤k≤m−1
2
2βk
2
b

(70)

Since ηk = η, βk = β, and ck ≤ c0 , we have




72dδn
η
c0
36d
γ̄ ≥ −
η − η 2 L 2d +
− η 2 c0 4d +
.
2 2β
b
b

(71)

(72)
(73)
(74)

(75)

1
where we have used the fact that ρ2 ≤ ρ. Moreover, if we set ρ ≤ 518
, then γ̄ > 0. In other
words, the current
parameter setting is valid for Theorem 1. Upon defining a universal constant

α0 = 12 − 259ρ , we have

(76)

γ̄ ≥ηα0 .

Next, we find the upper bound on χm in (7) given the current parameter setting and ck ≤ c0 ,


L
72dσ 2 δn + (6δn + b)L2 d2 µ2
µ2 d2 L 2
+ mη 2
+ c0
.
χm ≤ mη
4
2
b
L
2

+ 30Lρb−1 ≤

L
2

+ 2L =

5L
2

(77)

(suppose b ≥ 18 without loss of generality), based

χm
d2 L2 µ2
5L
5L 72dσ 2 δn ρ
≤m
+m
+m
γ̄
4α0
2α0
b
Ld
2α0



6L2 d2 µ2 δn
+ L2 d 2 µ 2
b



ρ
.
Ld

(78)

, the above inequality yields




ρ
d
Sχm
dL2
180σ 2 ρδn
δn
5L2 6
≤
+
+1
=O
+
,
(79)
+
T γ̄
4α0 T
bα0
2α0 b
T
T
b
where in the big O notation, we only keep the dominant terms and ignore the constant numbers that
are independent of d, b, and T .
Since T = Sm, and µ =

√1
dT

Substituting (76) and (79) into (5), we have
E[∇f (x̄)22 ]

[f (x̃0 ) − f ∗ ] Ld
L2
Sχm
+ 2
+
=O
≤
T α0
ρ
T α0 ρ
T γ̄



d
δn
+
T
b



.

(80)


The proof is now complete.
A.6

Proof of Proposition 2

For RandGradEst, based on (17) and (19), we have




ˆ (x) − ∇fµ (x) + ∇fµ (x) − ∇f (x)2
ˆ (x) − ∇f (x)22 ≤ E ∇f
E ∇f
2


2
2
ˆ (x) − ∇fµ (x) + 2∇fµ (x) − ∇f (x)
≤2E ∇f
2
2
≤4d∇f (x)22 +



3µ2 L2 d2
= O d∇f (x)22 + µ2 L2 d2 .
2
18

2
q

≤ 3.



Finally, using (31), the proof is then complete.

Substituting (72)-(74) into (71), we obtain




1
240ρ2
1 15ρ
−
− 4ρ −
≥η
− 259ρ ,
γ̄ ≥η
2
b
b
2

Since L2 + c0 ≤
on (76) we have

where we have used the fact that

(81)

A.7

(82)

Proof of Theorem 2

Motivated by Proposition 1, we first bound v̂ks 22 . Following (36)-(42), we have
n





 2δn 
ˆ i (xs ) − ∇f
ˆ i (xs )2 + 2E ∇f
ˆ (xs )2
E v̂ks 22 ≤
E ∇f
k
0 2
k 2
bn i=1




n

(25) 2δn  
ˆ i (xs ) − ∇f
ˆ i (xs )2 + 4 1 + d ∇f (xs )2 + 1 + 1 µ2 L2 d2 .
≤
E ∇f
k
0 2
k 2
bn i=1
q
q
(83)
Moreover, following (43)-(46) together with (25), we can obtain that


ˆ i (xs ) − ∇f
ˆ i (xs )2
E ∇f
k
0 2








d
d
d
2
s 2
σ + 36 1 +
E ∇f (xk )2 + 12 + 15 L2 xsk − xs0 22
≤36 1 +
q
q
q


1
L2 µ2 d2 .
+3 1+
(84)
q
Substituting (84) into (83), we have




 4(b + 18δn )

d
6δn 4d
1+
E[∇f (xsk )22 ] +
+ 5 L2 xsk − xs0 22
E v̂ks 22 ≤
b
q
b
q




1
d
6δn + b
72δ
n
1+
L2 µ2 d2 +
1+
σ2 .
+
(85)
b
q
b
q
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From (69) and the definition of β, we have
c0
15ρ
≤
2β
b




36d
36
ηL 2d +
=ρ 2+
b
b




72d
120ρ2
2160ρ2
72dδn (69) ρ 30Lρ
ηc0 4d +
4d +
≤
+
≤
.
b
Ld b
b
b
b2

Similarly, for Avg-RandGradEst, based on (17) and (25), we have

 2 2 2




ˆ (x) − ∇f (x)22 ≤4 1 + d ∇f (x)22 + 3 + 2 µ L d
E ∇f
q
q
2


q+d
∇f (x)22 + µ2 L2 d2 ,
=O
q

Following (52)-(54) and substituting (85) into (54), we have






ck+1 ηk
s
s
E ∇fµ (xsk )22 + (ck+1 + ck+1 βk ηk ) E xsk − xs0 22
Rk+1 ≤E [fµ (xk )] − ηk −
βk



L 2
6(4d
+ 5q)L2 δn  s
+
ηk + ck+1 ηk2
E xk − xs0 22
2
bq



+
4b)(q + d) 
(72δ
L 2
n
ηk + ck+1 ηk2
E ∇f (xsk )22
+
2
bq


L 2
(6δ
+
b)(q
+ 1)L2 d2 µ2 + 72(q + d)σ 2 δn
n
+
ηk + ck+1 ηk2
.
(86)
2
bq


2
3
δn 2
δn 2
Based on the definitions of ck = 1 + βk ηk + 6(4d+5q)L
ηk ck+1 + 3(4d+5q)L
ηk and Rks given
bq
bq
by (53), we can simplify (86) to




(18)


1
ck+1 ηk
ck+1 ηk µ2 d2 L2
s
ηk −
E ∇f (xsk )22 + ηk −
≤ Rks −
Rk+1
2
βk
βk
4




+
4b)(q
+
d)
L 2
(72δ
n
η + ck+1 ηk2
E ∇f (xsk )22
+
2 k
bq


L 2
(6δn + b)(q + 1)L2 d2 µ2 + 72(q + d)σ 2 δn
+
ηk + ck+1 ηk2
2
bq


s
s 2
=Rk − γk E ∇f (xk )2 + χk ,
(87)
19
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where γk and χk are defined coefficients in Theorem 2.

Using (91) and assuming b ≥ 18 (without loss of generality), then
This yields

Based on (87) and following the same argument in (59)-(65), we then achieve
Sχm
E[f (x̃0 ) − f ∗ ] Lµ2
+
+
.
E[∇f (x̄)22 ] ≤
T γ̄
T γ̄
T γ̄

Let θ = βk ηk +

6(4d+5q)L2 δn 2
ηk ,
bq

then ck = ck+1 (1 + θ) +

2
3(4d+5q)L3 ηk
δn
.
bq

(89)

Based on the choice of η and β, we have
30ρ2 δn
55ρ
ρ 24ρ2 δn
+
+
.
≤
2
d
bdq
bd
d

L
2

Sχm
≤O
T γ̄



d
δn
+
T
b min{d, q}



Substituting (96) and (99) into (5), we have
E[∇f (x̄)22 ]

(90)

L2
Sχm
[f (x̃0 ) − f ∗ ] Ld
+ 2
+
=O
≤
T α0
ρ
T α0 ρ
T γ̄

+ 54Lρb−1 ≤


1 1
+
d q

(99)

d
δn
+
T
b min{d, q}



.

3(5 + 4d/q)L3 η 2
3(5 + 4d/q)Lρ
[(1 + θ)m − 1] = δn
[(1 + θ)m − 1]
b
θ
db + 24ρd/q + 30ρ
3(5 + 4d/q)Lρ
27Lρ
≤ δn
[(1 + θ)m − 1] ≤ δn
[(1 + θ)m − 1]
db
b min{d, q}
54Lρδn
27Lρδn
(e − 1) ≤
,
(91)
≤
b min{d, q}
b min{d, q}

ck ≤ c0 = δn

where the third inequality holds since 5 + 4d/q ≤ 9d/q if d ≥ q, and 5 + 4d/q ≤ 9 otherwise, and
d
the forth inequality holds similar to (69) under m =  55ρ
.

According to the definition of γ̄ = mink γk , we have

From (91) and the definition of β = L, we have
c0
27ρ
≤
.
2β
b min{d, q}
Since η = ρ/(Ld), we have
ηL

2ρ
(36δn + 2b)(q + d)
≤
bq
min{d, q}
1
d

+

1
q

≤

2
min{d,q} .


36
+2 ,
b

(94)

(95)

Substituting (93)-(95) into (92), and following the arguments in (76), we obtain
γ̄ ≥α0 η,

A.8

Proof of Theorem 3

Since f is L-smooth, we have
f (xsk+1 ) ≤f (xsk ) − ηk ∇f (xsk ), v̂ks  +

(96)

L 2 s 2
η v̂  .
2 k k 2

ˆ I (xs ) and ∇f
ˆ I (xs ), we obtain
Since xsk and xs0 are independent of Ik used in ∇f
0
k
k
k
ˆ (xs ) = ∇f
ˆ (xs ),
ˆ (xs ) + ∇f
ˆ (xs ) − ∇f
EIk [vks ] = ∇f
0
0
k
k

(101)

(102)

where we recall that a deterministic gradient estimator is used. Combining (101) and (102), we have






ˆ (xs ) + L η 2 E v̂s 2 .
(103)
E f (xsk+1 ) ≤E [f (xsk )] − ηk E ∇f (xsk ), ∇f
k
k 2
2 k


ˆ (xs ) as,
In (103), we bound −2E ∇f (xsk ), ∇f
k
 




ˆ (xs )2 − E∇f (xs )2
ˆ (xs ) ≤E ∇f (xs ) − ∇f
−2E ∇f (xsk ), ∇f
k 2
k
k 2
k
(31) L2 d2 µ2



− E ∇f (xk )22 ,

(104)
4
where the first inequality holds since −2a, b ≤ a − b22 − a22 , and we have used the fact that
µ = µ in the second inequality.
≤

Moreover, we have



1 1
(72δn + 4b)(q + d) ρ
54Lρ
72
≤
4+
+
ηc0
bq
L b min{q, d}
b
d q


72
108ρ2
≤
4+
2
b min{d, q}
b

where we used the fact that

(92)

(93)


(100)


Substituting (90) into (89), we have

(72δn + 4b)(q + d)
c0
(36δn + 2b)(q + d)
η
η − η2 L
− η 2 c0
.
γ̄ ≥ −
2 2β
bq
bq

ρδn
(98)

.





7L
2 .

Section __ 2
Algorithmic Accelerators

Publication __ 19
Zeroth-Order Stochastic Variance Reduction for Nonconvex Optimization

θ=

Since T = Sm, we have

This leads to

3(4d + 5q)L3 η 2 δn (1 + θ)m − 1
c0 =
.
bq
θ

+ c0 ≤

χm m d2 L2 1
m 7L (6δn + b)(q + 1)L2 d2 1 ρ
m 7L 72σ 2
≤
+
+
γ̄
α0 4 dT
α0 2
bq
dT Ld α0 2 b


mδn
md
+
≤O
T
b min{d, q}

(88)

The rest of the proofs essentially follow along the lines of Corollary 1 with the added complexity of
the mini-batch parameter q in ck , γk and χk .

L
2

Substituting (104) into (103), we have


 L
 L2 d2 µ2 ηk

ηk 
.
E f (xsk+1 ) ≤E [f (xsk )] − E ∇f (xk )22 + ηk2 E v̂ks 22 +
2
2
8


In (105), we next bound E v̂ks 22 . Following (36)-(42), we have
n





 2δn 
ˆ (xs )2 .
ˆ i (xs ) − ∇f
ˆ i (xs )2 + 2E ∇f
E v̂ks 22 ≤
E ∇f
k
0 2
k 2
bn i=1

(105)

(106)

The first term at RHS of (106) yields

where α0 > 0 is a universal constant that is independent of T , d and b.
 2 2 2



2 2 2
2
µ d L
Based on χk = 1 − ck+1
ηk + L2 + ck+1 (6δn +b)(q+1)L dbqµ +72(q+d)σ δn ηk2 , the upper
βk
4

bound on χm = k χk is given by


L
µ 2 d2 L2
(6δn + b)(q + 1)L2 d2 µ2 + 72(q + d)σ 2 δn
χm ≤ηm
+ ηm
+ c0
η.
(97)
4
2
bq



2 
d


∂f
∂f

 
i,µ
i,µ


ˆ i (xs )2 = E 
ˆ i (xsk ) − ∇f
e
−
e
E ∇f



0 2


∂xsk,
∂xs0,
=1
2



2
d
d
 ∂f

(128) 




∂fi,µ 
 i,µ
 
≤d
E  s  −
E xs,k − xs,0 22 = L2 dE xsk − xs0 22 , (107)
 ≤ L2 d
s
 ∂xk,
∂x0, 

20

21



=1



(28)

2

=1
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where fi,µ (x) = Eu∼U [−µ ,µ ] fi (x + ue ) denotes the smooth function of fi with respect to its th
coordinate (Lemma 3),

xsk,

denotes the th coordinate of

∂f 
xsk , ∂xi,µ
s
k,

Based on (114) and following the similar argument in (59)-(62), we have

is the th partial derivative of

fi,µ at xsk , and the second inequality holds since fi,µ (x) is L-smooth (Lemma 3) with respect to
the th coordinate. From (31), the second term at RHS of (106) yields
(31)

ˆ (x)2 ≤ 2∇f (x)2 + 2∇f
ˆ (x) − ∇f (x)2 ≤ 2∇f (x)2 +
∇f
2
2
2
2

L2 d2 µ2
,
2

(108)

where we have used the fact that µ = µ.

S m−1


s=1 k=0

γk E[∇f (xsk )22 ] ≤ E[f (x̃0 ) − f ∗ ] + Sχm .

Consider γ̄ = mink γk and the distribution of choosing x̄, we obtain
E[f (x̃0 ) − f ∗ ] Sχm
E[∇f (x̄)22 ] ≤
+
.
T γ̄
T γ̄

The rest of the proofs essentially follow along the lines of Corollary 1 under a different parameter
setting.

Substituting (107) and (108) into (106), we have

 2L2 dδn  s



E v̂ks 22 ≤
E xk − xs0 22 + 4E ∇f (x)22 + L2 d2 µ2 .
b

(109)

Since ck = ck+1 (1 + θ) +

dL3 η 2 δn
,
b

c0 =

(111)

where ck > 0.

Based on (105) and (110), we obtain


s
Rk+1
=E f (xsk+1 ) + ck+1 xsk+1 − xs0 22






ck+1 ηk
ηk
−
E ∇f (xsk )22 + (ck+1 + ck+1 βk ηk )E xsk − xs0 22
≤E[f (xsk )] −
2
2βk



 d2 L 2 µ 2 η k
L 2
d2 L2 µ2 ck+1 ηk
+
ηk + ck+1 ηk2 E v̂ks 22 +
+
.
(112)
2
8
2βk

Substituting (109) into (112), we have






ck+1 ηk
ηk
s
−
≤E [f (xsk )] −
Rk+1
E ∇f (xsk )22 + (ck+1 + ck+1 βk ηk )E xsk − xs0 22
2
2βk

 2





L 2
2L dδn  s
L 2
+
ηk + ck+1 ηk2
E xk − xs0 22 +
ηk + ck+1 ηk2 4E ∇f (xsk )22
2
b
2


2 2 2
2 2 2
L 2
d L µ ck+1 ηk
d L µ ηk
+
η + ck+1 ηk2 µ2 L2 d2 +
+
.
(113)
2 k
8
2βk
Based on the definition of ck , i.e.,


2dL2 ηk2 δn
dL3 ηk2 δn
ck+1 +
,
ck = 1 + β k ηk +
b
b
(111)





ck+1
1
L
1−
+ ck+1 ηk2 ,
ηk − 4
2
βk
2




1 1 ck+1
L
+
+ ck+1 µ2 L2 d2 ηk2 .
L2 d 2 µ 2 η k +
χk =
2 4
βk
2
γk =

22

This yields

m

dL η δn (1 + θ) − 1
.
b
θ

(116)

3ρ
ρ 2ρ2 δn
+
≤
.
d
bd
d

(117)

When η = ρ/(Ld) and β = L we have
θ=
Substituting (117) into (116), we have
ck ≤ c0 = δn

dL3 η 2
ρL
Lρ
2Lρ
[(1 + θ)m − 1] = δn
[(1 + θ)m − 1] ≤ δn (e − 1) ≤ δn
,
b θ
b + 2ρ
b
b
(118)

d
.
where the second equality holds similar to (69) under m =  3ρ

Based on (118) and the definition of γ̄, similar to (72)-(76) we can obtain
γ̄ ≥ηα0 ,
where α0 > 0 is independent of T , d and b.

Since χm = k χk , it can be bounded as


d2 L2 µ2 c 0
d 2 L2 µ2
L
2
+ c0 µ2 L2 d2 + mη
+ mη
.
χm ≤mη
2
8
2β

From (118), we have
we have

L
2

+ c0 ≤

L
2

+ 2Lρb−1 δn ≤

5L
2 .

Moreover, based on T = Sm and µ =

(119)

(120)
√ 1√
d T

,



1
Sχm 5L2 ρ
dL2
dρL2
d
d
≤
+
+
=O
+ +
,
(121)
T γ̄
2α0 T
8α0 T
α0 bT
T
T
bT
where in the big O notation, we ignore the constant numbers that are independent of L, d, b, and T .
Substituting (119) and (121) into (13), we have
 
[f (x̃0 ) − f ∗ ] Ld Sχm
d
2
+
=O
.
E[∇f (x̄)2 ] ≤
T α0
ρ
T γ̄
T

(122)


A.9

we can simplify (113) to

s
Rk+1
≤ Rks − γk E[∇f (xsk )22 ] + χk ,

2dL2 η 2 δn
.
b
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1 ˆ
E xsk+1 − xs0 22 ≤ ηk2 E v̂ks 22 + E xsk − xs0 22 + ηk E
∇f (xsk )22 + βk xsk − xs0 22
βk


(108)




2
L2 µ2 d2 ηk
.
≤ ηk2 E v̂ks 22 + E xsk − xs0 22 + ηk E
∇f (xsk )22 + βk xsk − xs0 22 +
βk
βk 2
(110)

Define the following Lyapunov function,


Rks = E f (xsk ) + ck xsk − xs0 22 ,

we have ck ≤ c0 for any k, and θ = βη +
3 2

Similar to (52), we have

where we recall that

(115)

(114)

Auxiliary Lemmas

Lemma 4 Let {zi }ni=1 be a sequence of n vectors. Let I be a mini-batch of size b, which contains
i.i.d. samples selected uniformly randomly (with replacement) from [n]. Then


n
1
1
EI
zi =
zj .
(123)
b
n j=1
i∈I
n
When i=1 zi = 0, then

 
n
 1  2
1 


EI 
zi   =
zi 22 .
(124)

b
bn i=1
i∈I

2

23
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1 

Proof: Based on the definition of I, we immediately obtain EI

b

i∈I


zi = Ei [zi ] =

1
n

Since Ei,j [zi zj ] = Ei [zi ]Ej [zj ] = 0 for i = j, we have

 
n
 1  2
1
1 
1 


E 
zi   = 2
E[zi 22 ] = Ei [zi 22 ] =
zi 22 .
b

b
b
bn i=1
i∈I

2

n

j=1

zj .

(125)

i∈I



The proof is now complete.

i∈I

When

n

j=1

zj = 0, then

 
n
 1  2
I(b < n) 


EI  
zi   ≤
zi 22 ,

b
bn
i=1
i∈I

(127)

2

where I is an indicator function, which is equal to 1 if b < n and 0 if b = n.


Proof: See [23, Lemma A.1].
Lemma 6 For variables {zi }ni=1 , we have


2
n
n





zi  ≤ n
zi 22 .



i=1

Problem formulation In image classification, adversarial examples refer to carefully crafted
perturbations such that, when added to the natural images, are visually imperceptible but will lead
the target model to misclassify. When testing the robustness of a deployed black-box DNN (e.g.,
an online image classification service), the model parameters are hidden and acquiring its gradient
is inadmissible. But one has access to the input-output correspondence of the target model F (·),
rendering generating adversarial examples a ZO optimization problem.
We consider the task of generating a universal perturbation to a batch of n = 10 images via iteratively
querying the target DNN. These images are selected from the class of digit “1” and are all originally
correctly classified by the DNN. In problem (1), let fi (x) = c · max{Fyi (0.5 · tanh(tanh−1 2ai +
x)) − maxj=yi Fj (0.5 · tanh(tanh−1 2ai + x)), 0} + 0.5 · tanh(tanh−1 2ai + x) − ai 22 be the
designed attack loss function of the ith image [3, 35]. Here (ai , yi ) denotes the pair of the ith natural
image ai ∈ [−0.5, 0.5]d and its original class label yi . The function F (z) = [F1 (z), . . . , FK (z)]
outputs the model prediction scores (e.g., log-probabilities) of the input z in all K image classes. The
tanh operation ensures the generated adversarial example 0.5 · tanh(tanh−1 ai + x) still lies in the
valid image space [−0.5, 0.5]d . The regularization parameter c trades off adversarial success and the
2 distortion of adversarial examples. In our experiment, we set c = 1 and use the log-probability as
the model output. The reported 2 distortion is the least averaged distortion over the n successful
adversarial images relative to the original images among the S iterations.
Generated adversarial images Table 3 displays the original images and their adversarial examples
generated by ZO-SGD and ZO-SVRG. Their statistics are given in Fig. 3. Table 4 shows another
visual comparison chart of digit class “4”.
Table 3: Comparison of generated adversarial examples from a black-box DNN on MNIST: digit class “1”.

Image ID

2

5

14

29

31

37

39

40

46

57

7

7

3

3

3

3

3

3

3

7

3

3

3

3

3

3

3

3

3

3

7

7

3

3

3

3

3

3

3

7

7

7

3

3

3

3

3

3

3

7

Original

(128)

i=1

2

Proof: Since φ(x) = x22 is convex, the Jensen’s inequality yields
Lemma 7 if f is L-smooth, then for any x, y ∈ Rd
|f (x) − f (y) − ∇fi (y), x − y| ≤

 n1



i

L
x − y22 .
2

zi 22 ≤

1
n



ZO-SGD
i

zi 22 . 

Classified as
ZO-SVRG
q = 10

(129)


Proof: This is a direct consequence of A2 [23].
A.10

Application: generating universal adversarial perturbations from black-box DNNs
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Lemma 5 Let {zi }ni=1 be a sequence of n vectors. Let I be a uniform random mini-batch of [n] with
size b (no replacement in samples). Then


n
1
1
zi =
zj .
(126)
EI
b
n j=1

A.11

Application: black-box classification

Real dataset Our dataset consists of N = 1000 crystalline materials/compounds, each of which
corresponds to a numerical valued feature vector ai . The feature vector encodes chemical information
regarding constituent elements. There exist d = 145 attributes, such as, stoichiometric properties,
elemental statistics, electronic structure properties attributes, and ionic compound attributes [37]. The
label information yi ∈ {0, 1} (conductor against insulator) is determined using DFT calculations
[34]. We equally divided the data into a training and test set.

Classified as
ZO-SVRG
q = 20

Classified as
ZO-SVRG
q = 30

Classified as

Parameter setting In our ZO algorithms, unless specified otherwise, the length of each epoch is
set by m = 50, the mini-batch size is b = 10, the number of random direction samples√is q = 10,
the initial value is given by x̃0 = 0, and the smoothing parameter follows µ = O(1/ dT ). For
ZO-SGD, ZO-SVRC and ZO-SVRG, we choose η = O(1/d) suggested by Corollary 1 and [24,
Corollary 3.3]. Also ZO-SVRC updates J = 1 coordinates per iteration within an epoch.
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Table 4: Comparison of generated adversarial examples from a black-box DNN on MNIST: digit class “4”.
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and challenges for this emerging field. We see

heaven, when you have

a migration from a general-purpose design to more

the introduction of this technology in two phases:

good hardware”

specialized hardware to improve compute efficiency.

exploiting existing NVM material, such as phase

Graphical Processing Units (GPU’s) allow a high

change memory (PCM), and re-engineering or

degree of parallelism for such workloads and therefore

inventing new materials for optimal operation. Tang

significantly enhance the throughput. Deep learning

[23] shows an example for the former and [24]

(DL) algorithms, resilient to noise and uncertainty,

presents solutions using currently available PCM

allow, in part, a trade-off between algorithmic accuracy

material for DL computation. Nandakumar et al. [25]

and numerical precision, driving a new generation of

discuss a solution that provides a hybrid digital/analog

application-specific chip designs. The AI hardware

approach in which the material critical component of

community is also revisiting analog computing. The

the computation is relegated to the digital space and

analog approach to DL hardware is an extension of the

the rest executed in the analog domain. Ambrogio

in-memory compute concept in which data movement

et al. [26] show how simple architecture solutions,

is reduced by performing calculations directly in

involving a modified unit cell in the array, can be used

memory. This chapter highlights the progress made by

to significantly improve the performance of PCM-

IBM Research in 2018 in three distinct areas: (1) digital

based analog arrays. Looking further ahead, Gokmen

computing architectures that take advantage of reduced

et al. [27] investigate the scalability of the analog

precision computation in context with a novel data flow

approach to more complex networks, in this case a

architecture, (2) novel devices and analog arrays for DL

long-short-term memory, which is significantly more

and (3) initial exploration of quantum computing for

complex than currently demonstrated networks.

Ken Olsen

machine learning.
Quantum computing has emerged as a new
Fleischer et al. [20] show how reduced precision

computing paradigm with the potential of

calculations can lead to improved end-to-end efficiency

addressing problems that are intractable for today’s

for both training and inference of the DL accelerator

classical computers. Recently, Havlicek et al. [28]

with high sustained tera (1012) operations per second,

demonstrated the use of a superconducting quantum

high energy efficiency, and areal efficiency. Current

processor to perform a traditional machine learning

digital architecture for DL requires a sequence of matrix

classification task. We believe there is significant

multiplication and summation operations. In analog

potential in using quantum computing for machine

computing, arrays of non-volatile memory (NVM) can

learning by exploiting the exponentially large

be used to execute these operations in parallel and at

quantum state space and look forward to sharing

a lower energy cost. Tsai et al. [21] and Haensch et al.

additional breakthroughs in this area in the future.

[22] review the architectural and material solutions
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A Scalable Multi-TeraOPS Deep Learning Processor Core for AI Training and Inference
Bruce Fleischer, Sunil Shukla, Matthew Ziegler, Joel Silberman, Jinwook Oh, Vijayalakshmi Srinivasan, Jungwook Choi, Silvia Mueller2,
Ankur Agrawal, Tina Babinsky2, Nianzheng Cao, Chia-Yu Chen, Pierce Chuang, Thomas Fox, George Gristede, Michael Guillorn,
Howard Haynie1, Michael Klaiber2, Dongsoo Lee, Shih-Hsien Lo, Gary Maier3, Michael Scheuermann, Swagath Venkataramani, Christos
Vezyrtzis, Naigang Wang, Fanchieh Yee, Ching Zhou, Pong-Fei Lu, Brian Curran1, Leland Chang, Kailash Gopalakrishnan
IBM TJ Watson Research Center, Yorktown Heights, NY; IBM Systems Group, 1Poughkeepsie, NY; 2Boeblingen Germany; 3East Fishkill, NY
precision, the SFU offers an fp32 version of the PE ISA plus instructions
to convert between fp16 and fp32 with a peak fp32 performance of 96
GFLOPS. Non-linear functions, which represent <5% of the total execution time in our benchmarks, can be calculated in both fp16 or fp32, with
ReLU execution and estimate instructions to accelerate reciprocal, sqrt,
exp, and ln.
Fig. 3 shows that the training accuracy of two state-of-the-art neural
networks, ResNet-18 and ResNet-50, shows zero degradation when using
fp16 instead of fp32 for most computations. For inference, weight resolution can be lowered from fp32 to ternary, which reduces required Lx storage and bandwidth by 16x while degrading accuracy by only 3% for ResNet-18 (vs. state-of-the-art [1]).
Fig. 4 shows PE utilization in the core for forward, backward, and update phases of ResNet-18 and ResNet-50 training (inference utilization is
the same as forward). Note that utilization degrades gracefully as the minibatch size decreases from 8 to 1 and is >90% for inference even with minibatch size=1. Multiple core features contribute to such high utilization.
The 2-D torus and memory hierarchy allow programs to use different dataflows such as weight-, output-, or row-stationary [2]. For example, the
forward pass dataflow is row-stationary for the first convolution layer of
ResNet-18 (output rows held in LRF) and weight-stationary for all other
convolution layers. The Lx capacity and bandwidth allow double-buffering of blocks of inputs, weights and outputs to avoid latency penalty for
these transfers. Since the application run time is dominated by convolutions, we exploit the architecture and ISA to implement them as native
convolutions to avoid matrix storage and bandwidth needed for lowered
GEMM implementations.
Design, Test, & Hardware Measurements
A synthesis and automated place and route tool flow was used to tape
out a 14nm test chip (Fig. 5). The overall chip consists of an instance of
the accelerator core integrated with infrastructure (Fig. 6) supporting
through-the-pins scan and ATPG test, JTAG-controlled at-speed memory
built-in self-test and clock frequency divider, and tester-driven functional
operation via a chip-management unit (CMU). The chip is flip-chip C4
bonded to a laminate and tested in module form (Fig. 7). Clock dividers
allow external monitoring of the received high-frequency and frequencyscaled core clock (Fig. 8).
An at-speed functional verification sequence consists of setting the
functional clock to the target frequency, loading a program and data into
Lx via the CMU, signaling the core to fetch and execute the loaded program, and, after successfully polling the core for program completion, offloading computed values for comparison to expectation. Functional tests
cover all the operations encountered in forward and backward computation and update phases for training and inference of deep learning networks, including convolution, matrix multiplication, activation functions
such as ReLU, tanh and sigmoid, and maximum- and average-pooling.
Fig. 9 shows a shmoo plot summarizing all workloads and demonstrates
operation between 0.58V and 0.9V spanning a frequency range from
750MHz to 1.5GHz. Measured relative power vs. FPU utilization extrapolated to zero (Fig. 10) indicates that use of the Lx and L0 to supply data
every cycle accounts for only 18% of the accelerator power when computing at full utilization.
Summary
A deep learning accelerator core providing high compute efficiency
and utilization is demonstrated to achieve performance and area efficiency
advantages over recently published high-performance AI chips (Table 2).
This core can be a practical building block for SoCs to enable a broad
range of AI hardware systems.

Section __ 3
New Devices and Hardware Architectures for AI

Abstract – A multi-TOPS AI core is presented for acceleration of deep
learning training and inference in systems from edge devices to data centers. With a programmable architecture and custom ISA, this engine
achieves >90% sustained utilization across the range of neural network
topologies by employing a dataflow architecture and an on-chip scratchpad hierarchy. Compute precision is optimized at 16b floating point (fp16)
for high model accuracy in training and inference as well as 1b/2b (binary/ternary) integer for aggressive inference performance. At 1.5 GHz,
the AI core prototype achieves 1.5 TFLOPS fp16, 12 TOPS ternary, or 24
TOPS binary peak performance in 14nm CMOS.
Introduction
Driven by recent advancements in deep learning and an explosion in
the use of machine learning algorithms across application domains, AI acceleration is now critically important to hardware systems from mobile/IoT devices to enterprise servers. Such AI accelerators must be sufficiently general and programmable to provide high sustained performance
across neural network topologies, model sizes, and mini-batch sizes. With
efficient compute engines that carefully leverage reduced precision and a
parallel architecture that ensures very high utilization, we demonstrate a
multi-TOPS accelerator core building block that can be scaled across a
broad range of AI hardware systems.
Model accuracy is the fundamental measure of deep learning quality.
Reduction of hardware numerical precision significantly reduces the area
and power of compute engines, but degrades accuracy if taken too far.
Precision limits are less stringent for inference than for training, but evolving AI applications such as on-device personalization or incremental
learning may unify requirements. In this work, an efficient baseline (fp16)
is chosen for both training and inference, but additional precisions are included to perform limited functions for model accuracy (fp32) and to aggressively boost inference performance (binary/ternary). This enables
competitive power efficiency (TOPS/W) as is often reported in literature,
but, just as importantly, also high raw performance (TOPS) and area efficiency (TOPS/mm2).
A large number of efficient compute engines must be supported by
sufficient bandwidth and memory structures that stream input/output data
and maintain high compute utilization. This work uses a dataflow architecture, which is particularly effective for deep learning workloads, and
an on-chip scratchpad hierarchy to achieve >90% sustained utilization
across a broad range of neural network topologies.
Architecture Overview & Advantages
The accelerator core consists of a compute array arranged as a 2-D
torus with nearest-neighbor FIFO links and a 2-level scratchpad memory
(Fig. 1). Most of the nodes are fp16 processing elements (PEs), but there
is an added row of fp32 special-function units (SFUs). Each compute unit
(Fig. 2) contains a 16-deep local register file (LRF) and has area and
power dominated by compute logic and data flip-flops. An 8 KB level-0
(L0) scratchpad is inserted in both torus dimensions. Data enters and
leaves the torus through connections between the L0s and a 2 MB nextlevel (Lx) scratchpad, which arbitrates between local access and core I/O
for scalability to multi-core SoCs. The peak read+write bandwidths of
each L0 and the Lx is 192+192 GB/s. The core can execute a variety of
data flows through appropriate program structure and instruction operands
(LRF or FIFOs). This flexibility balances re-use of data at each level and
moving data between levels to supply data to the PEs to sustain >90%
utilization.
All units have carefully curated instruction sets (Table 1) and provide
hardware support of nested loops. The PE ISA has a variety of fp16, ternary, binary, and bitwise operations. For the few operations needing high
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We survey recent progress in the use of analog memory devices to build neuromorphic
hardware accelerators for deep learning applications. After an overview of deep learning
and the application opportunities for deep neural network (DNN) hardware accelerators, we
briefly discuss the research area of customized digital accelerators for deep learning. We
discuss how the strengths and weaknesses of analog memory-based accelerators match well
to the weaknesses and strengths of digital accelerators, and attempt to identify where the
future hardware opportunities might be found. We survey the extensive but rapidly developing
literature on what would be needed from an analog memory device to enable such a DNN
accelerator, and summarize progress with various analog memory candidates including
non-volatile memory such as resistive RAM, phase change memory, Li-ion-based devices,
capacitor-based and other CMOS devices, as well as photonics-based devices and systems.
After surveying how recent circuits and systems work, we conclude with a description of the
next research steps that will be needed in order to move closer to the commercialization of
viable analog-memory-based DNN hardware accelerators.
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faster and lower in power. Also, the flexibility of the ‘stored
program’ VN architecture allowed programmers to build a
wide diversity of complex computational systems by leveraging these CPUs and GPUs as modularized ‘building blocks’.
Over the past few years, this intersection of virtuous trends
has begun to dissipate. Device scaling has slowed due to
power- and voltage-considerations. It has become difficult
(and thus extremely costly) to guarantee perfect functionality
across billions of devices. Finally, the time and energy spent
transporting data between memory and processor (across the
so-called ‘von-Neumann bottleneck’) has become problematic, especially for data-centric applications such as real-time
image recognition and natural language processing [3].
One avenue for continuing to evolve the capabilities
of future computing systems is to take inspiration from
the human brain. Characterized by its massively parallel

1. Introduction
Over the past five decades, information technology has been
transformed by the virtuous combination of three intersecting
trends: Moore’s law, Dennard scaling, and the von Neumann
(VN) architecture. Moore’s law described exponential reductions in the cost per transistor [1] that then drove similarly
exponential increases in the number of transistors per wafer,
making multi-billion-transistor microprocessors (CPUs) and
graphical processing units (GPUs) not just possible but profitable. Dennard scaling supplied a set of ‘scaling laws’ [2]
that allowed those smaller transistors to be, fortuitously, both
Original content from this work may be used under the terms
of the Creative Commons Attribution 3.0 licence. Any further
distribution of this work must maintain attribution to the author(s) and the title
of the work, journal citation and DOI.
1361-6463/18/283001+27$33.00
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VN hardware, which up until recently has meant hardware
that was originally designed for something other than deep
learning [35]. However, the intense interest in deep learning
has led to research on [36, 37] and the introduction of [38]
custom-ASIC (application specific integrated circuit) chips
for deep learning. While some of these chips also double as
neuromorphic hardware [39], these efforts primarily focus on
re-imagining the GPU as if it had been expressly designed
for deep learning. Leveraging conventional digital circuit
design techniques, numerous design teams are seeking to
deliver hardware acceleration for high energy-efficiency, high
throughput (Tbit/second), and low latency DNN computation
without sacrificing neural network accuracy [37, 40]. Thus,
it is critical for researchers working on analog-memorybased hardware accelerators to both understand and take into
account the advances that can be expected to arrive soon with
such digital accelerators.
In the first section of this paper, we briefly overview deep
learning and the major application opportunities for DNN
hardware accelerators. Then we briefly discuss the research
area of customized digital accelerators [36, 37, 40]. We discuss how the strengths and weaknesses of analog memorybased accelerators match up to digital accelerators, and
attempt to identify where the most promising future hardware
opportunities might be found. We survey the extensive but
rapidly developing literature on what would be needed from
an analog memory device to enable such a DNN accelerator,
and then summarize recent progress using various analog
memory candidates. These include NVMs such as resistive RAM (RRAM) and memristors, phase change memory
(PCM) devices, Li-ion-based devices, capacitor-based and
other CMOS devices. In addition to these efforts focused on
integrating analog resistive-type electronic memories onto
CMOS wafers, we also survey recent work on photonicsbased devices and systems and discuss their potential impact
on deep learning accelerators. After surveying recent work in
advancing and demonstrating the circuits and systems behind
analog-memory-based accelerators, we conclude with some
thoughts on the next research steps that will be needed to
move closer to commercializing viable analog-memory-based
DNN hardware accelerators.

2. Overview of deep learning
In this section, we briefly discuss the basic computational
needs of deep learning, including both forward inference and
training with the backpropagation algorithm. Readers interested in a more complete overview should consult other recent
tutorials in the hardware accelerator space [21, 37, 40]; those
interested in truly learning the field should consult one of the
many excellent online resources [41–44].
In general, the topology of a deep neural network is fixed
by a designer before any training occurs. The size of the first
layer—e.g. the number of neurons in the input layer—is
typically chosen to match the size of the incoming data of
interest: the pixels of a standard-size image, reduced audio
content from digitized speech, encoded letters or words from
2

‘rectified linear units’, or ReLU functions. ReLU is a simple
piece-wise linear function with only two segments: one along
the x-axis, outputting zero for any input sum that is negative;
and a second segment along the diagonal f (x) = x directly
passing any positive sum as the output. The ReLU helps
avoid problems stemming from saturating excitations, and
also helps keep gradients from vanishing for deep networks.
However, recurrent networks such as long short term memory
(LSTM) [45] and gated recurrent units (GRUs) [32]—which
tend to suffer from gradients that explode instead of vanish—
still tend to use saturating nonlinearities such as the logistic or
hyperbolic tangent functions.
The neuron excitations at the input layer come directly
from the data-example being evaluated, including any preprocessing so that it looks ‘just like’ the data-examples that
were used for training. The network is evaluated serially from
input to output. (Pipelining can be introduced, so that layer
#1 can already start working on data-example #2 while
layer #2 is still working on the excitations just passed to
it from layer #1.) At the output layer, a softmax operation
is frequently performed. Here, each raw excitation yj is put
through an expanding nonlinearity (such as an exponential),
and the intermediate result, qj = exp(yj ), is then normalized
by the sum of all such intermediate results across the entire
output layer. This produces outputs that are guaranteed both
to fall between zero and one, and to sum up to one as well.
The softmax operation produces a vector of probabilities, representing the predictions (or the guess/vote) of the pre-trained
DNN, given that particular data-example.
Training is the process of tuning the weight matrices to a
set of values that can provide good performance (e.g. accurate classifications, predictions, translations, high game
scores, etc). This begins with the same forward inference step
described above. At first, however, since the weights are randomly chosen, the output result is likely to be nowhere near the
desired target. The backpropagation algorithm [46] is a supervised training algorithm that attempts to tune the weights by
altering between forward inference of training data for which
the desired output vector (or label) is known, reverse propagation of errors based on the difference between the current
guess of the DNN and the correct label or other ‘ground truth’,
and then weight update of each weight based on the excitation
it saw during forward inference and the error it induced using
that excitation, as computed by reverse propagation.
The additional computation associated with training is also
dominated by a MAC or VMM, this time proceeding from
right to left. Figure 2 shows the reverse propagate step, as
a vector of errors (δj ) is multiplied by the transpose of the
original weights wij. Instead of putting this sum through a nonlinear squashing function, however, the sum is multiplied by
the derivative of the squashing function as evaluated at the
original excitation, xi. This formula arises from the use of
the chain-rule to compute the derivative of an ‘energy function’, E, for the overall DNN as a function of each individual
weight, wij [44]. If forward inference produces a guess, y,
which should have been g, we can choose an energy function that is minimized only when y = g. Backpropagation then
allows the DNN to compute the derivative with respect to each

Figure 1. An important computational task for DNN forward
inference is a vector-matrix-multiply (VMM), in which a vector
of neuron excitations, xi, is multiplied by a matrix of weights, wij,
via a multiply-accumulate (MAC) (Σwij xi ), and then put through a
nonlinear squashing function ( f ()), to generate the new vector of
neuron excitations for the next layer, yj.

a written document, etc. The size of the output layer is chosen
based on the task the DNN should accomplish, such as classifying an image into one of a number of pre-defined classes
(‘this is a handwritten seven’, ‘this is a border collie’.) or an
output vector of interest. Examples of the latter include Melfrequency cepstral coefficients (MFCCs) for speech recognition [28] or a vector of predicted probabilities of the next letter
or word in a sentence.
Forward inference is the evaluation of what an alreadytrained neural network ‘thinks’ of one or more new dataexamples, using weights that have already been optimized
by training. It turns out that, despite the apparent complexity of deep learning [44], the set of computational tasks
involved in this computation is not very large. Better yet,
most of the computational effort is spent implementing only
a small subset of those tasks. Figure 1 shows one of the most
important of these computational tasks: the vector-matrixmultiply, or VMM. (Here we note that while there are many
different DNN architectures, in general most differ only in
how many ‘balls’ and ‘sticks’ (neurons and weights) are
involved and how they are organized. In contrast, the actual
operations performed with those resources are reasonably
consistent across different DNN models.) Many DNNs contain some variant of a VMM, in which a vector of neuron
excitations, xi, must be multiplied by a matrix of weights,
wij, generating a new vector of neuron excitations for the
next layer, yj. This breaks down into a series of multiplyaccumulate (MAC) operations (Σwij xi ), followed by a nonlinear squashing function, f ().
From a neural network perspective, f is very important.
Without this nonlinearity, forward-evaluate of a multi-layer
neural network of any number of layers would simply collapse
into a single linear equation. From a computational perspective, evaluating the squashing function takes much less effort
than the preceding MAC. The newest DNNs tend to use many
3
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architecture connecting myriad low-power computing elements (neurons) and adaptive memory elements (synapses),
the brain can readily outperform modern VN processors on
many tasks involving unstructured data classification and pattern recognition. By taking design cues from the human brain,
neuromorphic hardware systems could potentially offer strong
potential as an intriguing non-VN computing paradigm supporting fault-tolerant, massively parallel, and energy-efficient
computation [4].
However, the number of different projects and proposals—
many of them completely distinct from each other—that are
now described as ‘neuromorphic’ computing has grown very
large. (Recent surveys of neuromorphic hardware end up
listing hundreds or even thousands of different citations [5, 6].)
Many of these efforts involve circuits, sometimes including
novel devices, that attempt to carefully mimic something that
we can currently observe with moderate accuracy within the
brain, usually at the scale of a few neurons. This could be the
exact neural/synaptic response, precise local connection patterns, or local learning rules such as spike-timing-dependentplasticity [7–14]. Other efforts involve new software
algorithms partly or completely inspired by the architecture
of the brain [15, 16]. The motivations for such neuromorphic
hardware research can range from improving our fairly limited understanding of exactly how our brains function, to the
hope of engineering computers that could potentially operate
at ultra-low power through sparse utilization (in both time
and space) of computational resources that are tremendously
large, in both sheer number and interconnectivity.
We recently surveyed the potential role that novel analog
memory devices could play in these areas [17] (also see earlier assessments by other authors [18–20]). However, in this
paper, we refine our scope much more tightly, focusing on the
use of analog memory devices to build neuromorphic hardware accelerators for deep learning [21].
Artificial neural networks (ANNs), first conceived in the
mid-1940s to mimic what was then known about neural systems [22, 23], perform computations in a naturally parallel
fashion. Modern graphical processing units (GPUs) have
greatly increased both the size of the networks and the datasets that can be trained in reasonable time, giving rise to deep
learning, or deep neural networks (DNNs) [24–26]—essentially, ANNs with many layers of neurons. Over the past few
years, DNN performance has improved—on tasks such as
classifying images [27], understanding speech [28], playing
video games [29] and complex board games [30], and translating between languages [31–33]—to near-human (or sometimes even better than human) capabilities. More importantly,
these developments have allowed DNN systems to become
commercially pervasive—influencing social media sites,
shopping and recommender systems, automated call centers,
banking and finance, numerous cloud-based computing applications, and even our mobile phones and living rooms.
While some researchers occasionally attempt to connect
DNNs back to biology [34], most deep learning practitioners
do not concern themselves too much with neuromorphism.
They are primarily focused on maximizing performance
while finessing the limitations of commercially available
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Figure 2. The reverse propagate step in training involves a second

MAC, between a vector of errors (δj ) and (the transpose of) the
same weight matrix (wij).
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weight, or how that weight needs to change in order to allow
the DNN to do a better job the next time it sees that same
training example.
As we proceed from the output of the network back
towards the input, the very first δ vector typically comes from
the raw difference between the network output y and the label
vector, g. Interestingly, it turns out that multiplying this difference by the derivative of the squashing function used at
the output neuron can cause problems. One way to deal with
this is to train against ‘cross-entropy loss’, so that the underlying energy function applies a logarithm to the softmax outputs. The advantage of this is that the derivative at this output
neuron cancels out, and thus training does not get stuck even if
the initial choice of weights produces excitations at the output
layer that are not just wrong, but large in magnitude. Since
such large output excitations start out already in the regime
where the derivative of f gets very small, multiplying by this
derivative would strongly suppress the very corrections that
the network will be applying to fix this. As a result, training
with this final-layer derivative can be very slow to get started.
Another method is to skip the softmax, the logarithm, and
the derivative at the output layer. While this second approach
technically does not implement the exact chain-rule, it seems
to work fine for simple networks. While this can simplify an
implementation, one would need to confirm that this second
approach would still work on the very deep networks that have
become popular in the past few years.
Reverse propagate takes place throughout the network from
output towards input, and can terminate once the accumulated error values (δj ) have been delivered to the first hidden
layer. Weight update for each weight is then the product of
the original upstream neuron excitation, xi, and the downstream neuron’s error, δj . Typically this is scaled by a fairly
small number, η, called the learning rate. Note that, during
training, each neuron needs to hold onto its original excitation, xi, until it is used for weight update. In contrast, if we are
only performing forward inference, that same excitation can
be discarded as soon as it has contributed into all the associated MAC operations. As a result, introducing pipelining is
4

Table 1. Hardware accelerator opportunities break into two major

application areas: hardware for the evaluation of pre-trained
DNNs (forward inference), either in extreme-power-constrained
environments (IoT, edge-of-network, autonomous vehicles, etc) or
in the server room [38]; and hardware for DNN training, typically
performed in a distributed manner in server room harnessing many
compute nodes working in either a data– or model–parallel
fashion [44].
Application

Critically requires…

Forward
inference

• High energy efficiency
(TOP/s/W)
• High areal efficiency
(TOP/s/mm2)
• Low latency

• Modest throughput
(TOP s−1)

• High throughput
• Efficient use of network
bandwidth between chips

• Modest latency

Training

Figure 3. In a digital accelerator, MAC operations are implemented
by processing elements that work with three pieces of data (xi, wij,
and the partial sum so far yj |i−1) in order to produce the new partial
sum, yj |i .

Might be OK
with only …

3. Digital accelerators for deep learning
The recent history and the apparent emergence of deep learning
owes much to graphical processing units (GPUs). Deep
learning can be considered as the fortuitous convergence of a
scalable learning algorithm (e.g. one that drives better performance as the models and the training data get larger), the easy
availability of vast amounts of training data via the Internet,
and the raw computation needed to train and implement very
large networks. The first two components have been available
for 30 and 20 years, respectively. The final ingredient was the
fast, parallel computation provided by GPUs [26].
In a GPU implementation, the VMM operations described
in figures 1 and 2 are turned into matrix-matrix, or even into
tensor-tensor operations [44]. This allows mini-batches of
examples to be computed at the same time, with the MACs
for each layer taking place in parallel on the many SIMD
(single-instruction multiple-data) processors within a modern
GPU. GPUs are particularly efficient when multiplying large
matrices of roughly unity aspect ratio, and thus the size of
the mini-batch is chosen in order to fully utilize either the
compute or memory resources of the GPU. (Note, however,
the inherent tension between the large mini-batch sizes that
optimize computation, and the small mini-batch sizes that
would help keep latency low.) The advent of sophisticated
layers of middleware and hardware drivers such as CuDNN
have allowed deep learning practitioners to focus solely on
high-level scripting languages such as TensorFlow and Caffe,
yet still harness the full computational capabilities of GPUs.
As we mentioned earlier, the fact that only a fairly small set of
fundamental operations are involved has helped greatly.
Research in custom digital accelerators primarily focuses
on re-designing a GPU-like processor, but as if it had been
designed explicitly for deep learning. This can either be done
with full ASIC designs [38, 53, 54] or with more flexible fieldprogrammable-gate-arrays (FPGAs) [55]. The fundamental
building block for the critical MAC operation looks something
like figure 3: a processing element that receives three pieces of
data (xi, wij, and the partial sum so far yj |i−1) and outputs the
new partial sum, yj |i . While this seems rather simple, there is
a strong incentive to carefully organize the complex ‘systolic’
data-flow into and among these processing elements [37, 40].
The overarching concern driving all deep learning accelerators is the enormous cost of moving large amounts of data
over any long distance. For example, bringing data onto a processor chip from off-chip memory is much more expensive than
retrieving it from a local register. One way to reduce the volume
of incoming data is to reduce the precision (number of bits)

Despite these distinct opportunities, the performance
aspects that are likely to be more or less important for forward inference are relatively similar. While throughput in
terms of tera-operations per second (TOP s−1) or equivalently,
in data-examples-per-second, is always important, a forward
inference application is quite likely to value low latency over
throughput. This is likely to be as true in edge-computing
(an IoT sensor reading just changed, an autonomous vehicle
must respond to its sensors, etc) as in the cloud (a customer is
waiting for this particular search/recommendation/translation/
recognition result). While both scenarios always profit from
lower power, obviously edge systems will require extremely
power-efficient computation.
For the near future, it appears as if training can be expected to
take place mostly in the cloud. In the future, there might certainly
be opportunities for training in the field—but this would be much
easier if the problems of ‘catastrophic forgetting’ during DNN
training [50] can be solved. This would allow an edge-based
training chip to update a network on new data-examples without
sacrificing the performance on training examples that are no
longer readily available. Typically, training is now performed in a
distributed manner using many parallel workers, either working
on the same model with different data (data parallelism) or on
multiple instances (model parallelism) that can improve performance by averaging the different model outputs [44]. For data
parallelism, it is important that the necessary communication
between the workers over an interconnecting network does not
itself become the bottleneck that determines the total time needed
for training [51]. This then favors approaches that can harness the
improved network performance (e.g. generalization accuracy)
offered by having multiple workers while using the interconnect
between the workers wisely [52]. The overall goal of a hardware
accelerator is to complete training in a shorter total time. Thus,
in contrast to forward inference, latency on any one training
example is not as critical as raw throughput. Power and areaefficiency are important simply as a means to packing as much
compute as possible into each card-slot of a given standardized
volume and power envelope (e.g. 75 W or 300 W).
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somewhat more complicated for a full training implementation than for a forward inference-only implementation.
There are many subtleties to deep learning beyond the
above discussion. The learning rate (and other ‘hyperparameters’) must be chosen carefully, not too small so that learning
is too slow, but not so large that the changes induced by each
training example inhibit convergence. Often learning rate is
modified during training. The set of training data must be
chosen extremely carefully in order to represent the intended
test data, and then divided into a subset of verification data in
order to evaluate the performance of the network while it is
being trained. The training data should preferably be supplied
to the network in a random order (this is the ‘stochastic’ in
‘stochastic gradient descent’).
The initial distribution of random weights needs to be
chosen carefully, so that the accumulated sums (Σwij xi ) land in
a useful region of the squashing function. Then, as the weights
get trained, these ‘internal covariate’ distributions will shift
[47], which can end up moving the sums out of that regime
and thus requiring corrective steps such as ‘weight normalization’ [48] or ‘batch normalization’ [47].
Probably the most important aspect of deep learning to
convey is the realization that the mathematics of the training
algorithm is only guaranteed to compute the weight adjustments that will move the DNN towards better performance on
exactly those example(s) that were just examined with forward
inference. There is no guarantee that adjusting the weights for
the next set of training examples (often referred to as a ‘minibatch’) will not completely ruin the improvements for the first
set. Fortunately, if the learning rate is small and the training
examples are repeatedly supplied to the network, stochastic
gradient descent tends to get better on the entire training set.
At that point, however, the algorithm is going to attempt
to perfect this, driving the energy-function to zero, at which
point the network has literally memorized the training dataset.
In contrast, the commercial interest in DNNs stems from good
generalization performance: how well can a trained DNN
handle handwritten digits, pictures of dogs, spoken sentences,
written sentences, etc, that it has never seen before. A deep
learning practitioner spends considerable effort finessing the
subtle but important distinction between the mathematical
goal of the DNN (memorizing the training set) and the actual
desired engineering goal (good generalization performance on
a much larger and effectively unknowable ‘test’ set). Tricks
such as dropout [49] and early stopping [28] are some of the
many approaches used to maximize the generalization performance of DNNs. Much more information can be obtained
from books [44], online resources [41–43] and conferences
such as ICML and NIPS.
Table 1 lists the two main opportunities for hardware accelerators—those designed for just forward inference of pretrained DNNs, and those designed to accelerate DNN training.
For forward inference, there is a set of hardware opportunities
in highly-power-constrained environments such as internetof-things (IoT) devices, edge-of-network devices and sensors, mobile phones, and autonomous vehicles. There are
also numerous forward inference opportunities in the cloud or
server room, as described quite well in [38].
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Figure 4. (a) In a fully-connected (FC) DNN layer, every pair
of neurons across the two neighboring neuron layers shares a
unique weight (but no connections within layers). (b) In contrast,
a convolutional (CONV) layer contains many neurons, often
organized into planes.

for each input plane) which are convolved across the input
planes to produce the output planes. Since the same kernel is
needed in order to produce yj from xi , xi+1 , xi+2 and yk from
xN−2 , xN−1 , xN , there is significant data reuse. As the number
of planes increases from CONV-layer to CONV-layer, pooling
layers and larger strides (e.g. stepping the convolutional kernel
in jumps of 2 pixels at a time rather than just 1) help quickly
reduce the lateral dimensions. Convolution makes enormous
sense for image processing, inherently allowing a system to
learn and apply specific kernels to recognize features within
images independent of the specific location within the image.
Much of the success of deep learning has come from the rapid
progress of CONV-nets on very impressive image processing
tasks [27, 42].
A few years ago, CONV-nets such as AlexNet [27]
included multiple FC-layers near the output layer. The number
of unique weights in a CONV-layer is quite low, sometimes
1000× smaller than the number of neurons. Given that
memory and memory bandwidth are the first things one runs
out of in a GPU- or digital-accelerator implementation, the
trend by DNN practitioners has been to increase the number
of CONV-layers and decrease the number of FC-layers to the
bare minimum [59].
4. Analog-based accelerators
As we noted in the previous section, the most important priority in designing any DNN accelerator is minimizing both
the amount of data that needs to be moved, and the distance
that it needs to be moved. As a result of this realization, a
large fraction of the activity in digital accelerators has focused
primarily on optimizing the computations behind memorylight DNN models such as CONV-nets [24]. In fact, recent
reviews of digital accelerators have focused solely on forward
inference-only accelerators for CONV-nets [37, 40].
6

Figure 5. An analog-based deep learning accelerator uses a crossbar memory array to store the values of the weight matrix in an analog
fashion, so that the VMM and MAC operations inherent to DNN computation can be performed in a highly parallel and energy-efficient
manner.

Such an NVM array can readily be used as an accelerator
for deep neural networks. As shown in figure 5, each FC neural
network layer—connecting N neurons to M neurons—maps
reasonably well to a crossbar array of N × M weights. (As we
will describe below, typically we use multiple conductances
per weight.) For forward inference, signals are applied to the
horizontal row-lines of the array-core, and a small trickle read
current is generated in each device along the row, just as they
were in a memory application.
However, unlike the memory application, we do not activate just one row at a time, and uniquely sense each small
trickle currents at the ends of each column-line to retrieve digital data. Instead, we will activate all the rows simultaneously,
and allow these trickle currents to aggregate along the entire
column-line. If we are careful to encode each upstream neuron
activation into the voltage that is applied to ‘its’ row, then
Ohm’s law at each stored conductance implements the multiplication between neuron excitation x and weight w (figure 6).
Once Ohm’s law has performed the multiply operation, then
the summation along the column-lines via Kirchhoff’s current
law implements the accumulate operation.
In order to be able to encode signed weights w using positive-only conductances G, we typically take the difference
between a pair of conductances, so that w = G+ − G−. In
some cases, we can use a ‘shared’ column of devices, or even
a dedicated reference current instead of G−. However, this
requires that each device can be tuned both up and down in a

This is great for applications such as image processing, but
less ideal for other applications that depend on FC-layers—
including families of recurrent neural networks mentioned
earlier such as LSTMs [45] and GRUs [32], which have
fueled recent advances in machine translation, captioning, and
other natural language processing. Fortunately, in the same
way that digital accelerators seem uniquely well-suited for
CONV-layers, analog-memory-based accelerators seem to be
uniquely well-suited for FC-layers.
The heart of any analog-based accelerator is a memory
array that can store the values of the weight matrix in an
analog fashion (figure 5). Weights are encoded into device
conductances (inverse of resistance), typically (but not
always) using NVM devices. In analog-based accelerators, the
MAC operations within each VMM are performed in parallel
at the location of the data, using the physics of Ohm’s law
and Kirchhoff’s current law. This can completely eliminate
the need to move weight data at all.
Conventionally, NVM devices are used as digital memory
devices. A high conductance or SET state might represent a
digital ‘1’ and a low conductance or RESET state might represent a ‘0.’ In a crossbar array of such memory cells (figure 5),
access devices allow addressing of a single memory cell by
appropriate activation of word- and bit-lines, for reading
device conductance to retrieve stored data and for programming device conductance to update the stored digital data
values.
7
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with which the data is encoded. This can be done with fixedpoint arithmetic (integers with a scale divider to help tune the
dynamic range where it is needed) or fewer bits in the mantissa
and/or exponent in a floating-point number. Precision in forward
inference implementations has been aggressively tuned all the
way down to 1 or 2 bits, using binary (0, 1) or trinary (−1, 0, 1)
encoding [56]. Much more typical are weights encoded using
8 bits. One of the advantages here is that the encoding can
be introduced during the training process and its impact both
measured and minimized during training. A similar approach
is to ‘prune’ the network, eliminating neurons during the final
stages of training that can be identified as unimportant [57].
Individual weights that are unimportant can even be removed,
if the matrix can be stored and delivered to the accelerator efficiently using sparse matrix techniques. Alternatively, unimportant weights that cannot be removed can be set to zero and the
circuitry simply instructed to skip over such weights, eliminating unnecessary computations. Compression techniques can
reduce the on-chip bandwidth, at some increase in computation
associated with decompression [57]. All these approaches can
help reduce the amount of data that must be brought on-chip in
order to feed the MAC units shown in figure 3.
While forward inference appears to work for many DNNs
even at low precision, DNN training appears to call for higher
precision in order to avoid sacrificing significant accuracy.
One issue with DNN training is the large contrast between
the absolute magnitude of the weights and the magnitude of
the tiny weight changes requested by a large mini-batch. As
training proceeds, weight updates naturally get smaller, both
because learning rate is typically reduced during training, but
inherently as well, because the errors are getting smaller as the
network does a better job on each example. At any given precision, there will be a requested weight update that is effectively
smaller than the least significant bit (LSB). Various tricks such
as stochastic rounding can help reduce the precision beyond
this limit while still achieving good training accuracy [58].
Other tricks are being developed to help reduce the amount of
data conveyed between the various chips (‘workers’) participating in distributed training.
An important part of optimizing the data-flow into and
among these processing elements is designing the hardware to
match the inherent re-use of data within the algorithm. A family
of DNN networks offering many opportunities for such data
re-use are convolutional neural networks (CONV-net) [24]. As
discussed earlier, the main difference between various DNNs
is how the ‘balls’ and ‘sticks’ are organized. Figure 4 shows
two important types of layers within DNNs: the fully-connected (FC) layer (at left, part (a)), in which every pair of neurons across the two neighboring neuron layers shares a unique
weight, and a CONV-layer (figure 4(b)). (Note that neither of
these configurations have any connections within layers.)
A CONV-layer contains many neurons, often organized
into planes. For instance, the input color images to a CONV-net
trained on ImageNet contains three planes (red, green, blue).
In most CONV-nets, the number of planes increases rapidly
as one moves away from the input layer. Instead of a unique
weight between all possible upstream and downstream neurons, there are small weight kernels (frequently a 3 × 3 array
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integration window. Additionally, resolution could be dynamically adjusted as needed by adjusting the maximum duration
allowed. Note, however, that this does create an undesirable
tradeoff between effective resolution with which excitations
can be encoded, and the speed and latency of the VMM
operations.
By turning an analog-memory-read operation into an inmemory-compute operation, we perform an entire VMM
without any motion of weight data, and entirely in parallel.
This is the most attractive feature of this analog-memorybased approach: this could potentially be both quite fast and
quite energy-efficient. However, while most of the computation in deep learning are VMMs, there are more steps that are
needed to turn this simple VMM operation into a viable DNN
accelerator.
During forward inference each such NVM array performs all the MAC operations constituting the VMM for one
FC-layer of a deep network. The outputs of the array must
then be processed by neuron circuitry that applies a nonlinear
squashing function (the f () function from figure 1). We have
now computed the excitation of this downstream neuron that is
needed for the next layer of the neural network. However, the
weights of this next layer are encoded within another crossbar
array, sitting elsewhere on the chip. Thus, each hidden neuron
within the network is implemented by circuitry sitting at the
periphery of two different array-blocks. A first circuit collects
column output and implements the nonlinear squashing function (such as a logistic function or its piecewise-linear (PWL)

gradual manner, which is not available for some well-known
NVM devices such as PCM and filamentary RRAM.
Note that the neuron excitation can be encoded onto the
voltages in one of two ways. If the x value is mapped to a
unique voltage, then the instantaneous aggregated current
along the column-line encodes the MAC result. While this
can be measured as soon as the current stabilizes, there are a
few drawbacks. First, a dedicated D/A converter is required
at every row to supply the voltages, meaning that the target
resolution must be specified at fabrication. Second, since the
NVM devices could be read anywhere within a range of different read voltages, their I-V characteristics must now be
highly linear. Finally, we have no remedy if the instantaneous
power involved with activating all the row-lines simultaneously turns out to be excessive.
In contrast, by encoding the neuron excitation x into the
duration for which a constant read voltage is supplied, many
of these drawbacks are removed. We do not need any D/A
converters, and the NVM device could be significantly nonohmic because we are going to use only one read voltage. The
signal pulse conveying the analog data within its duration can
be manipulated across the chip using digital circuits, right up
until the voltage conversion at the edge of the array to the
desired read voltage. Since the data is no longer in the raw
current, we do need to integrate the aggregated current (say,
onto a capacitor) for some length of time. This also means that
if instantaneous power were an issue, we could distribute the
application of these pulses as needed within a slightly longer
8

approximation); and a second circuit then introduces this
neuron activation into the corresponding row of the second
array-block. The former represents the ‘output’ to a neuron
from an upstream layer; the latter, that same neuron’s ‘input’
to the downstream layer. A routing network must then be
able to connect all columns of a first array-block to the corresponding rows of a second array-block, connecting the two
halves of each hidden neuron with each other, preferably in a
flexible and reconfigurable manner [21].
Alternatively, the column-portions of each neuron circuit
can include an analog-to-digital converter (ADC) to convert
aggregate excitations to digital representations, which can
then be bussed to digital logic for processing steps such as
the nonlinear squashing function [60]. The resulting excitations would then be bussed to the row-neuron circuits and
converted from digital representations back to appropriate
excitation pulses. While this approach offers the flexibility
and familiarity of a digital bus, the need for high parallelization in processing each neuron layer mandates ADCs that are
very fast, leading to significant power dissipation and silicon
real-estate.
If the application is the implementation of a forward-inference accelerator, then once the routing network is able to pass
data from one crossbar array to another efficiently, one need
only apply the softmax operation at the output neurons (if
desired) to compute the network output.
For training, things get more complicated. First of all, if
we intend to perform training of any sort, the neuron excitations need to be stored temporarily—preferably within the
upstream neuron circuitry to minimize energy spent transporting and storing this data. The training label must be made
available and the raw δ corrections computed by subtraction at
the output layer. Then for the reverse propagation of errors, we
perform a very similar operation to forward inference, except
that δ corrections from downstream neurons are applied to
the ‘south’ side of the array, and the errors for the upstream
layer are accumulated on the ‘west’ side. (This is effectively a
VMM using the transpose of the original weight matrix.)
For stochastic gradient descent, each weight receives an
update for each training example proportional to the backpropagated error for the downstream neuron and the activation of the upstream neuron during forward propagation. This
is why these forward activations had to be stored, to have
them available to combine with the backpropagated error in
order to perform the weight update. For weights represented
by pairs of NVM conductances, weight updates are typically
performed by firing programming pulses at the NVM elements to increase or decrease their conductances. It is essential that this should be as fully parallel as possible, as the time
required to individually program all conductances for each
example would result in unacceptably long training times.
Parallel weight updates are facilitated by schemes in which
downstream and upstream neuron circuits independently fire
programming pulses according to their knowledge of backpropagated error and downstream activation, respectively,
resulting in the correct conductance programming when these
pulses overlap in time [61, 62].

It is during this weight-update step that the imperfections of
real NVM devices can cause serious problems. As the neural
network examines each example from the training dataset,
the backpropagation algorithm computes the weight changes
needed to improve classification performance on that example,
implementing gradient descent along the objective function
designed to force the network outputs to match the target
labels. For any particular weight which gets increased during
this step, the network is quite likely to request, during training
of some later example, a counteracting decrease. Many thousands of increases may be requested, and over some period of
time, nearly but not quite the same number of decreases.
In an ideal world, these increase and decrease requests
would exactly cancel. When they do not cancel, serious problems can arise. It turns out that neural networks have a surprising degree of tolerance for stochastic variability. If the
cancellation of increases and decreases were to be random
from synaptic weight to synaptic weight, or better yet,
random over time, accuracy could still be reasonably high.
Unfortunately, nonlinearity in the conductance response of
real NVM devices means that at a given conductance, each
conductance-increase pulse might consistently be more effective than the conductance-decrease starting from that same
absolute conductance (or vice-versa). Since this is systematic
across every single device in all the crossbar arrays, this means
that the weight updates that are supposed to cancel do not.
Worse yet, since the cancellation error has the same general
trend on all weights at all times (typically towards weights of
smaller absolute magnitude), touching a weight at all means
that it invariably shifts in that same direction. And since the
network is firing many hundreds if not thousands of update
requests yet expecting that most of them will cancel, these
weights are touched all the time. As a result of all this, neural
network accuracy of NVM-based systems can markedly fail
to match what would be expected of a GPU- or CPU-based
system of the same network size. Our IBM colleague Tayfun
Gokmen has shown that an asymmetry between the size of
conductance increases and decreases as small as 5% can have
a marked effect on accuracy [60].
The above discussion accentuated the efficiency of computing an entire VMM for each FC-layer in one time step.
This situation, where each weight is used exactly once, turns
out to exactly match the strengths of an analog-based accelerator. In contrast, an FC-layer is problematic for a digitalbased accelerator, because the number of weights brought
onto the chip is enormous yet there is minimal opportunity to
be clever with data re-use. For a CONV-layer, the situation is
exactly reversed. Since many excitations need to be multiplied
by the same weights, an analog-based accelerator will either
spend time to implement this (we apply each set of excitations one by one to the crossbar-array encoding the one copy
of the weights), or area (we maintain multiple copies of the
weights on different crossbar arrays, and route the excitations
to the various copies). Either choice will inherently depress
computational efficiency in units of TOP/s/mm2. For training
of a CONV-layer, since the weight updates for each weight
are actually the sum of the xδ products across all the copies,
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Figure 6. The physics of Ohm’s law and Kirchhoff’s current law allow the implementation of analog MAC operations, in parallel, at the
location of the weight data.
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Table 2. As with the hardware accelerator opportunities, the requirements for analog-memory devices for deep learning accelerators break

into the two same major application areas: devices for storing the weights of pre-trained DNNs (forward inference); and devices
for performing in situ DNN training.

Forward inference
Both

Training

Critically requires…

Might be OK with only…

• Long-term retention
• Excellent conductance stability
• LRS > 100 kΩ

• Modest endurance
• Modest programming speed & energy
• Inefficient programming between full
LRS and full HRS

• Multiple analog states
• Highly linear & gradual conductance update
• High endurance
• Fast programming speed

• Modest retention

5. Requirements of analog memory devices
5.1. System-level simulations

Analog-based accelerators promise significant improvement in
speed and power. However, such improvements are useful only
if the performance in terms of accuracy is reasonable. Ideally,
training or inference results with analog MAC operations should
produce comparable accuracy to a full software implementation
with high precision weights stored as digital bits. A common
method for studying how analog memory devices affect deep
learning accuracy is to substitute ideal weights with values predicted from a single or ensemble analog device model. Such
a model can include a wide range of non-ideal properties. For
example, conductance change per programming pulse can be a
nonlinear function of the current conductance state of the analog
memory device, with a conductance that typically saturates at

Gokmen et al [60] introduced the concept of a resistive processing unit (RPU) and identified several RPU device and
system specifications, including minimum/maximum conductances, number of conductance steps, device non-linearity,
weight update asymmetry, device-to-device variation, and
noise. The specifications differ significantly from parameters
typical for NVM technologies as the algorithm can tolerate
up to 150% of noise in the weight updates and up to 10%
reading noise. Even with the intrinsically high variability of
states in RRAM due to the physical movement of ions, which
limits its use as conventional memory, the intrinsic variability
does not impose a major problem in this application because
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the algorithm adapts its weights to accommodate device
variations [63]. Impact on accuracy from time-dependent
variation (TDV) in RRAM is more severe for high resistance
synapses, and during backpropagation, because of the narrow
distribution of resistances in a trained network, accuracy can
be affected by TDV [64]. Endurance requirements are also
relaxed as RPU devices also only need high endurance to
small incremental conductance changes, rather than the large
conductance changes needed for digital memory applications.
On the contrary, a large number of conductance steps are
required and weight update asymmetry (between conductance
increase and decrease) becomes the most demanding specification, which is quite unlike any of the restrictions typically
imposed upon conventional memory devices [60].
Chen et al [65] also looked into impact of device non-idealities with device models of Pr0.7Ca0.3MnO3 (PCMO), conductive-bridging RAM (CBRAM) (Ag:a-Si), and TaOx/TiO2
RRAM. A sparse-coding feature extraction network was used
as the benchmarking problem. The authors considered properties needed for array access/selection device and looked at
the effects of device nonlinearity, variation, stochasticity, and
limited dynamic range. Multiple analog memory devices (up
to nine in one example) were used as one weight element to
average out variability.
NeuroSym+ [66] provides a framework for modeling
NVM-based networks, including similar device properties,
and aims at evaluating system-level performance. The simulator yields circuit area, leakage power, latency, and energy
consumption during training. A comparison was conducted
among SRAM-based synapse, ‘analog’ NVM synapses, and
‘digital’ NVM synapses, where weights are stored as digital
bits in NVM devices. SRAM showed advantages for online
learning, analog NVM was found suitable for offline classification, and digital NVM was judged to be better for low
standby power design.
Finally, Gokmen et al [67] discussed implementation
of CONV-nets with RPU arrays. Device variability, noise,
optimal array size for best weight re-use, and power consumption were analyzed.

mitigate weight update asymmetry by choosing to program
one or the other devices in the same SET/RESET direction
when applying positive/negative weight updates [61, 62].
Efforts to improve device characteristics by engineering the
device physics will be discussed in the next section.
5.3. Device dynamic range and weights
of varying significance

An interesting approach to extend the device conductance
range is the periodic carry method proposed by Agarwal et al
[68]. This introduces a method for encoding a wider dynamic
range for weights, as compared to the size of the smallest
possible weight change. This helps increase the number of
effective conductance steps, thus training to higher DNN
accuracies. Four devices with varying significance per weight
were used. Weight updates were performed only on the least
significant device, while weights were always read from all
four devices combined. When the updated device saturates,
either at its minimum or maximum conductance values, the
second least significant device is updated to take into account
the information from the least significant device. Training
then continues on the least significant device after it is initiated to an intermediate conductance value well away from
saturation.
Similarly in [69], multiple RRAM cells along one vertical
pillar electrode together define one weight value. Each layer
in the 3D vertical RRAM crosspoint array represents a weight
contribution of varying significance, allowing higher resolution and effective dynamic range. RRAM weights were only
ternary, i.e. −1, 0, or 1. Parallel read is implemented for forward inference, but weight update is read-before-write, one
row at a time.
In Ambrogio et al [70], our research group at IBM Almaden
proposed a new weight structure exploiting the multiple conductances of varying significance using a combination of
different analog memory devices to both extend available
conductance range and improve weight-update linearity. A
pair of PCM devices are used to represent the more significant
contribution to its weight, while a pair of transistors with gates
connected to a capacitor are used for the less significant part of
the weight. Training is performed by adding and subtracting
charge from the capacitor, thus avoiding PCM device endurance and non-linearity issues. After training with a certain
number of examples, the entire weight from the transistor pair
is transferred to the pair of PCM devices with a scaling factor,
thereby extending the weight dynamic range beyond the limits
of a single pair of PCM conductances. This is similar to the
approach of Agarwal et al except that no additional ADCs are
required as additional conductances are added.
Finally, a third option is to implement multiple conductances of equal significance [71]. Here, a single weight is
computed from the sum of many PCM devices, typically 7.
Since the weight update is performed by programming only
one of the PCM devices at a time, more conductance steps
can be achieved. An arbitration clock ensures that all PCM
devices receive a similar number of programming requests,
to avoid early saturation or endurance failure of any single

5.2. Device asymmetry

In real hardware demonstrations, device asymmetry is difficult to avoid. PCM and RRAM are the leading choices for
implementing analog-based accelerators, but both exhibit
asymmetric response between SET (increasing conductance)
and RESET (decreasing conductance) operations. When PCM
is programmed with SET pulses, it is possible to increase
the conductance of the device in small enough increments
to make weight updates reasonably effective in training networks. However, incremental RESET of PCM devices is difficult to achieve, as a pulse that produces any RESET response
typically fully resets the device to the high resistance state.
Filamentary RRAM has the opposite behavior, in that these
devices can be incrementally RESET, but SET is abrupt to
the low resistance state. As a result, it is common to use a pair
of analog memory devices to represent one weight, not only
to represent both positive and negative weights, but also to
11
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some maximum value. The response to input pulses can be very
asymmetric depending on whether conductance is increasing or
decreasing. There are also variations from device to device, and
from one programming event to another for each device. Some
devices may be defective, resulting in no response and either
‘stuck on’ or ‘open’ conductance values.
In this section, we review how the specifications of analog
memory devices affect accelerator performance. We survey
various proposals on how to mitigate such device limitations through altered algorithm or more sophisticated circuit
designs. Table 2 summarizes the underlying device specifications that can be expected to be more (or less) important when
seeking an ideal analog memory device for deep learning
accelerators for both forward inference and training.
In order to benchmark accuracy for analog-based accelerators, a deep learning dataset that can be solved reasonably well
with FC networks, such as MNIST, is commonly used. The
MNIST hand written digit recognition dataset consists of 60 000
training examples and 10 000 test examples. The deep learning
network chosen for benchmarking varies in terms of number of
layers and neurons per layer, usually to accommodate the size of
available device hardware. As a result, the target accuracy can
differ from around 90–99%, depending on which network, how
many layers and how many neurons per layer. It should be noted
that MNIST is a much easier network to train than cutting-edge
DNNs. Thus, success at training or inferencing MNIST must be
considered as absolutely necessary, but in no way sufficient to
predict success as a generic DNN accelerator.

the complexity—orchestrating the all-reduce of the various
contributions to each weight update, and the broadcast of the
accumulated weight-update back out to the various copies—
of implementing all this efficiently is extremely daunting, to
say the least.
So digital accelerators are naturally good for layers with
a lot of neurons per weight (like CONV-layers). Also, analog
accelerators—if the effective precision is suitable and the
data routing does not sacrifice the inherent efficiency of the
crossbar-based VMM—will be naturally good for layers with
a lot of weights per neuron (like FC-layers). As a result, one
can expect that a hybrid analog/digital accelerator would be
an ideal blend of these complementary characteristics, leading
to the best of both worlds for DNNs that can benefit from a
mix of various types of layers. An example would be CONVnets in which the first layers are CONV-layers naturally suited
to applications such as image processing, implemented on
digital cores, which then feed highly-efficient analog cores
implementing FC-layers for the final layers of the DNN. In
the near term, the yet-to-be-answered research questions that
must be addressed for analog-based DNN acceleration are
effectively identical, whether the final goal is an all-analog
accelerator or a hybrid analog-digital accelerator.
In the next section, we discuss the specific requirements of
analog memory devices for the application of deep learning
accelerators.
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PCM device. This method also improves linearity in weight
update and allows a more gradual RESET transition. Weight
update asymmetry can also be mitigated by controlling the
relative update rate between positive and negative updates,
at the expense of missing some update events. This architecture also reduces device degradation due to limited endurance
since each device is only programmed once per seven updates.
The downside of this technique is the increase in array size
and power consumption.
Note that while the last two methods were demonstrated
with PCM devices as the analog memory, the same concepts
could readily be applied to many other types of NVM devices,
with fairly minor modifications.
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Most analog memory devices exhibit some level of nonlinearity, either between measured conductance and device
voltage, or between the amount of weight update and current
conductance value.
This first type of non-linearity is particularly important
when neuron excitations are encoded into analog read voltages [72]. Effects of non-linearity were shown to be more
severe for deeper networks with many synapse layers. This
effect can be mitigated by applying a nonlinear transformation of upstream activations before multiplying by weights,
effectively linearizing the combined activation-device
response or by using pulse duration rather than amplitude to
represent analog input to synapses. As mentioned earlier, the
advantage of encoding analog signals as pulse duration comes
at a cost of increased computation time, which could reduce
performance on accelerator speed.
The second type of non-linearity, which is the non-linearity in conductance update, has been identified by multiple
researchers as the most restrictive requirement for analog
memory devices [60, 62, 66]. This is because during training,
each weight element sees numerous update pulses in both
increasing and decreasing directions, yet it is critical that a
positive update and a negative update with the same magnitude
can cancel each other. When implementing synapse weights
using one single analog memory device, this cancellation
relies on the symmetry between positive and negative conductance updates. When implementing weights using a pair
of memory devices, as most hardware implementations do,
both positive and negative weight updates become conductance updates in the same direction, just on different devices.
Therefore, the update symmetry requirement becomes a linearity requirement, i.e. the amount of conductance update
should be independent of the particular conductance value.
Studies using modeling with experimentally measured
‘jump tables’—tabulating the induced conductance change
as a function of the starting conductance—from a variety
of devices, including TaOx/TiO2-based RRAM, AlOx/HfO2based RRAM, PCMO, and Cu/Ag-based CBRAM [65, 66, 73,
74], show the effect of non-linearity on training accuracy.

6. Analog memory device candidates
Established memories range from high density, slow and low
cost NAND to low-density, fast and expensive DRAM and
SRAM [78]. In recent years, the semiconductor industry has
shown growing interests in the development of novel memories to replace or enhance functionalities of existing CMOS
memory. Various candidates show multilevel programmability
by applying electrical pulses, including RRAM, PCM, magnetic RAM (MRAM) and ferroelectric RAM [79–82]. This
capability fits well with the basic needs of an analog-memorybased deep learning accelerator. Progress on other device
options, including emerging battery-like devices, capacitorbased devices, photonics, and more exotic devices is also
covered in this section.
6.1. Resistive RAM (RRAM)

RRAM is one of the more mature novel NVM device candidates, with commercially available memory arrays fabricated with CMOS technology (albeit in small size arrays, or
at low density using older technology nodes). Filamentary
RRAM offers promising properties such as very low programming energy, fast switching on the nanosecond timescale and relatively high endurance [83]. On the contrary, the
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Figure 7. (a) IV curves for Al/HfO2/Ti/TiN RRAM for 50 cycles. Analog switching appears at both SET and RESET transitions. (b)
Subsequent conductance steps obtained with 100 μs pulses for both conductance increases and decreases. © 2016 IEEE. Reprinted, with
permission, from [89].

resistance window of RRAM is generally not larger than a
factor of 50×, which, together with an inherent intrinsic variability, poses limitations towards implementation of a large
number of intermediate levels at low programming currents
[84]. Other types of filamentary RRAM include unipolar
RAM, where transitions are thermally driven, but reliability
and endurance are relatively poor [85]. Conductive-bridge
RAM (CBRAM) usually shows a resistance window larger
than a factor of 100× [86, 87]. In a crossbar array, devices are
typically located at the intersections between wordlines (WL)
and bitlines (BL). When the memory device is in series with
a select device, such as a diode, a selector or a transistor, the
crossbar is active; otherwise the crossbar is passive . In the last
few years, hardware demonstrations implementing FC networks have been limited by the number of available devices in
a single crossbar array and by device variability.

non-abrupt transitions can be obtained with careful engineering of the oxide interface [89]. On the other hand, RESET
transition is usually gradual due to the gradual dissolution of
the conductive filament. This latter transition is of interest in
deep learning applications, since it enables analog tuning of
device conductances. Another option to gradually change the
device conductance is to vary the CF diameter by changing
the maximum allowed (or ‘compliance’) current that can flow
into the device during SET transition. This leads to different
SET conductance states with a higher degree of controllability, while RESET states typically show stronger non-linear
dependence on applied voltage. This is caused by an exponential relationship between the conductance and the gap length
during the RESET transition. In contrast, the dependence
during SET state is linear in the area of the CF cross-section
[90]. This asymmetry between conductance update during
SET and RESET transitions is highly detrimental to deep
learning accuracy, as we discussed in the previous section.
Several works have been published concerning improvements in RRAM device switching properties. Woo et al [89]
developed a device stack based on Al/HfO2/Ti/TiN in order
to symmetrize RRAM switching by slowing down the SET
transition. Figure 7(a) shows the obtained IV curves with
gradual SET and RESET transitions, while figure 7(b) shows
the conductance evolution as a function of identical pulses of
100 μs width. The simulation of this device as inserted into a
three layer FC network showed an accuracy around 90% on
the MNIST dataset [24]. Other approaches involve a careful
and more elaborate sequence of programming pulses [91],
with gradual SET states obtained through the application of
consecutive SET and RESET pulses. Wu et al [92] used a
thermally resistive top layer to smooth out the temperature
distribution during programming, allowing multiple filaments
and smoother bidirectional SET-RESET response. A small
network for face recognition and a one-hidden layer perceptron for MNIST with binarized weights in the hidden layer
were demonstrated.
Uniform-switching, or non-filamentary RRAM that could
reach acceptable linearity and number of states, has also been
developed. The non-localized switching strongly reduces

6.1.1. Device optimization. RRAM comprises a family of

devices which can be divided in two categories: filamentary
switching devices and uniform (non-filamentary) switching
devices [83].
Filamentary-RRAM typically consists of a metal-insulatormetal structure, where the formation of a conductive filament
(CF) through the insulator (mostly metal oxide layers based
on Hf, Ti, Si, Ta, but also chalcogenides) provides a high conductance state [83]. In many cases, the filament is composed
of oxide defects; in some cases, however, the filament is composed of metal atoms, usually originally coming from one of
the two metal electrodes. The CF formation (SET transition)
and dissolution (RESET transition) are reversible and can be
induced by electrical pulses, providing switching capability
between high (SET state) and low (RESET state) conductance
states. If CF formation and dissolution take place under the
same voltage polarity, the device is defined as unipolar. If,
instead, SET and RESET require different voltage polarity,
then the device is bipolar.
Bipolar devices have shown superior performance in terms
of endurance, variability and reliability. In bipolar RRAM,
SET is temperature-accelerated and driven by the electric
field [88], and the transition is typically abrupt, although
13
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When DNN weights are pre-trained offline in software and
then loaded into the analog memory array for forward inference, inaccuracies in setting weight values lead to poor performance. The device requirements in this case are slightly
more relaxed compared to the case where training takes
place directly in memory, because there is no need to implement backpropagation and many fewer weight tuning steps
are required. As a result, one can afford to be quite careful
when tuning the resistances of individual weights, and one can
apply more complicated mapping schemes.
By having a sparse collection of weights represented by
the NVM conductance plus a value stored in digital memory,
the in-memory values can be trained further to improve performance. Because only a small fraction (5%) of the weights
are in the sparse collection, some portion of the inherent
advantages of NVM array can be retained [75]. Yan et al [76]
contrasts two weight mapping schemes for weight quantization: evenly-spaced levels in resistance are compared to equal
conductance difference between levels. The authors also
investigated resistance shift due to read disturb and proposed
alternating read polarity to minimize this effect. Wang et al
[77] considered the limitation of device dynamic range, i.e.
how many distinguishable weight values are needed for accuracy. They considered networks with binary weights and proposed to assign different analog values to the binary weights
in different layers of the network, according to the distributions the weights would have if continuous-valued.
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Figure 9. (a) Adopted flow chart of the training process in [104]. (b) hardware implementation with one device per weight, and
corresponding encoding of gray-scale image (face images from [105], not shown here). Reproduced from [104]. CC BY 4.0.

Figure 8. (a) Number of recognition errors as a function of training epochs for different experimental runs. The inset shows the weight
distribution before and after training. (b) Average traces of neuron outputs during one training run, for input letters equal to z (top) v
(center) and n (bottom). [101] 2015 Copyright © 2015, Springer Nature. With permission of Springer.

with shorter pulse widths and large number of cycles will be
important to prove feasibility of such methods.
6.1.2. Fully connected RRAM network demonstrations. Hard-

ware demonstrations fall into two major categories: those
where the weights encoded into RRAM device conductances
are trained in situ, directly within the crossbar array; and those
where weights are trained in software (ex situ) and then programmed into the crossbar.
A first hardware implementation by Alibart et al [63]
reports a 9 × 1 neuron one-layer classifier implemented in a
passive crossbar, which was able to classify 3 × 3 images of
letters X and T. Here, the output neuron was providing +1 for
X and −1 for T. Weights were encoded in the conductance difference of a pair of devices, thus providing both positive and
negative weights. The crossbar size was 10 × 2, implemented
with Pt/TiO2−x/Pt devices. Training was performed both
offline in software and directly in the crossbar memory array.
A later work from Prezioso et al [101] demonstrated a more
advanced implementation with a 12 × 12 Al2O3/TiO2−x passive
crossbar. The network was directly trained in the crossbar array
with 3 × 3 input images, taken from three classes representing
the letters z, v and n and their noisy versions. Training was performed with the Manhattan update rule, which is a simplified
version of the usual Delta rule. The Manhattan rule takes into
account the sign of the sum of all δ values obtained after the forward propagation of all the training images. Therefore, weight
update is performed only once per training epoch. Figure 8(a)
shows the experimental accuracy error during different training
runs. The inset shows the distribution of weights before and
after training, while figure 8(b) shows the average output neurons signals for inputs corresponding to z, v and n letters.
Recently, Bayat et al [102] reported a bilayer network
with one crossbar array divided in two portions of 17 × 20
and 11 × 8 Pt/Al2O3/TiO2−x/Pt devices. The network is able
to classify 4 × 4 images representing letters A, B, C and D.
Training was performed both in software and in the crossbar
14
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variability and enables gradual tuning of the conductance
through electrical pulses [93]. Among them, Pr0.7Ca0.3MnO3
(PCMO) devices and vacancy-modulated conductive oxide
(VMCO) RAM [94] are most promising that have been used
for neural network simulations [93, 95, 96]. PCMO devices
show a conductance change due to migration of oxygen ions
at the interface between electrode and PCMO layer [97]. In
these devices, the adoption of molybdenum electrodes has
been demonstrated to increase data retention [93], which is
one of the important factors enabling multilevel programming
in deep learning networks, together with other aspects such as
low read noise, negligible conductance drift and resilience to
device instabilities [98]. In addition, other architectures have
been employed, such as 1T2R (one transistor-two resistors)
weights, where one of the two resistors is the PCMO device.
Here, a two-resistor voltage divider controls the transistor gate
voltage. The application of pulses on this divider changes the
resistance of the PCMO and this reflects in a modified gate
voltage. By reading the current from the transistor from the
transistor source, the number of conductance levels and linearity strongly increases [96].
Another non-filamentary device is based on a TiOx oxide
layer [99]. Here, limitations arise due to asymmetry between
SET and RESET currents. To overcome this issue, Park et al
[99] suggest the adoption of a Mo/TiOxTiN stack. Since
workfunctions for molybdenum and TiN are equal, the device
shows enhanced SET/RESET symmetry.
In addition to engineering the physical switching mechanism, the application of dedicated voltage or current [99]
pulse shapes can also relax the constraints on device characteristics. However, the benefits come at the cost of peripheral
circuit overhead, energy dissipation and, in cases involving a
large number of full RESETs, larger device endurance degradation [100]. Furthermore, improved device linearity was
demonstrated with relatively long pulse-widths, around hundreds of μs or even ms, which are not practical for hardware
accelerators. Thus, exploration of the proposed techniques

techniques are developed to program crossbar weights in such
a way that the final dot-product result in hardware matches
the expected software value, as shown in figure 10. In [106],
a first technique to reduce the voltage drop on the word lines
consists of biasing a word line from both array edges (figure 10(b)). This leads to the highest error in central columns,
then corrected with a static signal restoration that amplifies
the read current from central columns (figure 10(c)). A major
drawback is that this approach is data-dependent since the read
current depends on the input signal. The image in figure 10(a)
shows an input example with a Gaussian noise distribution.
A second approach is to use a non-linear conversion algorithm for weight programming. The ideal linear crossbar
behavior is calculated in software. Then, by using a careful
resistive device model of Pt/TaOx/Ta, the actual response is
obtained. Finally, the devices are fine-tuned in order to close
the gap between ideal and actual crossbar simulation results.
This technique is still dependent on input data, but results are
very accurate, reaching 99% accuracy on the MNIST dataset
in simulations, with no degradation from full software implementation [107].

array, with software (ex situ) training yielding higher recognition accuracy.
Demonstrations of relatively large networks still do not
employ crossbar arrays due to reliability issues. Yu et al [103]
use a 16 Mb TaOx/HfO2 RRAM macro where they implement
a 400 × 200 × 10 neuron FC network for MNIST handwritten digit recognition. To overcome the variability issues
which arise in the multilevel programming operation, weights
are trained in software and then programmed into the crossbar
array with 1-bit precision, thus providing a large error margin
to device conductance. To perform training, weights are
encoded in 6-bits and programmed into six different devices.
Simulations show less than 1% discrepancy from the software
case. The drawback of this implementation is that it requires
six times more memory, which also leads to higher power
consumption.
All previous cases implemented weights as the difference of a couple of device conductances. Instead, Yao et al
[104] reported pattern classification with a 128 × 8 active
crossbar where weights are encoded in a single, bidirectional
device stacked as TiN/TaOx/HfAlOx/TiN. Figure 9(a) shows
the adopted algorithm, which is the backpropagation algorithm with the Delta rule for write-and-verify tuning, or the
Manhattan rule for write-only tuning. The crossbar implementation is shown in figure 9(b). The network was able to recognize faces extracted from the Yale face database (face images
not shown here, [105]). In this demonstration, higher accuracy
was obtained by using a write-and-verify procedure, which
enables more precise conductance tuning, and therefore more
accurate weights.

6.1.4. Convolutional RRAM network demonstrations. Most

hardware neural network implementations focus on FC networks because of the large number of weights employed in
these networks. Here, the parallelism deriving from the large
crossbars strongly accelerates speed for both training and
forward inference. Instead, CONV-nets implement relatively
fewer devices, which are organized in kernels and used several times during convolutions. Garbin et al demonstrated
for the first time the impact of RRAM devices in CONV-nets
by means of device modelling, figure 11(a), characterization and simulation [108]. The network was trained on the
MNIST dataset where pixel intensity is encoded with a train
of spikes whose frequency is proportional to pixel brightness,
figure 11(b).
Accuracy was close to the software equivalent (98.3%
against 98.5%) under strong programming conditions (thus
maximizing the device resistance window around a factor
100 ×, but greatly reducing the device endurance), and weights
were encoded with 20 binary RRAM in parallel. Accuracy
is decreased to 94% when considering weak programming

6.1.3. Dot-product accelerator. Crossbar memory arrays can
also be used to compute dot-product operations, x · y = Σxy ,
in one clock step. Given vectors x and y of size n, the computational complexity of a dot product operation goes from O(n2)
in digital hardware to O(1) in crossbars [106]. For this reason,
researchers at HP Labs extensively studied how to develop an
accelerator to efficiently map and calculate dot products in
crossbar arrays. Due to device non-idealities, voltage drops
on the wires, and circuit non-linearity, mapping of software
weights into crossbar memory using a trivial linear conversion
would degrade computational accuracy. Non-linear mapping
15
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the channel region, decreasing the source-drain conductance
and enabling a six-orders of magnitude dynamic range in conductance. Figure 12(a) shows the electrical characterization
of this device, with application of many pulses. The corresponding jump-tables [61, 62] for current-controlled ((b) and
(c)) or voltage-controlled ((d) and (e)) positive ((b) and (d))
or negative ((c) and (e)) weight update reveal a highly linear
device. This improvement on device characteristics translates
into MNIST performance on accuracy, achieving less than
1% accuracy degradation from full software implementation
[115].
Similar results are obtained by van de Burgt et al [116]
demonstrating an organic neuromorphic device with a similar experimental behavior (with H+ as the mobile ion) and
MNIST accuracy only 1% below its software baseline [115].
These novel devices show promising results for neural networks, but research on these devices is still at its early stage.
Programming times are on the order of milliseconds, since
shorter pulses induce only a short term conductance change
[116]. Scalability of such devices, and operation within an
array will also need to be explored.

are updated following a crossbar-compatible procedure that
enables parallel update of all the weights in the crossbar array
[61, 62]. Results performed on real PCM devices (but with
the neuron circuitry simulated, not integrated with the NVM
devices) reported a 82.2% test accuracy on MNIST dataset.
As mentioned before, later developments with the same PCM
in a larger and more complex unit-cell have recently achieved
software-equivalent training accuracies [70].
6.2.2. PCM for memory computing. In addition to fully

Figure 11. (a) CONV-net used in [108]. Simulated RRAM devices encoded the weights in the kernels. (b) Input image conversion with

a train of spikes with frequency proportional to pixel brightness. Only neuron corresponding to ‘8’ fires at the last layer. © 2014 IEEE.
Reprinted, with permission, from [108].

they all rely on controlled heating of a chalcogenide material.
The SET transition is gradual, since crystallization implies
a local reordering of the atomic lattice, while RESET transition is abrupt, as the entire region needs to be melted and
then quenched into the amorphous state [111]. Both SET and
RESET processes can be driven by electrical pulses, enabling
the implementation of analog acceleration for neural network
training.

conditions, with a resistance window around 10× and a
higher dependence on device variability [109] These conditions, however, preserve the device from early failure [110].
Unlike FC networks, CONV-nets use fewer weights, thus
reducing the impact of using many devices in parallel. On
the other hand, the number of SET/RESET cycles on each
device is three orders of magnitude larger, thus degrading the
device faster [110]. In general, crossbar implementation of
CONV-nets shows difficulty in achieving speed improvement
over existing GPUs during training because weights need to
be convolved with the entire input image, thus breaking the
parallelism that exists in FC networks.

6.2.1. Fully connected PCM network demonstrations. In
recent years, our research group at IBM Almaden has developed an approach to accelerate on-chip training of FC networks with weights weights encoded as the difference in the
conductances of a pair of PCM devices in an active crossbar
array [61, 62]. The backpropagation algorithm is implemented
in three steps. Training images are forward propagated
through a 528 × 250 × 125 × 10 neurons network, results
are compared against the correct labels, errors are backpropagated from the last to the first layer, and then the weights

6.2. Phase-change memory (PCM)

PCM relies on the creation of different conductance levels by
switching the material properties of chalcogenide layers, such
as Ge2Sb2Te5, from amorphous, at low conductance, to crystalline, at high conductance. Different architectures exist, but
16

6.4. Capacitor-based CMOS devices

Given the inherent non-linearity and asymmetry in existing
NVMs that make on-chip training challenging, Kim et al
[118] proposed an analog synapse based on capacitance
(figure 13). The weight of the synapse is proportional to the
capacitor voltage, and is sensed through a read transistor.
The authors proposed using a logic block in every unit cell to
make a local determination on whether an up or down pulse
needs to be fired during weight update. While the proposed
guideline of 1000 states per unit cell implies that the capacitor dominates unit-cell area in initial designs, this assumption could well change with either multiple conductances of
varying significance and/or adopting other capacitance manufacturing processes such as deep trenches, stacks or metal
insulator metal capacitors. In this case, the many transistors in the design would make achieving area-efficient unitcells (and consequently large numbers of synapses per die)
a challenge. Furthermore, even with elimination of some of
the logic devices, managing the random variation-induced
asymmetry between the pull-up and pull-down FETs (P3 and
N3 in figure 13) would still require very large devices and/
or other circuitry techniques. Although the synaptic state is
decaying continuously, it can be shown that at high learning
rates, the network can accommodate this so long as the ratio
between the RC time constant (governing the charge decay)
and the time-per-trained-data-example is extremely large
(104) [118, 119].

6.3. Battery-like devices

While well-known NVMs such as PCM and RRAM dominate
the landscape of emerging technologies for deep learning,
there have been attempts at exploring other devices with better
linearity, symmetry, scalability, and higher dynamic range.
Two recent papers [115, 116] report novel devices exploiting
electrochemical reactions derived from working principles of
batteries [117]. Fuller et al [115] describe a Li-ion synaptic
transistor (LISTA) based on the intercalation of Li-ion dopants into a channel of Li1−xCoO2. A negative gate voltage VG
recalls Li-ions from the channel region to the gate, providing
additional electronic carriers and thus increasing the sourcedrain conductance. Similarly, a positive VG pushes ions into
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Figure 10. (a) Input pattern used as an example for linear mapping with double biasing and static signal restoration. (b) The ideal output
obtained with a perfect crossbar, while the actual output shows a minimum due to voltage drop in correspondence of the center of the
256 × 256 crossbar. The application of signal restoration provides nearly ideal results. © 2016 IEEE. Reprinted, with permission, from [106].

implementing neural networks on crossbars, hybrid solutions
have also been adopted. Le Gallo et al [112] propose a general method for solving systems of linear equations in the
form Ax = b where the solution comes from two interacting
modules, namely a high-precision processing unit and a lowprecision computational memory unit, i.e. the PCM crossbar.
The main idea is to split the calculation of the solution into
two parts: a low-precision z solution from Az = r, followed
by high-precision calculation of the solution update x = x + z
and error r = b − Ax. After that, successive iterations refine
the solution to the desired degree of tolerance. Interestingly,
this method speeds up the overall computation time since the
calculation of the inexact z, which involves the calculation of
many multiplications and sums, represents the most computationally expensive operation in digital computation, thus fully
exploiting the capabilities of analog-based acceleration.
This concept has also been applied in simulations of FC
neural network for MNIST digit recognition by Nandakumar
et al [113] (see also [114]). Here, the high-precision unit
calculates forward, back-propagation and weight update.
Therefore, the network is implemented in CMOS with the
PCM array used to perform the compute-intensive multiplyaccumulate operation, creating a hybrid architecture which
accelerates training on the MNIST dataset. Weight updates
are summed into a high precision variable χ. Since update
on PCMs shows a certain granularity ε, meaning that it is
not possible to program conductance changes smaller than ε,
weight update is only performed when χ >  . After the effective weight update, χ is updated to χ = χprevious − n, where n
represents the number of steps the network asked to program
into the crossbar. Simulations show test accuracy within 1%
from full software implementation.

6.5. Ferroelectric devices

Ferroelectric materials have also been studied for analog
memory devices with hafnium–zirconium–oxygen (HZO)
stoichiometries being a popular choice [120, 121]. Applying
short pulses can cause polarization domains to flip, changing
17
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to flow through resistive elements of varying significance.
This reduces the requirements on ferroelectric devices, and
the authors showed through simulation that they can achieve
well-separated weights. Also, using a hardware-aware regularization approach during training led to good accuracy
during inference. This is an insight that may be valuable for
other inference researchers as well. Nevertheless, the area cost
of building unit cells with multiple resistive elements (the suggested implementation is as distinct FETs), and power/performance benefits were not quantified.
6.6. Photonics
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Figure 12. (a) Conductance evolution for several cycles. The device can be voltage or current controlled, leading to similar behavior.

(b), (c) The respective jump-table for conductance increase or decrease as a function of initial conductance for current controlled operation,
while (d), (e) show the corresponding results for voltage controlled operation. [115] John Wiley & Sons. © 2016 WILEY-VCH Verlag
GmbH & Co. KGaA, Weinheim.

Figure 13. The CMOS RPU from [118]. © 2017 IEEE. Reprinted, with permission, from [118].

the threshold voltage of a FeFET device. However, for gradual
changes in conductance over a wide range, first domains
with smaller coercive voltages and then domains with larger
coercive voltage would need to be flipped. This implies that
programming of weights would require a read-before-write
scheme to choose the right programming pulse amplitude.

This would severely hamper speed for on-chip training, but
may still be applicable for inference, where weights are only
programmed once.
In [122], the authors proposed using ferroelectric capacitors not as a continuously tunable analog device, but as
strongly-ON or strongly-OFF switch devices allowing current
18

The drive to reduce power consumption and increase
throughput in the execution of deep neural networks has
spurred novel approaches, including the emerging field of
photonic networks. Photonic implementations promise high
speed due to the high communication bandwidth of optics and
low power consumption due to the low dissipation associated
with the transmission of light in waveguides. Early efforts
in this area included optical implementation of the Hopfield
network and proposals for holographic MAC operations
[123–126]. More recently, silicon nanophotonics is becoming
a mature technology for producing versatile photonic integrated circuits. Although photonic devices are larger than
CMOS logic and NVM memory devices, techniques such
as wavelength division multiplexing allow large numbers of
signals to be simultaneously transmitted through the same
physical waveguides and devices.
Although the field is still emerging, several building blocks
relevant for neuromorphic computing have been shown. These
include optical versions of neurons with leaky-integrate-andfire response [127, 128], MAC operation using wavelength
division multiplexing and optical filters [129], and adaption of
the intrinsic nonlinear dynamics of optical feedback networks
for application to reservoir computing [130–133]. Here, we
give some highlights of this work. For recent reviews focused
on this area, see [134–136].
Optical gain media used in laser oscillators and amplifiers are intrinsically nonlinear, and this nonlinearity has been
exploited to implement functions needed for neuromorphic
computing. Using a semiconductor optical amplifier as an
integrator and a nonlinear fiber loop mirror as thresholder,
an optical leaky-integrate-and-fire neuron was demonstrated
[127, 128, 137]. A similar approach was used to demonstrate
a simple neuromorphic processor [138]. Non-linear microring
resonators [139, 140] could serve a similar role.
Wavelength division multiplexing (WDM) has played a
key role in optical communications, allowing a single physical
waveguide to carry many signals simultaneously. If the activation of a neuron is represented by the optical intensity of one
of these wavelength channels, with each neuron assigned a different wavelength channel, WDM provides a means of transmitting a multiplicity of signals from one network layer to
the next. A series of optical filters, implemented, for example,
with silicon photonic microring resonators [141], can transmit
individually chosen fractions of each wavelength, producing
19
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upon photodetection a weighted sum of the outputs of the
upstream neurons [129, 142]. In this scheme, the microring
resonators are the optical synapses, with synaptic weights programmed by the detuning of the resonators.
In addition to ring resonators, several alternatives for realizing optical synapses are being explored using photonic technologies. Silicon photonics resonators have been fabricated
on a ferroelectric barium titanate film [143, 144]. The transmission of the resonator at a particular wavelength could be
incrementally tuned by changing the domain configuration of
the ferroelectric layer with in-plane electric field pulses. By
integrating phase-change materials onto an integrated photonics chip, the analog multiplication of an incoming optical
signal by a synaptic weight encoded in the state of the phasechange material was achieved [145]. In this device, the weight
could be adjusted with optical write pulses carried by the same
waveguide. This is one example of an optical synaptic element
that can potentially have its weight tuned in situ for online
learning. This scheme of embedding a phase change element
as an optically programmable attenuator has also been used
for another example of optical ‘in-memory’ computing, an
‘optical abacus’ that can perform numerical operations with
optical pulses as inputs [146].
One relatively advanced photonic ANN implementation
uses coherent optical nanophotonic circuits [147]. Processing
is done by arrays of Mach–Zehnder interferometers and
phase shifters to realize matrix multiplication of arbitrary
real-valued matrices. In this case, the matrix of weights that
represents the synaptic connections between neuron layers is
factored via singular value decomposition into the product
of two unitary (i.e. lossless) matrices that are implemented
using Mach–Zehnder interferometers and phase shifters, and
a diagonal matrix whose elements are represented by optical
transmissions. Effectively, the diagonal matrix encodes the
synaptic weights, represented as optical transmission, and the
unitary matrices the connectivity. A simple four-layer network
is shown that recognizes vowel sounds with 76.7% accuracy,
compared to 91.7% for an ideal network, limited by the precision for controlling optical phase and photodetection noise.
For this application, training is done offline and the network
programmed with the resulting weight matrices.
The devices discussed above were used for forward inference only, the synaptic weights for a given application having
been pre-computed offline. Given that forward propagation
through an optical network is cheap, researchers have proposed computation of the gradient for each weight directly,
one weight at a time, which would bypass the need to implement backpropagation [147]. Another approach is to use a
neuromorphic computation model that requires relatively
few tunable weights. Reservoir computing [136, 148, 149] is
one such paradigm that uses a recurrent neural network with
fixed weights, exhibiting nonlinear dynamics with a sufficiently rich state-space to effectively represent a large variety
of inputs. This recurrent network is the reservoir. Typically, a
small number of the reservoir neurons are coupled to output
neurons to serve as a classifier, and only these output weights
are adjusted during the learning phase. Optical systems with
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Conductance tuning is achieved through modulating confinement of conductive Ag filaments into dislocations in the SiGe
layer. A defect-selective etch step was required before cation
injection to widen dislocation pipes to enhanced ion transport
in the confined paths and therefore increase on/off ratio of the
device. With the one-dimensional confinement for filament
formation, the epiRAM devices showed improved set voltage
variation both spatially and temporally. A 3 layer MNIST FC
network simulation with experimentally measured device
characteristics showed online learning accuracy of 95.1%
(97% in software.)
As opposed to building new devices (albeit with existing
unit processes) to exploit charge-trapping, Guo et al [158] used
modified NOR flash memory arrays for inference, as shown in
figure 14. They implemented a 784 × 64 × 10 neural network
on a test site, and demonstrate <1 μs inference latency, ∼20 nJ
average energy consumption on MNIST and discuss prospects
for further improving these numbers. They also demonstrate
resilience to drift (in measured NN performance), over a timescale of 7 months, and temperature invariance. The reduced
classification accuracy (∼94% in hardware versus 97.7% in
software), may be attributed either to the weight tuning itself
(only 30% of the weights were tuned to within 5% error), or
to device and circuit variations, although it is unclear what the
relative contributions were.
Lin et al [159] used organic memristive synapses based
on Iron (tris-bipyridine) redox complexes. While the devices
show gradual conductance change with both SET and RESET
pulses, these devices still need considerable improvement and
a compelling use case. The pulse width of 100 μs, as well as
the need for increasing voltage amplitudes makes high-performance training difficult. The authors discuss a complete test
setup, including an FPGA interface and different programming modes to tune the conductances using a Delta learning
rule. Experimental demonstrations include successful learning
of a three-input boolean function, along with simulations of
other functions and MNIST under different assumptions of
variability.

6.7. Other devices

In this section, we summarize other recent research on new
device exploration, including but not limited to other CMOS
devices, flash and organic devices.
Bae et al [154] propose using Schottky diodes whose
work-function can be modified by charge-trapping using a
back gate. The material stack proposed uses Si–SiO2–Si3N4,
which involves well-established CMOS unit processes and
can fit in a 6F2 unit cell area, comparable to most DRAMs
or 1T1R designs. However, the authors’ proposal for dealing
with non-linearity uses a read-before-write scheme which
would be better suited to inference-only schemes as opposed
to high performance training.
In [155], the authors use a charge-trapping HfSiOx layer as
part of the gate dielectric stack to induce a threshold voltage
shift on 28nm CMOS planar SOI devices. This can modulate
the current flow through the device, enabling analog synaptic
behavior. The authors propose using this device as part of a
forward inference engine, and include full mixed-signal circuit and architecture design to build a test prototype. However,
at the time of writing, experimental results from the prototype
are not available. Simulation results suggest 8-bit chargetrap-transistor (CTT) weight resolution may be needed for
software-equivalent accuracies on MNIST, but could benefit
from recent work on other inference engines demonstrating
aggressive quantization of weights [156]. Also, it is not clear
if the simulations capture threshold voltage increases due to
non-zero source-to-body voltage, which is strongly dependent
on the current being integrated in the array.
In [157], a single-crystalline SiGe layer epitaxially grown
on Si was used as an analog memory device, called epiRAM.

7. Computing-in-memory architectures
In addition to materials, devices and process integration efforts
on building ideal analog memory devices for deep learning, an
important research direction is the realization of larger-scale
systems that can translate the raw benefits of analog computation to tangible improvements at the application level.
This includes several design challenges, e.g. area and
power-efficiency in peripheral circuitry that handles communication and computations outside of the analog MAC
operations, IO interfaces, resource allocation for maximizing
throughput-per-unit area, control schemes, etc. It also requires
circuit and/or architectural simulation frameworks to demonstrate speedup or power/energy benefits over competing
CMOS CPUs, GPUs or ASICs designs on various benchmarks. Finally, an often overlooked yet equally important
research challenge is achieving equivalent accuracies on these
benchmark tasks in the presence of imperfect devices, circuit
20

Figure 14. 180 nm ESF1 NOR Flash used in [158]. (a), (c) Schematic and TEM of the cross-section, (b) is array organization, (d) is

top-view SEM, (e) shows micrograph of chip with MLP regions implementing vector matrix multiply. © 2017 IEEE. Reprinted, with
permission, from [158].

variability and analog noise. There is little point in being faster
or more area-efficient if the hardware accelerator does not ‘do
the same job’ as software.
This section presents an overview of several computingin-memory architectures that address one or more of these
aspects. We begin with approaches for forward inference on
CONV-nets and multi-layer perceptrons (MLPs), and then
discuss architectures for training.

(16 state) RRAMs, two of which are combined for an 8-bit
weight, multiple analog voltage levels for read (which
assumes I–V linearity over the entire span of read voltages),
and eschewing all eDRAMs (which places a high demand on
RRAM device endurance). Secondly, at the circuit-level, the
authors proposed to repurpose the sense amplifiers as ADCs,
and the write drivers as DACs (figure 15) in order to save area
and power. They also provided a means for interfacing their
architecture to a software stack, allowing mapping of several different NN topologies including MLPs and variants of
VGG. Benchmarking showed potential for 3 orders of magnitude speedup on VGG over a 4-core CPU, but did not compare
to GPU architectures. Classification accuracy and memristor
imperfections/variability were not discussed.
In contrast to the above approaches that assume digital communication of signals between arrays, the RENO approach
[163] presents a reconfigurable interconnect scheme (figure 16)
that can be repurposed to transmit either analog or digital
signals. ADCs or other digitizing schemes are not required
except at the I/O interfaces. This approach still requires multiple analog read voltages and I–V linearity for the memristor
device. The authors considered several small MLPs for benchmarks such as MNIST. However, classification accuracies are
somewhat below their software counterpart. Furthermore,
speed and power numbers are shown in comparison only to
an Intel Atom CPU.
A paper by Fan et al [164] targeted low-power inference,
as opposed to the other approaches where high performance
is the point of emphasis. The use of STT-MRAM allows for
several orders-of-magnitude higher endurance than either
PCM or RRAM, which is necessary for the in-memory logic
scheme that the authors proposed. To overcome the issue of
low resistance contrast, the authors proposed using a binarized
CONV-net, which has been shown to achieve comparable
accuracies on benchmarks such as AlexNet. While the authors
showed nearly two orders-of-magnitude less energy compared
to GPUs, their reconfigurable computation scheme involves

7.1. Architectures for inference

The ISAAC accelerator [160] is positioned as a processingin-memory architecture for forward inference of CONV-nets.
MAC operations occur on 128 × 128 memristor arrays, with
2-bit memristors and eight memristors-per-synapse (16-bit
weight). ADCs are used at the periphery of the arrays, with
one ADC shared among 128 columns, and achieving a sampling rate of 1.28 Gigasamples s−1 to meet a target read time
of 100ns. Embedded DRAM (eDRAM) is used for buffering
intermediate terms and digitized array outputs that are yet to
be used in the next layer. For CONV-net forward inference,
the authors propose a pipelining scheme that allows convolution operations on the next layer as soon as a sufficient number
of pixels in that layer have been generated. They also observe
that ADCs consume the most power in the design (58%), and
present a weight flipping scheme that allows reduction in the
ADC resolution. While the peak throughput-per-unit area of
479 GigaOps/s/mm2 exceeds modern GPUs, it is somewhat
unclear if one can achieve 100% utilization of the memristive arrays on more modern CONV-nets such as VGG [161],
especially in the first few layers where the number of inputs
is far larger than the number of weights. The impact of memristor imperfections on classification accuracies is also not
discussed.
The PRIME architecture [162] is a similar RRAM-based
inference engine with some important distinctions. Firstly,
device assumptions were more aggressive—including 4-bit
21
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feedback are one possible implementation of this type of
recurrent network and have been shown using semiconductor
optical amplifiers [130, 131, 150], nonlinear electro-optic
oscillators using delayed feedback [151–153]. These have
been applied to simple tasks such as spoken digit recognition
[132, 150, 151], or time series prediction [132, 133, 150].
To date, many basic neural network operations have been
demonstrated using photonic devices [134–136], but the numbers of neurons and synaptic elements are far from the scale
of, for example, deep CONV-nets that embody today’s state of
the art. Implementing a network for forward inference is conceptually straightforward, and a significant amount of work
has been done to understand the impact of issues like weight
resolution, variability and noise on the expected performance.
Online learning has not yet been addressed in a satisfactory
way, nor has the widely used backpropagation algorithm.
Reservoir computing is an area to which photonic networks
seem to adapt well, and this network model may be useful
in applications where recurrent networks could be important
such as classifying sequences. The low power dissipation and
high processing speed that photonics brings to ANNs will be
attractive only if photonic implementations succeed at solving
problems of strong interest to computer scientists and AI
practitioners.
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Figure 15. The PRIME memory bank from [162] showing a typical memory read write path (left—blue) and a typical compute path (left—

brown). Schematics (A)–(E) on the right show repurposing of standard memory circuitry with additional components for implementing
compute-in-memory. © 2016 IEEE. Reprinted, with permission, from [162].

from [61].

Figure 16. Reconfigurable routing channel used in RENO ([163]) that can transmit both analog and digital signals. © 2015 IEEE.

Reprinted, with permission, from [163].

inference use cases where input data is infrequent (implying
that it may not be trivial to fill up a mini-batch) yet latency and
power consumption are critical, may benefit from the DRISA
approach.

setting different reference voltages on the column sense-amps.
This will likely be extremely challenging for analog-memorybased accelerators, given the aforementioned low resistance
contrast and associated variability, and only gets exacerbated
as higher fan-in functions are considered.
Finally, DRISA [165] is a CMOS-based approach that
seeks to use 3T1C and 1T1C DRAM arrays for in-memory
compute. The technological challenge here is integrating logic
and DRAM, as opposed to using other NVMs. While this may
seem more achievable, the upside for such a technology is
low. The paper demonstrated one order-of-magnitude speedup
and energy efficiency over GPUs at software-equivalent classification accuracies. However, the caveat is that this was
evaluated at a mini-batch size of 1, which is inherently inefficient for GPUs. Increasing the mini-batch size to 64, which
is standard for GPUs, nearly eliminated the benefits. Forward

7.2. Architectures for training

In addition to forward inference, architectures for training
also need to include mechanisms for backpropagation and
open-loop weight update. This is especially challenging to
implement for convolution layers, where typically multiple
copies of the weights are needed for efficient forward inference, yet the same gradient needs to be applied to all copies of
the weights. This requirement to consolidate weight updates
from x and δ values that arrive at different points of the
crossbar and the fact that many convolution layers may not be
22

the issue of ‘network freeze-out’ wherein NVMs whose conductance changes are gradual only in one direction (such as
PCM or RRAM) eventually saturate to zero net weight. We
described an occasional RESET procedure (occasional SET
for RRAM) that would be needed in addition to the three NN
modes, to allow training to continue.
In [168], the authors proposed a memristive Boltzmann
machine, that uses RRAM crossbars to accelerate both the
well-known restricted Boltzmann machines (RBMs) used in
deep learning, and more general Boltzmann machines that are
often applied to various optimization problems. Computation
involves a three way partial product between the downstream
neuron (implemented as time gating on bit lines) an upstream
neuron (implemented as time gating on word lines) and a
crosspoint weight (implemented as RRAM conductances).
A sense-amp-as-ADC approach similar to [162] was used.
57× speedup was shown for some deep belief network configurations compared to a 4-core CPU (no comparison against
GPUs.) The use of this architecture to train using contrastive
divergence is likely limited by the need for a separate controller to compute weight updates from the obtained energy,
and to perform the write operations in the array. However,
this is likely not a problem for some of the other Boltzmann
machine problems, where energies are recalculated in every
iteration yet the weights of the network do not change.

memory-bound in the first place makes the prospects for hardware acceleration unclear. To our knowledge, no one has yet
to propose an end-to-end training architecture for convolution
layers. The papers below discuss variants of FC-networks,
including MLPs and Boltzmann machines.
In [166, 167], the authors discuss an early architecture for
training with backpropagation. The authors proposed using a
separate training unit that needs to generate the weight updates
required for all the pulses and transmit it back to the arrays.
However, the challenge with implementing training separately is that the latency and temporary storage requirements
for any intermediate terms needs to be carefully considered.
The authors also did not assume any access devices to cut off
sneak path leakage, which will likely be a problem for weight
update operations.
In [21], our research group at IBM Almaden described a
generic architecture for training using backpropagation on
NVM arrays, using approaches for circuit implementation of
forward, reverse and weight update with input x, δ, and update
signals all in the analog domain. We described several tradeoffs for peripheral circuitry, including several approximations
to reduce area overhead and minimize time multiplexing of
neuron circuits while supporting standard forward, reverse
and weight update operations. In this approach, weight update
is implemented directly on the crossbar array with upstream
x and downstream δ firing a finite number of pulses based on
their values and associated learning rate(s). This ‘crossbarcompatible’ and highly parallel weight update step (figure 17)
was shown to achieve the same accuracy as the full weight
update for the MNIST dataset [62]. In addition, we discussed
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Figure 17. Hardware-friendly massively parallel crossbar compatible weight update from [61]. © 2014 IEEE. Reprinted, with permission,

8. Conclusion
Innovations at the device level targeting improved conductance symmetry and linearity are still essential for hardware
23
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forward-inference of deep learning acceleration would be particularly attractive.
Similarly, encoding DNN neuron activations in voltage
levels as opposed to time durations at fixed voltage may
seem promising, however device non-linearity with respect
to changing read voltages needs to be carefully considered.
Furthermore, routing a large number of analog voltage levels
between arrays would need specialized operational amplifier circuitry that would be both area- and power-inefficient,
as opposed to simple buffering. Analog signal noise sources
could negate improvements in device characteristics, especially in large arrays. Reconfigurable routing for mapping
arbitrary NN topologies onto the same piece of hardware is
necessary for reuse, and must potentially tie in with higher
level software frameworks. This is closely tied to finding
mechanisms for fast export and import of weight information from/to the chip, allowing accelerated distributed deep
learning, which is absolutely a must for competing against
GPUs for training applications.
The requirements for forward inference are in general less
stringent, although there are one or two unique challenges.
Firstly, linear and symmetric conductance response is not
needed as closed loop weight tuning can be used. Secondly,
inference could possibly work even with a limited dynamic
range of weights, benefitting from recent work on weight
quantization [156], as well as hardware-aware training regularization approaches such as the one described in [122].
However, as discussed in table 2, devices would need to
demonstrate excellent long-term resilience to drift in conductance, even at elevated temperatures. Furthermore, defect
rates should (eventually) be low enough that many thousands
or even millions of chips can be programmed with the exact
same set of pre-trained weights, with minimal provisioning
for spare rows/columns. As with training, a key challenge
will be demonstrating larger hardware demos that can show
equivalent accuracy to software. However, achieving significantly lower throughput per unit area than GPUs may still be
okay, if these chips can deliver on ultra-low power inference
that could make them ubiquitous in the mobile/embedded/
consumer space.
O RCIDs
Geoffrey W Burr
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acceleration of training. At the same time, it is important
to not view device development in isolation, according to
some fixed set of criteria and specifications. Instead, device
development must proceed in the context of integrated systems wherein different algorithms, architectures and circuit
schemes can place different requirements on the underlying
devices. For instance, techniques such as multiple conductances of varying significance [68, 70], local gains [169] or
other approaches can potentially change device requirements,
making them both less challenging but also subtly retargeting
these requirements.
In this system-centric view, the applicability of the device
will be quantified based on whether it can achieve competitive machine learning accuracy not just on MNIST but on
much larger datasets while accounting for the full extent of
variability. While an eventual large-scale hardware demo may
seem appealing, early efforts to demonstrate equivalent accuracy on commercially interesting scales would likely involve
either mixed hardware-software approaches or simulations
that can reasonably accurately capture real device behavior.
Such experiments would greatly benefit from hardware-aware
simulation frameworks that could allow mapping of networks
from deep learning platforms such as TensorFlow and Caffe
to real systems. Small-scale hardware demonstrations investigating the core critical modules or tasks that will eventually
be an integral part of a large-scale system (for example, implementing parallel vector-vector multiplies needed in LSTMs,
or block-wise reconfigurable routing) will be an extremely
important stepping stone.
Identifying the right networks and tasks suitable for hardware acceleration is critical. Recurrent nets based on LSTM/
GRU, RBMs and MLPs are all promising candidates, and further advancements in approximate computing for DNNs (e.g.
reduced precision [58]) are a good fit with custom-hardware
approaches. While convolution layers have widespread use in
image classification systems, the relatively small number of
weights with respect to neurons, especially in earlier layers
make efficient implementation challenging. While it may be
possible to use multiple copies of weights and/or pipelining
schemes, this limits the effective throughput per unit area
while also setting up additional difficulties for high-speed
training. In that sense, it may be beneficial to use approaches
such as transfer learning [170] that utilize pre-trained weights
for convolution. It must also be noted that the evolution of
deep learning has been closely tied to the evolution of the
existing hardware paradigm, which is better suited to handle
convolution. The emergence of reliable high-performance
Non-VN architectures could, in a similar fashion, fuel further
innovations in the algorithms.
At the circuit and micro-architecture levels, there are several open avenues of research. For instance, analog-to-digital
converters at the edge of each array might provide the maximum flexibility for implementing arbitrary neuron functions
in the digital domain. However, the tradeoffs in power and
performance need to be carefully quantified. There may still
be good use cases for hybrid analog-digital chips, for e.g. in
the area of memcomputing [112]. Memcomputing applications that could use the exact same hybrid chips designed for
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The Next Generation of Deep
Learning Hardware: Analog
Computing
By W ILFRIED H AENSCH , Fellow IEEE, TAYFUN G OKMEN ,

ABSTRACT | Initially developed for gaming and 3-D rendering,

graphics processing units (GPUs) were recognized to be a
good fit to accelerate deep learning training. Its simple mathtake advantage of GPUs in a natural way. Further progress in
compute efficiency for deep learning training can be made by
exploiting the more random and approximate nature of deep
learning work flows. In the digital space that means to trade off
numerical precision for accuracy at the benefit of compute efficiency. It also opens the possibility to revisit analog computing,
which is intrinsically noisy, to execute the matrix operations
for deep learning in constant time on arrays of nonvolatile
memories. To take full advantage of this in-memory compute
paradigm, current nonvolatile memory materials are of limited
use. A detailed analysis and design guidelines how these
materials need to be reengineered for optimal performance
in the deep learning space shows a strong deviation from the
materials used in memory applications.
KEYWORDS

|

Analog computing; deep learning; neural net-

work; neuromorphic computing; nonvolatile memory; synapse

I. I N T R O D U C T I O N
Recent hardware developments for deep learning show a
migration from a general-purpose design to more specialized hardware to improve compute efficiency, which can
be measured in operations per second per watt (ops/s/W).
The limited number of mathematical operations needed,
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and the reoccurring nature of these operations in the
underlying algorithms, was first successfully exploited
using graphics processing units (GPUs) for gaming and 3-D
rendering [1]. GPUs allow a high degree of parallelism for
such workloads and, therefore, significantly enhance the
throughput compared to a conventional central processing
unit (CPU). Since deep learning algorithms also use a limited amount of mathematical operations that are repeated
they would also benefit from the parallel execution using
a GPU [2]–[5]. To drive further improvement of compute efficiency, features of deep learning algorithms can
be exploited that are unique to that space [6], [7]. For
example, deep learning algorithms are resilient to noise
and uncertainty and allow, in part, a tradeoff between
algorithmic accuracy and numerical precision [8], [9]. This
tradeoff is not present in the traditional application space
for GPUs, and this key difference is driving a new generation of ASIC [10]–[12] chip designs for deep learning.
This also opens the opportunity to revisit the use of analog
computing. The analog approach to deep learning hardware we consider here is an extension of the in-memory
compute [13] concept in which data movement is reduced
by performing calculations directly in memory. Arrays of
nonvolatile memory (NVM) can be used to execute matrix
operations used in deep learning in constant time, rather
than as a sequence of individual multiplication and summation operations. For instance, in an n × m array it is possible to execute n × m multiply and accumulate operations
in parallel by exploiting Kirchhoff’s law [14]. However, to
effectively use analog computing based on NVM in deep
learning applications, implementation details and material
properties need to be aligned with the requirements of the
algorithms.
Deep learning can be divided into two distinct operation
modes: training and inference. The training phase is an
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ematical structure can easily be parallelized and can therefore
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the design and material requirements for analog computing elements. Finally, in Section V, we briefly summarize
some of the interesting recent material developments.

is fed into a weight matrix that has components that either
emphasize or deemphasize the processed data according to
the data history (sequence). This combination of feedback
and ingestion of new data can be repeated many times
before the backward path and update process is executed.
While the data handling is quite different in LSTM than
in FCNs and CNNs, the weight matrix represents a fully
connected network such as the FCN and is therefore also
a computational bottleneck. However, there is some significant digital postprocessing of the matrix output required
to accommodate the data history and intermediate results
need to be stored in memory.
Matrix multiplications are at the core of the deep learning networks. For fully connected networks, data travel
through the network in form of vector–matrix multiplications. For a better utilization of compute resources, several
data points are usually batched together (mini-batch).
To reduce the convolution process to a simple matrix
multiplication requires the input to become a matrix, to
begin with, and the convolution operation is a matrix–
matrix multiplication. We will see later that this will have
impact on the performance of an analog implementation.

II. D E E P L E A R N I N G N E T W O R K S
As data scientists seek to increase the accuracy and speed
of deep learning, the complexity of network architectures
has exploded [16], [17]. We can group the most commonly
used deep learning neural networks (DNNs) into three
principle classes: fully connected networks (FCNs), convolutional neural networks (CNNs), and recurrent neural
networks (RNNs). The latter two are designed to take
advantage of spatial or temporal (or sequential) correlations in the data, for instance, in image processing, text,
and speech processing. The building block of a multilayer
FCN is a linkage that connects every element of an input
layer with every element of an output layer. It can easily
be represented as an n × m matrix with n input channels
(rows) and m output channels (columns). The matrix
elements wi j determine the strength of the connection
from input xi (i = 1, . . . , n) to output y j ( j = 1, . . . , m).
The multilayer network is then built up as a sequence
of these connected layers, with the output of each layer
serving as the input to the next. One complication is that
a nonlinear activation function is applied to the output of
each layer before it is passed to the next layer. Without
this nonlinear element between the layers, the network
would be equivalent to a simple two-layer linear regression
model and the advantages of the BP algorithm to capture
complex data structures would vanish. A CNN [2] consists
of convolution and pooling layers. A convolution layer
[Fig. 1(a)] consists of a set of filters or kernels of size
k × k and d input channels. The input channels d can
be considered as the decomposition of the input into
appropriate components. For the first layer, that could
be, for instance, the decomposition into red, green, and
blue components for a color picture, and for successive
layers, it is the number of independent kernels from the
previous layer. The kernels are moved across the input
data with a given stride s (the number of pixels moved)
to scan the whole picture. There could be a number of
kernels M in one convolution layer. The filters contain
the weight elements wli j (i = 1, . . . , k, j = 1, . . . , k,
l = 1, . . . , d) and are moved across the entire range of
the input data. The convolution process associated for one
filter bank can be interpreted as a scan for a feature in
the data. The convolution process is repeated for several
distinct filter banks. Each of these filter banks will produce
a feature map which is then reduced in dimensionality
by the pooling process. One common approach is max
pooling, in which a window is defined in the feature map
and the maximum element in this window is retained. In
the next convolution layer, these pooled feature maps will
serve as the input data set and the process is repeated.
Unlike the processing that occurs in FCNs, convolution and
pooling cannot be represented as simple standard matrix
multiplication. For example, since the same weights are

Fig. 1.

(a) Convolution layer n × n input at d channels and M

convolution kernels. (b) Mapping a convolution layer into standard
matrix multiplication. The weight matrix has M rows, for M different
kernels and each row contains the k × k filter pixels for d channels

for each kernel. The input matrix maps the input data of dimension
n × n into a matrix of dimension [(n − k)/s C ] × k d.

used across the entire input for one filter, the weights are
reused many times on the data. The input data stream
into the convolution layer can, however, be transformed
so that the convolution process can be cast into a standard
matrix multiplication form, with the columns of the weight
matrix containing the weight coefficients of the different
filter banks [Fig. 1(b)]. The reuse of the weights is shifted
now to a multiple use of data points in the input matrix.
This transformation will have the effect that the simple
data input vector of dimension n 2 d is now replaced by
an input matrix of dimension ((n − k)/s + 1)2 × k 2 d, with
n 2 d the number of pixels in the input data, feeding into
the convolution matrix. The weight matrices are relatively
small of dimension M × (k 2 d + 1). For instance, for the first
convolution layer for AlexNet, the weight matrix would
have the dimension 96 × [11 × 11 × 3 + 1] = 96 × 364 [the
number of kernels × (kernel dimension squared × input
channels + bias)] [5].
The most popular implementation of an RNN is the longshort-term-memory (LSTM) network [18]. The structure
of this network enables the emphasis or deemphasis of
portions of the data based on the data history, or its
sequential (temporal) order, by feeding the output of the
network back into itself. The complete input sequence is
represented by an input vector that combines the training
data with the feedback from the previous step. This vector

III. D E E P L E A R N I N G H A R D W A R E
The most popular acceleration scheme for deep learning
training today involves the use of GPUs. Since GPUs are
more efficient at handling matrix–matrix multiplication
compared to vector–matrix multiplications, the input data
are usually grouped into so-called mini-batches, combining
Mb data input vectors into an input matrix that travels through the network together. The weight update is
performed as an average across the mini-batch. In addition, the structure of the network is often designed to
avoid costly memory access. These requirements drive,
for example, smaller filter sizes and deeper networks. To
further utilize parallel processing, n g GPUs on a single
node running on N nodes are used (Fig. 2) with a total
number of NGPU = n g N . The efficiency or speedup S of
these distributed learning solutions depends strongly on
balancing several system properties: GPU utilization, node
and GPU I/O, and communication between the components as shown in
S = NGPU

Mb
Mb
tio+GPU
+ tGPU
.
Mb,n g
Mb + t N
tio+GPU + tGPU
comm
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optimization problem in a multidimensional parameter
space to build a model that can be used to provide a wider
generalization in the inference process. A model usually
consists of a multilayer network with many free parameters
(weights) whose values are set during the training process.
The optimal form and structure of these networks is an
intense area of current research in deep learning with
neural networks. The optimal network structure depends
on the task to be solved and on the computer hardware
that is available. In the training phase, the backpropagation algorithm (BP) [15] is used to implement stochastic
gradient descent (SGD) to solve the weight optimization
problem. Backpropagation consists of three components:
1) the forward path—the presented data propagates forward through the network until the end where an error
is computed; 2) the backward path—the error propagates
backward through the network to compute the gradients
in the parameters; and 3) the parameter (weight) update.
During the training process, a large body of labeled data
is repeatedly presented to the network to determine the
best values for the parameters. Due to the volume of data
that are processed repeatedly through the many layers of
the neural net network, the training process tends to be
time consuming and can take weeks for a realistic data
set, which can require models with hundreds of millions
of weight parameters. To find an optimal solution, fine
tuning of the hyperparameters, e.g., parameters related to
the structure of the network and the training algorithm,
is also usually required. Optimizing the hyperparameters
requires several complete learning cycles. Therefore, the
development of customized hardware to reduce training
time is desirable to speed up model development. For
inference, the optimized (trained) network is only operated in the forward path mode, and the computational
requirements can vary depending on the specific application. Inference in mobile applications will stress low power
while in data center applications speed (latency) may be
more important. Therefore, optimal solutions for training
and inference can be quite different. From a software
point of view, both training a model and executing it
for inference do not depend on the underlying hardware.
This can, however, lead to a suboptimal performance since
hardware optimization for training and inference-only will
tend to be different. As a practical matter, and with the
advent of specialized hardware, it is advantageous to run
training and inference on the same hardware platform for
a seamless transition from training to inference. For example, if training and inference are performed on different
hardware platforms, retraining or tuning of the model to
accommodate the difference may be needed.
The remainder of this paper is organized as follows.
In Section II, a short discussion of the basic types of
networks is given, and in Section III, we briefly discuss the
current state of various hardware implementations. This
discussion is by no means complete but describes some of
the tradeoffs that need to be addressed to optimize training
performance. In Section IV, we give a detailed analysis of
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(1)

The quantity S (S ≤ NGPU ) is a measure how effective
the distributed learning solution is. The optimal balance
will depend on the exact details of the workload (network
architecture and algorithm details) [19]–[21]. Since the
mini-batch size is a critical parameter for the individual
GPU utilization, distributed learning systems usually work
with a very large mini-batch size that is then distributed across the GPUs for optimal results. Typically, minibatch sizes for optimal use of a single GPU are in the
range 32–512. For a system with 256 GPUs in parallel and
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power (ops/s/W), or per chip area (ops/s/mm2 ). This
measure is a reasonable metric if communication can
be ignored, and if networks are confined to single chip.
Unfortunately, this is typically not the case. However, if
we consider the individual components of a larger system,
these metrics are still a valid basis for comparison. Ultimately operation and system design will determine how
much of this “raw performance” can be ultimately realized.

Fig. 2.

Distributed learning system. A number of N nodes with ng

GPUs and a number of CPUs (here two as an example) are connected
through network. Optimal operation requires balancing utilization of
components and communication. CPUs serve as node control units
and can also be used for additional computation.

4
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We now turn to a more detailed discussion of the core
component of a deep learning system. At the heart of the
BP algorithm are three distinct operations: matrix multiplication, weight update, and the application of activation
functions. For purely digital computation, these operations
can be reduced to floating-point or fixed-point operations
with an appropriate accuracy requirement. Alternatively,
analog computing elements can be used to perform the
matrix operations. Analog computations for matrix operation exploit the fact that a 2-D matrix can be mapped
into a physical array (Fig. 3) with the same number of
rows and columns as the abstract mathematical object.
At the intersection of each row and column there will
be an element with conductance G that represents the
strength of connection between that row and column (i.e.,
the weight). If we now apply a voltage difference V across
a given row and column, there will be a current flow j
j = GV.

(2)

We can easily generalize this concept for an n × m array
(Fig. 3). At the n rows, we apply the components of a
voltage vector v i (i = 1, . . . , n) and collect the current at
the n columns j j ( j = 1, . . . , m). Simple network analysis
applying Ohm’s and Kirchhoff’s laws relates the current
vectors to the voltage vectors
jj =

n

i=1

g j,i Vi .

(3)

The above equation is exactly equivalent to the
conventional result of a matrix multiplication if we identify the physical array with its connections gi j with the
abstract mathematical construct. The use of analog arrays
allows us to replace two n × m floating-point operations
(n × m multiplications and n × m additions) associated
with vector–matrix multiplication by one single (parallel)
operation. If we now further assume that the connection strengths gi j (i = 1, . . . , n, j = 1, . . . , m) can be
simultaneously changed, the weight update operation can
also be mapped into a single operation (in time). We
would again replace two n × m floating-point operations
by a single operation. The benefit is twofold: 1) we avoid
moving the weight elements from memory to the chip for
processing; and 2) we can replace two n × m floating-

Fig. 3.

Analog memory array—read operation. A time-encoded

signal is applied to the rows and the current is integrated at each
column. The ADC decodes the signal from analog into digital for
further processing. If data flow between layers is time encoded, the
ADC can be eliminated.

point operations by one single operation. Both compute
efficiency and communication are dramatically improved
simultaneously [25]. For backpropagation, matrix multiplications is done with the transposed matrix, simply swapping the rows and columns, including the functionality of
the peripheral circuits.
Of course, this begs the question: If it is that simple, why
are we not doing it already? To understand the answer, we
now will examine this analog process in more detail.
The use of arrays of conductive elements for matrix
multiplication is not new; it was proposed many years
ago [14]. With renewed interest in deep learning, it gained
attention again as a possible solution to accelerate the
required computations [26]–[28]. To maintain the benefits
noted above, this would mean that the weight data are
stored in a physical array, and that all operations are
performed locally with the weights in place (i.e., not
moved in and out of memory). The natural choice for such
arrays come from memory technologies. We seek a memory
solution that 1) can store and retain weights; 2) has a
nondestructive readout mechanism; and 3) has the ability
to read and write the entire memory array in one single
operation. While 1) and 2) are conceivable, 3) is diametral
to conventional memory operation which in its extreme
implementations is optimized for random sequential access
or at least will limited the accessible address space. This
means we might be able to use conventional memory
elements but we must create an array architecture that is
different form the architecture of conventional memory.
The basic array architecture that accomplishes vector–
matrix multiplication as a single operation is a cross-point
array with n rows and m columns, as shown in Fig. 3.
A digital-to-analog (DAC) converts the components of a

1
10





β−1
tint
Vin
>1
β+1
n Rdev k B T

(4)

where k B is the Boltzmann constant and T is the chip temperature. For the estimation of the feedback capacitance
Cint (see also Fig 3), we have
Cint = 40

Vin
Vmax



β−1
β+1



tint
.
Rdev

(5)

The last constraint comes from the fact that the voltage
drop across the metal lines, i.e., within the rows and
columns, should be no more than 10% of the voltage drop
across the device itself
n 2 Rcell
< 0.1.
Rdev
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an individual GPU mini-batch Mb of, for example 128, that
would result in a mini-batch size of 32 768 (for ImageNet
∼5 GB). These data need to be read from the disk and
distributed across the GPUs without creating a bottleneck.
To find the right balance between compute and communication is a key challenge in hardware optimization [22].
Mb
Mb are the time to load the data for
Here tio+GPU
and tGPU
minibatch size Mb onto one GPU and the time to execute
Mb,n g
that minibatch, respectively. In the denominator tio+GPU
N
and tcomm
are the time to load the data onto the node with
n g GPUs and the communication between the N nodes,
respectively. A perfectly balanced system would hide the
communication between nodes and would gate the data
input/output (I/O) for a node by the GPU I/O. That would
result in S = NGPU . Accelerating deep learning on a
distributed system of GPUs is easily generalizable for any
accelerator solution. The solution to the balancing problem
will, however, depend on the accelerator architecture and
the details of the network.
To accelerate deep learning with conventional digital
hardware, the following strategies have been employed: 1)
exploit the possibility of operating with reduced precision
to increase compute efficiency; and 2) use data compression [23] to reduce the amount of data that is moved
between components. Reduced precision provides a very
effective mechanism to improve compute efficiency since it
scales quadratically with the bit width [8], [7]. The use of
reduced precision requires, however, a careful analysis of
the complete algorithmic workflow to understand where,
and to what extent, precision can be reduced without
impacting classification accuracy [24]. The choice of fixedpoint or floating-point arithmetic is another lever that can
be exploited [8]. Again, it is important to understand the
impact of these choices on the performance and versatility
of a given network architecture. Since there is no fundamental theory of deep learning at present, most of these
tradeoffs must be studied empirically, and a certain “safety
margin” must be provided in order to apply these ideas to
networks that have not been explicitly tested.
The appropriate metric for digital computation is the
number of operations performed per second per unit

IV. A N A L O G C O M P U T E F O R
DEEP LEARNING

digital input vector of length n into a time or voltage
encoded signal that is applied to the rows. The resulting
column current is integrated at each column by charging a
capacitor which feeds into an integrator/amplifier circuit
that creates an output voltage Vout that is appropriate
for further processing. The next step at the output would
be to compute the activation function. This can be done
either directly in the analog space, e.g., integrated into
the amplifier function [29], or alternatively the output of
the operational amplifier can be fed into an analog-todigital converter (ADC) to calculate the activation digitally
[we address the performance requirements of the input
(DAC) and output (ADC) elements below]. The benefit
of retaining a time-encoded signal at the output is the
elimination of ADCs (power and real estate) at the cost,
however, of the flexibility that a digital solution might offer
in additional processing capabilities (choice of activation
function, data renormalization, network configurability,
etc.). A critical quantity in this scheme is the integration
time tint needed to accurately determine the integrated
column charge. The integration time depends on the tolerated signal-to-noise ratio (SNR) and is influenced by the
array size n, the dynamic range of the cross-point element
β = gmax /gmin , the operating voltage Vin , and the crosspoint device resistance Rdev = 1/gdev . If we assume an
SNR of 10% at the integrator/amplifier output, the design
tradeoffs are captured by [30]

(6)

Here Rcell is the resistance of the metal line in a unit cell
of the array. Equations (4)–(6) constrain the design of a
suitable analog array for deep learning. They implicitly
assume that no select device is needed. The introduction
of a select device might be necessary, as discussed below,
to compensate for nonideal behavior in the memory elements. The design constraints presented in (4)–(6) provide
the densest array solution for optimal power and performance at the array level. An n × m array configuration
can perform an equivalent of two n × m floating-point
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Fig. 4.

Array sizing tradeoff at constant performance: resistive

noise limit (blue solid line), metal line limit (brown dashed–dotted
line), integrator capacitance limit (gray dashed–dashed line).
Parameters used are: t

= 80 ns, R

= 144 mΩ, V

and V

= 1 V,

β = . Shaded area indicates optimal device operation
range 5 to 25 MΩ.

wi, j = wi, j + εxi δ j

(7)

with xi the forward path input vector into layer L, δ j
the backpropagated error vector coming from layer L + 1
and ε the learning rate, which is a hyperparameter that
is adjusted for optimal performance (accuracy and speed).
In matrix multiplication, the conductances in the array are
6
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Fig. 5.

Analog array—weight update. Rows (x) and columns (δ)

receive a bit stream BL of K constant voltage pulses. Weight update
occurs where row and column pulses coincide.

circuits. At the core of this scheme is the response of the
material to coinciding pulses at the cross points of the rows
and columns. Ideally, the conductance at the cross point
will change by a maximum amount �gi j when there is a
coincidence between pulses on the row and column and
the voltage across the device is 2 V. “Half-select” condition,
e.g., a pulse on the row but not the column, can also cause
a response in the material. For materials with a switching
threshold, the signal voltage V can be chosen to be lower
than the threshold to avoid the half-select problem. This
is not always possible and the “half-select” problem can
degrade performance. However, with stochastic bit stream
encoding, the half-select problem can be mitigated due to
random averaging of the half-select signals. Coincidence
events permit a certain tolerance which would result in a
fluctuation of the learning rate. The goal is to compute all
weight updates in parallel. Since both the row and column
inputs could carry a sign, the array update will require four
cycles (++, -+, +-, - -) with the correct pulse polarity. The
time that is needed for that will be determined by the pulse
length tpulse and the length K B L of the stimulus bit stream
tupdate = 4K B L tpulse .

(8)

Both are hyperparameters that need to be adjusted for
optimal performance. Their values will depend on the
materials used for the cross point and on the network
architecture [31].
To estimate the cycle time per layer of the network we
add the times for the forward and backward passes to the
weight update time
tcycle = 2tint + tupdate .

(9)

To this we must add the overhead that comes from
the DAC, ADC, other digital computations, and the

communication between digital and analog components.
With a proper choice of architecture some of these can
be hidden through proper pipelining and others represent
a genuine constraint. For instance, when the ADCs are
sampling the output voltage at the opamp, the array can
already process the vector–matrix multiplication and data
could be encoded at the DAC. The number of analog
arrays, or tiles, that can be operated in parallel will
depend on the available on-chip data rate and the onchip memory. From a network-on-chip (NoC) prospective,
an optimal solution requires balance between the optimal
number of analog tiles, digital backbone, on-chip memory,
and on-chip communication bandwidth. The tradeoffs are
like those discussed above [see (1)], however without
the weight movement which reduces the data amount
significantly. In addition, these must be balanced with offchip I/O. We will not discuss the system design aspects
further, but will focus on the operation of a single analog
tile.
There are two key considerations that need to be
addressed to understand performance quantitatively:
1) the digital/analog interface requirements; and 2) the
material properties of the cross-point elements. To study
the impact of the A/D interface and the impact of crosspoint material properties, we constructed a simulation
tool [30] that captures the impact of the peripheral circuits, e.g., DAC and ADC accuracy, SNR sensitivity of the
integrator/amplifier, as well as the switching behavior of
the cross-point element, including device-to-device variation, stochasticity, and cycle-to-cycle variations in a single
device. We do not consider a detailed circuit model for the
periphery [32] but maintain an abstraction level that captures the interaction of the A/D and D/A conversion with
the properties of the analog elements on the algorithmic
performance for easy scalability to larger more complex
networks. The typical switching behavior of NVM materials
depends very strongly on the switching mechanism. The
weight elements can be positive and negative and will,
during training, move up and down, often changing sign.
Since physical conductivities are always positive, signed
weights can only be realized using a differential signal. The
differential signal can be obtained either by associating
two conductivities G + and G − to one cross point
G = G+ − G−
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operations at constant time. With an integration time tint
this gives the equivalent performance of two n × m/tint
ops/s. For example, parallel processing of a square 1000 ×
1000 array with tint = 1μs corresponds to 2 Tops/s. If
the integration is reduced to 80 ns and the array size
increased to 4000 × 4000, the throughput is equivalent to
400 Tops/s. Basic restrictions on noise, voltage drop in
the metallic cross-bar lines, and integrator capacitance size
will limit the practical array size. For example, the tradeoff
between cross-point element resistance and array size is
shown in Fig. 4, at constant performance, e.g., integration
time. On the one hand, a larger device resistance enables
a larger array at a given metallization technology because
the voltage drop in the metal lines will remain relatively
small compared to Rdev . On the other hand, a larger resistance increases the thermal noise. Array size and device
resistance will be optimal at near the cross point of these
two factors. For low resistance and array size tradeoff,
the integrator capacitor will (at the constant performance
scaling) be the limiting factor since the integrator circuit
needs to fit into the array pitch which is difficult if the
required capacitance is too large. Adjusting performance
(smaller integration time for smaller arrays) will remedy
this situation.
The vector–matrix multiply function is rather straightforward to implement. In the backpropagation algorithm,
vector–matrix multiplication occurs in both the forward
and backward paths. The third component of the BP algorithm is the weight update. During training, the weights
(or conductances) are updated according to

considered fixed, and are merely sampled by applying a
voltage. The weight update process is considerably more
complex. Here the weights must be changed in response to
xi and δ j . The challenge is to execute the weight change
locally—at each individual cross-point element—for all
array elements at the same time. This requires a physical
mechanism in which resistance of the cross-point material
changes in response to a stimulus. One class of material
that has this property is nonvolatile memory (NVM). Nonvolatility means that the conductance of the element, i.e.,
the weight value, persists over a considerable time. Typical
NVM elements are used to store a small number of bits
(e.g., one or two) in such a way that the stored information
can be recovered individually for each element. For deep
learning applications, many more states per device must
be accessible to enable an incremental (or analog) weight
change during training. We will see below that required
properties of NVM elements for deep learning are qualitatively different from materials optimized for conventional
memory applications. For example, the required changes
in the conductance level are more gradual and that it is,
in general, not necessary to recover the conductance of a
single element.
There are many potential schemes for updating the
conductances of the cross-point elements. For example,
a selector device could be used so that each device in
the array is independently updated in a serial fashion.
Closed-loop iterative methods can be implemented to precisely adjust each conductance. However, these methods
increase circuit complexity and are too slow for practical applications. Furthermore, as noted above, parallel
weight update would result in significantly higher throughput. One scheme that enables open-loop, parallel weight
update without a selector device is shown in Fig. 5. The
approach exploits coincidence between voltage signals on
both the rows and columns. A sequence of voltage pulses
representing the input vector x is applied to the rows.
Similarly, a sequence of voltage pulses representing the
backpropagating error vector δ are applied to the columns.
The components of these vectors are time-encoded representations [29], i.e., series of pulses of constant voltage
and length, for both the input vector x and the error vector
δ. The encoding scheme discretizes the analog input signal
into a fixed bit stream of K bits. Each bit consists of a fixedlength voltage pulse with an amplitude of 0 or V , with
the number of nonzero pulses for each input component
ki would be proportional to the input vector component
xi . The finite quantization will require a rounding to fit
the grid. A stochastic rounding procedure turns out to be
beneficial for the robustness of algorithm. An alternative
approach is to encode row and column signal as stochastic
bit stream of length K [30]. The number of nonzero pulses
ki in that bit stream would then, in average, be proportional to the input signal xi . In both cases, K could be used
as an adjustable parameter that will modulate the learning rate. Encoding the signals into bit streams with constant voltage pulse sequences will simplify the peripheral
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(10)

or comparing a local cross-point conductance G local to a
global reference G global for all elements
G = G local − G global .

(11)

Changes in the conductivity need to be small to avoid
convergence problems in the algorithm. In deep learning
software solutions, the change in weight is controlled
by the learning rate ε [see (7)]. Weight changes that
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Fig. 6.
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(a) One-sided switching: Conductivity can only change gradually in one direction. Conductance level will eventually saturate and

the differential signal will not change anymore. (b) Two-sided switching: Conductivity can gradually switch up and down. Differential signal is
measured against a fixed reference (global or local).

1) One-sided or unipolar switching. These are materials
that show a gradual change of conductivity in one
branch, usually the set branch, and are abrupt in the
other [Fig. 6(a)]. In practice, the conductivity can
only be gradually changed in one direction.
2) Two-sided or bipolar switching. These materials
show gradual change in both set and reset branch
[Fig. 6(b)]. Gradual conductivity changes can be
made in either direction.
The switching behavior can be further classified as either
linear or nonlinear depending on the number of stimulus
pulses and the conductance state. As indicated in Fig. 6(a),
the nonlinearity can lead to a saturation since conductance change is only in one direction. For a two-sided
switching device, symmetric switching means that under
the same number of potentiation and successive depression
pulses the device returns to its original conductance level.
This last requirement is more general than linear switching since symmetric switching does not require linearity.
8
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In operation, one-sided switching devices must be paired,
with one element carrying the potentiation and the other
the depression signal as shown in Fig. 6(a). The net
conductance is the difference between the conductances
of the individual elements. To achieve symmetric weight
update, the pair needs to match in their linearity. For the
two-sided device, it is possible to use a global reference
(a column for forward or row for backward propagation)
since the conductivity in the cross point can move locally
up and down [Fig. 6(b)]. The reference element however
must be the same for all rows and columns because the
weights need to be the same for forward and backward
propagation. A local fixed reference would eliminate this
restriction at the cost of array size or process complexity
(stacked arrays). The requirements for the cross-point
materials for use in deep learning training can be explored
using a fully analog deep learning model. The subtleties
in the material properties are incorporated into our device
switching model. It incorporates spatial variations (deviceto-device) and temporal stochastic behavior (coincidenceto-coincidence) shown in Fig. 7.
To understand the interdependence of the digital interface, material properties, and the BP algorithm, we implemented a three-layer FCN (784, 256, 128, 10) for the
handwritten character data set MNIST and investigated
the training performance, sensitivity to device parameters,
and the A/D interface specifications [30]. We find that
the performance of the FCN is robust against stochastic
behavior for certain properties and less tolerant to others,
as summarized in Fig. 7. Regarding the material properties, the most important attributes are: 1) weight movement for potentiation and depression must be symmetric
within 2%; and 2) the granularity of the weight update
requires 1000 steps ( 10 b), on average, between minimum
and maximum conductance values in the case that all
variations are considered simultaneously. Relaxed requirements are observed for individual components which is
a nonphysical situation. A 5-b DAC and a 9-b ADC are

required, and a noise level of 6% can be tolerated at the
integrator/amplifier output. The MNIST data set is very
small, with only about 60 000 images, and the FCN that
is used for training has 235 000 weight parameters. For
comparison, the recent networks [6] used for training on
the ImageNet data set, with 1.2 million pictures, have
tens of millions of parameters and many layers [Alexnet
61 million weights, five convolutions, and three fully connected layers; ResNet 50 25.5 million weights, 53 convolutions, and one fully connected layer(s)]. It is not clear,
at present, if the sensitivity analysis presented here holds
true when the networks are massively scaled. In a more
recent analysis, we have shown that convolution layers
can be implemented with the same device parameters if
noise and bound management is introduced at the digital
peripheries [31] and that stochastic rounding is beneficial
for larger LSTM networks [33]. The sensitivity analysis
provides a set of target material properties for useful crosspoint elements to implement the BP algorithm for deep
learning networks. Given the material parameters, we can

estimate the performance of a given tile. In Fig. 8, we show
an example for the performance as a function of array size
for one layer in a fully connected network (FCN, LSTM).
For a convolutional layer, power and performance will
degrade significantly due to the mapping discussed above
(Fig. 1). In contrast to the trend in GPU-based convolutional networks, analog arrays would favor larger kernels.
The operation conditions for the example are: integration
time 80 ns, sharing 16 rows (columns) per ADC [34] with a
sampling rate of 200 M samples/s at an energy of 23 pJ per
sample and Rdev 24 M. An on-chip data rate of 90 GB/s
is required for the largest tile. In modern NoC, TB/s of onchip band width is available which gives enough headroom
for the communication between tiles. Latency due to the
additional digital operations (activation, data renormalization, etc.) can be mostly hidden by pipelined design. Building a NoC with multiple analog tiles as a primary building
block can therefore provide a performance potential in the
thousands of Tops/W/s on chip.
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increase the weight value are called potentiation, and
weight changes that decrease the weight value are called
depression. Material properties for NVM do not map in a
natural way into the requirements for the weight movements, mainly because the response to a given stimulus
depends both on the value of the weight and the sign of the
stimulus [27]. Ideally, the response would be linear (independent of the weight value) and symmetric (independent
of the sign of the stimulus). For many NVM materials,
conductance increase is associated with the set operation
and conductive decrease with the reset operation, e.g.,
phase change memory (PCM) and resistive random-access
memory (RRAM). In general, for existing NVM materials, these two processes are very different due to the
underlying physical mechanisms. NVM materials can be
distinguished by the detailed switching properties of these
two branches. There are several materials available that
fall under the following categories (Fig. 6).

Fig. 7. Important device variability components. Δ
minimum step from device to device (spatial) and from coincidence to coincidence
−/C
(temporal). Device to device weight range . Overall up (+) and down (-) change Δ
and up (+) and down (-) ratio for a single device
−
C
Δ
/Δ
. The table shows individual sensitivity and combined sensitivity at 0.3% penalty from floating-point results.

V. M AT E R I A L S

Fig. 8.

Performance, power, and data rate for a single tile with an

input vector of size 500, 1000, and 4000.

To capitalize on this performance potential, further innovation is required. Either more-ideal material systems must
be identified or circuit solutions must be developed that
can accommodate imperfect materials. The latter will,
however, come at a cost of performance, power, and
area since it will need an overhead that can be avoided
if suitable materials are identified. A third solution are
innovations or modifications of existing learning algorithms that can function with imperfect devices and take
advantage of the array architecture. Ultimately, the classification accuracy of analog-based solutions needs to be
on-par with that of digital solutions, however with the
benefit of better power and performance. Conventional
NVM materials are optimized for memory applications that
require a large SNR ratio [Fig. 9(a)] to securely recover the
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Fig. 9.

(a) Memory elements have well separated resistive states

that allow individually read out. (b) Deep leaning requires gradual
symmetric changes. Individual states will not be read out except in
case that an occasional reset is required (one-sided switch).
(a) Binary change. (b) Incremental change.

A. Phase Change Memory (PCM)
In PCM, different conductance levels are created by
changing the morphology of chalcogenide layers from
amorphous to crystalline [36]. This transition is thermally
10
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B. Resistive Random-Access Memory (RRAM)
The basic architecture of an RRAM device is a
metal–oxide film sandwiched between appropriate metal
contacts [41], [42]. The top contact controls the infusion
of oxygen vacancies to form a conductive filament that
consists of substoichiometric oxide. The conductivity of
the device is determined by the proximity of the filament
to the bottom contact. The conductivity is controlled by
growing (set) or shrinking (reset) the size of the filament. The filament formation (set) and dissolution (reset)
are reversible which enables conduction changes in both
directions. Although both branches can show a gradual
change in conductivity the observed changes are not symmetric. Most RRAM devices require a formation process
that establishes the conducting filament. This formation
process will determine the base resistance of the RRAM
device and it is known that a proper current control during

the formation process can serve to modulate the operating
resistance range of the device. As with PCM, the change
of the conductance depends on structural changes at the
atomic level, and therefore is intrinsically stochastic. Controlling the filament formation and dissolution, as well as
engineering symmetric set and reset behavior, are the key
challenges for RRAM. Convincing hardware demonstration
for deep learning training with RRAM is still lacking.
However, simulations that incorporate RRAM devices with
improved device characteristic [43] are encouraging. The
use of a select device for RRAM can be avoided if a material combination is found that has a controlled filament
formation that does not require the active current limiting
needed for current devices.

Fig. 10.

Metal/ferroelectric/dielectric/metal tunnel junction.

Polarization domains are modulated by an applied voltage and
changing the interface barriers with respect to the Fermi energy EF
to modulate the tunnel current [51].

C. Conductive Bridge Random Access
Memory (CBRAM)
In contrast to RRAM, in a CBRAM, a conductive path
is formed by mobile metal ions that move through an
electrolyte or dielectric [44], [45]. The typical stack of an
CBRAM consists of an inert electrode, a solid electrolyte
or dielectric, and an electrochemically active electrode.
The motion of the metal ions is controlled by applying a
voltage to the stack and it is reversible. There are a variety
of material combinations discussed in the literature for
this type of device, mostly addressing their use in memory
applications. More recently they have also been considered
as cross-point elements for analog arrays for deep learning.
A simple stack of Cu/SiO2 /W showed interesting gradual
switching properties for set and reset branches [46], however with the caveat that variable voltage pulses were used,
which is impractical for an array implementation. That
work suggests that a two-layer diffusive model can explain
the linear switching of this stack and would possibly reduce
the stochasticity of the switching process.

D. Ferroelectric Devices
A ferroelectric device is a stack of a thin dielectric, ferroelectric material (FE) located between a suitable metal
electrode and a substrate. While initial material stacks
were based on ferroelectric perovskites, HfO2 -based stacks
are easier to integrate with conventional CMOS [47].
Ferroelectric materials will respond to an external field
by changing their electric polarization, either by moving
domain wall boundaries or by directly flipping the polarization of a small crystalline domain. In FE devices, the
polarization modulates the interface barriers in the stack
(Fig. 10) that can either be used to tune a threshold voltage
of a field-effect transistor (FET) or to modulate a current
through a tunable tunnel junction. Both applications have
been proposed for a synaptic device. While the FET solution is a three-terminal device, the tunnel junction is a
two-terminal device that will provide higher density for a
cross-point array due to its smaller size. Proposals to use
the adjustable channel conductance of ferroelectric (FE)
FETs as a synaptic weight date back to the early 1990s.

Significant progress has been made using perovskite ferroelectrics such as Pb(Zr,Ti)O3 . Yet, implementation on a
conventional silicon CMOS platform remains challenging,
due to incompatibilities with CMOS processing. The recent
discovery of a previously unknown FE phase of HfO2
(FE–HfO2 ) [48], [49], has the potential to remove the integration challenges of the traditional perovskite-based FE
materials. Ferroelectric two-terminal (capacitor or resistor)
and three-terminal (transistor) devices can thus be built
from conventional high-k/metal gate materials [50], [51]
used in commercial CMOS logic FETs, albeit with different
processing and doping to achieve ferroelectric behavior.
This opens the possibility of implementing a variety of
tunable solutions on a CMOS platform, e.g., FeFETs, FE
capacitors controlling conventional FET gates, or metal–
FE–metal (MFM) ferroelectric tunnel junctions (FTJs) that
might be useful as synaptic device. The outstanding issues
are the demonstration of gradual symmetric switching
under constant voltage pulse stimulation, switching distributions that meet the requirements outlined above, operating conditions that allow energy-efficient operation, and
dimensional scalability.
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stored information. Therefore, only a few, or even just two,
conductance levels are supported in conventional NVM.
Since the cross-point elements in a deep learning array are
never accessed in a sequential fashion the individual state
is never captured. What matters is the accumulated column
(row) signal (Fig. 3), which is an averaged quantity. Our
sensitivity analysis shows that, unlike a conventional memory, a certain degree of variation is tolerable in a single element. The deep learning training process is self-correcting
with self-consistent weight updates. However, small and
symmetric weight changes, as shown in Fig. 9(b), are
strict requirements. For one-sided switching elements, the
requirement for symmetric switching will require locally
matched linear switching behavior for G + and G − to
realize accurate differential operation. Nonlinearities will
impact the network performance significantly [35]. For
the two-sided switching devices, symmetric switching in
both the set and reset branch is required while linearity is
less important. There are several NVM materials that have
been explored for deep learning. No winner has emerged
as a competitive solution for deep learning training. For
inference-only the material constraints are relaxed: no
symmetric switching is required, and the granularity (number of states) can be significantly reduced. The weight
transfer from a trained floating-point model to an analog
array can be done sequentially (node by node, row by
row, or column by column) with closed-loop feedback
to guarantee accuracy. We find that a replication of the
floating-point weights within a 5% error is sufficient to
replicate the classification error of the original model.
However, inference-only will stress cross-point array yield
since the training process implicitly assumes all cells are
functional.
Popular materials that are investigated for use in analog
arrays for deep learning networks are as follows.

activated and therefore requires a heater. This heating
element can be the PCM material itself (i.e., Joule heating)
if fed with a critical current density. Typically, the memory
element (chalcogenide layers) is in series with a low
resistive contact material of small diameter to supply the
high current density that provides the energy for the phase
transition. The amorphous material gradually crystalizes in
a moving front, lowering the resistance. This mechanism
eventually saturates, and no further conductance increase
is possible. To return the element into the high resistive
state a high and fast current pulse will melt the material
and return it to the amorphous (high resistance) state. The
conductance change in this process is very abrupt. PCM
is therefore a 1-D switch with a gradual set (amorphous
–> crystalline) and an abrupt reset (crystalline –> amorphous). Since the switching process is related to a change
of crystal structure, PCM switching shows stochasticity and
relaxation phenomena during the set process which can
influence the training process due to unacceptable (and
unintended) weight changes between updates [37], [38].
Despite this, PCM materials have been successfully used
for deep learning [29], [39]. The work around for the saturation of the conductivity is to periodically reset both the
G + and G − conductances while maintaining the difference
which is proportional to the weight [35]. This operation
requires a select device because the reset operation needs
to be executed on a small number of devices and not on the
array. Recently significant progress has been reported by
combining the PCM element with a capacitor and separating leading and trailing digits of the weight [40]. Frequent
weight updates during training are performed by modulating the charge on a capacitor and periodically the weight
information is transferred to the PCM element when a
critical charge state is reached. This separation ensures a
symmetric update for frequently changing weight increments and provides nonvolatility for the most significant
digits of the weight, thus, circumventing the limitations of
the unipolar switching PCM material.
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E. Electrochemical Device
Electrochemical devices are a newcomer in the field of
contenders for an analog array element for deep learning.
The device idea, however, has been around for a long time
and is related to the basic principle of a battery [52].
Compared to the previously discussed switches, which
only required two terminals, this switch required three
terminals. The device structure, shown in Fig. 11, is a
stack of an insulator that forms the channel between
two contacts source and drain, an electrolyte, and a top
electrode (reference electrode). Proper bias between the
reference electrode and the channel contacts will drive
a chemical reaction at the host/electrolyte interface in
which positive ions in the electrolyte react with the host,
effectively doping the host material. Charge neutrality
requires the free carriers to enter the channel through the
P ROCEEDINGS OF THE IEEE
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Fig. 11.

Three-terminal electrochemical device. Applying bias

between the reference (top) and S/D electrodes moves ions in and
out of the channel (host matrix). To maintain charge state of the
channel reference electrode must be disconnected after write.

F. Floating Gate Devices
Floating gate devices for use in analog arrays for DNN
were proposed in the early 1990s [55], [56] coinciding
with the emerging Flash memory technology. The weights
are represented by charges stored in the floating gate of
cross-point cell device. The analysis of the required switching properties matches our results with respect to symmetry and weight granularity. To meet these requirements,
a modified cell design was proposed, albeit with a very
large cell size. There are two additional concerns for using
floating gate devices for deep learning analog arrays: write
12
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speed and durability. During the write process, the charge
injection into the floating gate is either accommodated by
hot electron effects or by tunneling. Both processes are
relatively slow and require high voltages. They also tend to
damage the gate dielectric and lead to a limit on durability
of about 105 − 106 write cycles. The number of weight
updates for training on the 1.2 million ImageNet samples
with a minibatch size of 256 at 50 epochs is 2.3∗ 105 .
Recently, proposals have emerged to take advantage of the
3-D stacked architecture for NAND flash or solid-state drive
(SSD) configurations [57] for deep learning applications.
Due to the limitations on endurability and high voltage
operation, it is questionable if floating gate devices are
competitive for deep learning training. They might, however, be useful for inference as only the read operation is
required.

achieve in hardware. The input matrix size, for instance,
for the first convolution layer for the small CNN LeNET
(MNIST) is 576 and for AlexNET (ImageNET) is 3025
which would require retention times τret in access of several minutes or more which are unrealistic to achieve.
A controlled symmetrical change of charge requires the
use of current sources: one for injecting charges, the
other for extracting charges. These are usually done with
simple FETs that operate in saturation. In the dormant
state, they are turned off and leak. This leakage will
discharge(charge) the capacitor which is needed to hold
the charges to a certain level. With the definition of the
retention time, we find

G. Analog CMOS

With the retention time in 1-s range and Vcap in the range
of 1 V, a very low leakage CMOS technology is required.
With an area capacitance of 470 fF/μm2 that can be
achieved for an eDRAM technology [60] real estate for the
capacitor would scale as 2(Ilkg /pA) × (τret /s)μm2 . Therefore, an ultralow leakage CMOS technology is required
for a competitive arrays size. In addition to these simple
scaling considerations, the effect of the device variations
on the scaling behavior of the cell needs to be explored in
more details for the implementation of a robust learning
algorithm.

In a DRAM, stored charge is used to represent a single
bit. Conceptually, the amount of stored charge could be
used to represent an analog weight. However, the translation from DRAM to an analog array for deep learning is
unfortunately not as straightforward as one might imagine [58]. In DRAM, the charge state of the capacitor is
destroyed during the read operation. However, the read
mechanism remembers the state and writes it right back.
Unfortunately, the writeback operation can only restore the
signal to the rails: high or low, which is sufficient for the
DRAM but not for a deep learning array where the weights
are an arbitrary level between the high and low state. An
addition concern is that charge leaks out of the capacitor,
and to compensate for this, the entire DRAM array is
periodically refreshed. The typical period for the refresh
operation is in the order 32–64 ms, while the characteristic
leakage time, the retention time τret , in which 50% of the
cells fail to give the correct signal, is in the several-second
regime. For deep learning, we need to avoid destructive
reads and compensate for charge leakage. If we assume a
time � between weight updates of the order of 200 ns,
and a retention time in the order of seconds, the updated
weight will decay according to


�
w ←w 1−
.
τret

(12)

This has the same form as the weight decay produced by L2
regularization [59] which is a method to avoid overfitting.
Typical values for the decay in the software world are
about 10−5 –10−6 . By comparison we find the required
retention of the order of several seconds. A word of caution
is in order since we assumed a cycle time of 200 ns
between updates. For convolutional networks as discussed
above the input is a matrix with [(n − k)/s + 1]2 columns.
The time between updates will then be approximately
[(n −k)/s +1]2 × 200 ns, which would increase the required
retention time τret by [(n − k)/s + 1]2 , which is difficult to

C≈

Ilkg τret
.
Vcap

(13)

VI. C O N C L U S I O N
Now artificial intelligence (AI) is synonymous with deep
learning. The desire to apply deep learning to all facets of
life is reminiscent of the pervasive use of microelectronics

enabled by traditional scaling. We are far away from a
similar scaling law for deep learning; in fact we do not even
have a fundamental theory that can guide us. Progress
is being made by brute force: we develop more complex
neural networks with tens of millions of parameters, collect
and curate huge labeled data sets, and find the hardware
to run the algorithms. For a pervasive use of deep learning,
cost is a major issue. Cost means the time to build models
and the computational resources that are needed to train
and execute them. The realization that GPUs are a good
fit for these tasks was a critical enabling step. However, it
is now clear that specialized hardware that is customized
for deep learning can do better than conventional GPUs.
We are already seeing the emergence of a new generation
of deep learning accelerator hardware: trading general use
for compute efficiency, which ultimately means cost. Unfortunately, the shear complexity of building and training
models forces us to look at the solution at the system level,
where several deep learning accelerators work together
to solve the problem. We have only briefly touched on
the system aspects for deep learning machines, but these
issues will ultimately determine the viability of new AI
hardware accelerators. Our discussion focused on the basic
design and material properties issues that need to be
addressed for analog accelerators. Only if we can show, in
a convincing manner, that these are solvable do questions
concerning system-level integration become relevant. We
do not expect that analog computing for deep leaning
will drive a fundamentally new ecosystem but rather will
augment the existing, digital one. We will see a continued
push to improve neural networks and to push digital hardware solutions to the limit of what is possible. The analog
solutions, if successful, should be ready to fit seamlessly
into this evolution.
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channel contacts. If the connection between the reference
electrode and the channel contacts is terminated after the
write step the channel will maintain its state of increased
conductivity. The read process is simply the current flow
between the two channel contacts, source and drain, with
the reference electrode floating. It has been shown [53]
that almost symmetric switching can be achieved if the
reference electrode is controlled with a current source.
Regarding the switching requirements, the group obtained
similar criteria [54] that are shown above. Voltage control
of the reference electrode leads to strongly asymmetric
behavior due to the buildup of an open circuit voltage
(VCO) that can depend on the charge state of the host.
If the reference electrode voltage compensates for VCO,
almost symmetric switching can be achieved as well. For
a voltage controlled analog array for deep learning, this
device is not suited since every cell would require an
individual compensation depending on its conductivity.
Possible solutions are low VCO material stacks.
With the tunable resistive elements at different states
of maturity, the question is as follows: Can we implement analog arrays for deep learning with existing CMOS
technology options? Charge is the natural agent in the
CMOS world to represent the weights. Charges can be
stored either on a floating gate of an EPROM device or
in a capacitor. Both possibilities are explored and for both
the main switching properties we discussed above hold:
symmetricity in potentiation and depression and sufficient
granularity in the change.
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I.

INTRODUCTION

The success of deep learning is related to the availability of
large data sets and the use of GPUs to implement the training
with the back-propagation algorithm. While different solutions
are pursued to increase computing efficiency, the von Neumann
bottleneck may eventually prevent further progress.
Neuromorphic computing has emerged as a new computing
paradigm to enable massively parallel analog computing for
deep learning. For example, a new architecture of resistive
processing unit (RPU) could provide 30,000× acceleration
compared to state-of-the-art CPU/GPU in training deep neural
networks [1]. Experimentally, various nonvolatile memories
(NVMs), such as resistive random-access memory (ReRAM)
and phase-change memory (PCM), have been evaluated as
synaptic elements to build prototype neural networks [2-3].
While such NVMs have recently shown encouraging results for
inference, their success in training neural network is hampered
by their non-ideal switching characteristics, such as asymmetric
weight update, stochasticity, and limited endurance.
To circumvent those intrinsic flaws, nonvolatile
electrochemical switches have been proposed as artificial
synapses for neuromorphic computing [4-5]. As a trade-off for
cell complexity using three-terminal device, their read and write
operations are decoupled, allowing for better endurance and
low-energy switching while maintaining nonvolatility. More
importantly, the electrochemically driven intercalation or redox
reaction can be precisely and reversibly controlled by the
amount of charge through the gate, so they can provide
symmetric switching with plentiful discrete states and reduced
stochasticity. Indeed, symmetric second-scale switching has
been shown on millimeter-size redox transistors with Li1-xCoO2

channel [4]. Meanwhile, organic electrochemical transistors
have shown millisecond switching and low switching energy of
10 pJ [5]. However, a clear path to nanosecond switching and
device scaling in solid-state electrochemical transistors with
sufficient dynamic range remained to be demonstrated to make
them technologically relevant. In this work, a nonvolatile
ECRAM with up to 1000 discrete conductance levels and large
dynamic range is fabricated. Sub-micron devices and highspeed write with pulse down to 5 ns are demonstrated for the
first time. An ultralow switching energy ~1 fJ is projected for
scaled devices. ECRAM emerges as a promising candidate for
high-speed, low-power neuromorphic computing.
II.

SWITCHING CHARACTERISTICS OF ECRAM

Fig. 1 illustrates the device structure of ECRAM, where Li
ions are electrochemically driven by the gate to (de)intercalate
into WO3 to change its conductance for synaptic weight update.
Lithium phosphorous oxynitride (LiPON) is used as a solidstate electrolyte. The amount of Li ions intercalated in WO3 is
precisely controlled by the gate current and this process is
reversible, enabling symmetric update. In operation, series of
positive (negative) current pulses are fed into the gate for
potentiation (depression). As shown in Fig. 2, a typical
ECRAM is sequentially programmed with 50 up then 50 down
pulses (amplitude IG = ±100 pA and width tw = 5 s), featuring
good symmetry and a large conductance dynamic range ~ 40.
The zoom-in view shows discrete conductance states and good
retention during read (tr = 5 s) when the gate is floating. It
should be noted that the conductance G and its change per pulse
G can be tuned by pulse width/amplitude (see Figs. 10-12
later), device geometry, and material engineering. Such a wide
tunability provides advantages over filamentary-type NVMs
and previously reported electrochemical switches.
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Abstract—We demonstrate a nonvolatile Electro-Chemical
Random-Access Memory (ECRAM) based on lithium (Li) ion
intercalation in tungsten oxide (WO3) for high-speed, lowpower neuromorphic computing. Symmetric and linear update
on the channel conductance is achieved using gate current
pulses, where up to 1000 discrete states with large dynamic
range and good retention are demonstrated. MNIST simulation
based on the experimental data shows an accuracy of 96%. For
the first time, high-speed programming with pulse width down
to 5 ns and device operation at scales down to 300×300 nm2
are shown, confirming the technological relevance of ECRAM
for neuromorphic array implementation. It is also verified that
the conductance change scales linearly with pulse width,
amplitude and charge, projecting an ultralow switching energy
~1 fJ for 100×100 nm2 devices.

Cycling within a smaller dynamic range achieves a better
linearity and symmetry in switching (Fig. 3). Here on average
55 up/down pulses (IG = ±100 pA and tw = 1 s) are used to cycle
G between 1 nS and 3 nS, showing good reproducibility. In Fig.
4a, the switching nonlinearity analysis yields nonlinearity of 
= 0.347 and 0.268 for potentiation and depression, respectively,
representing near-ideal symmetry and linearity compared to
literature (see Table 1) [6-7]. The cycle-to-cycle variations
from Fig. 3 (assuming device-to-device variation of  = 30%)
is also used in neural network training simulations to yield a
more practical classification accuracy. Fig. 4b shows the
extracted G+ and G− per up/down pulse as a function of G
over 100 cycles. The asymmetry AS = |G+/G−| is also plotted
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CONCLUSION

In conclusion, we have fabricated a nonvolatile WO3-based
ECRAM that relies on electrochemically driven Li-ion
intercalation for neuromorphic computing. Compared to
conventional NVMs, ECRAM has shown many unique merits
in switching, including superior symmetry and linearity,
discrete conductance states with less stochasticity, large
dynamic range, and excellent endurance. It is verified that the
weight update scales with pulse charge and device size,
projecting an ultralow switching energy down to 1 fJ. For the
first time, programming with sub-µs pulses and sub-micron
devices have both been demonstrated. As summarized in Table
1, our work, representing near-ideal symmetry and linearity
compared to the literature surveyed in Refs. [6-7], paves the
path for using ECRAM in future neuromorphic computing.

S

+

24

GDS (nS)

To shed light on device scaling, Fig. 14 demonstrates the
switching on a ECRAM device with 1 m channel length,
where much smaller current pulses of IG = ±1 pA with tw = 5 s
are used for weight update. The scaled device still shows
discrete conductance states with good retention and an even
larger dynamic range > 103. Fig. 15 further shows switching on
a 300×300 nm2 ECRAM with 100 discrete conductance levels.
This demonstrates, for the first time, multi-level operation of
ECRAM at scales relevant for large-array implementation. Fig.
16 shows that the average G scales roughly linearly with the
normalized charge by area Q/A. Note that the shortest device
channel length on this graph is 500 nm; the smaller devices
exhibit an offset G scaling due to geometry effects and distinct
patterning. The switching energy E, normalized by G, is
plotted as a function of the device size A in Fig. 17, which also
exhibits linear scaling. It is then extrapolated to yield E/G ~
10−4 J/S for an ultra-scaled device of 100×100 nm2 (assuming
no geometry effects). Using this number, we can estimate the
required current pulse amplitude IG for a given pulse width tw
to achieve the target G, as shown in Fig. 18. For example,
given tw = 10 ns, IG = 10 A is needed to yield G = 1 nS, or
just 100 nA for G = 0.01 nS, which corresponds to an ultralow
switching energy of about 1 fJ, matching the ultimate energy
efficiency of the human brain (~1−10 fJ per synaptic event).

Error rate (%)

To further understand the programmability of our ECRAM,
we perform systematic cycling tests with various pulse widths
(tw) and amplitudes (IG). Fig. 10 displays G as a function of tw
down to 5 ns while keeping the identical IG = ±1 mA. In Fig.
11, we show G as a function of IG down to ±20 A with fixed
tw =100 ns. Both trends clearly reveal a linear scaling relation
between G and pulse charge Q (= IG × tw), which reaffirms the
charge-driven nature of ECRAM programming mechanism as
shown in Fig. 12. Here the data from Fig. 3 with tw ~ 1 s is also
plotted, showing consistency over a wide range of pulse widths.
The inset in Fig. 12 shows that the linear scaling holds down to
2 pC, corresponding to a low switching energy of ~2 pJ per

IV. SCALING AND PROJECTION

V.

+

+

Error rate (%)

To demonstrate high-speed programming of ECRAM, we
implement a circuit in which the drain terminals of discrete
PFET and NFET are connected at the gate of ECRAM as shown
in Fig. 7. Here the PFET (NFET) serves as a current source to
supply fast current pulses to potentiate (depress) ECRAM by
turning on the FETs exclusively. This circuit can be used as a
unit cell in an ECRAM-based cross-point array [7]. Using this
setup, we demonstrate the first successful sub-µs programming
of electrochemical switches. Fig. 8 shows reproducible cycling
through nonvolatile discrete levels with 1 s pulses with IG =
±100 A. Fig. 9 shows reproducible cycling with 5 ns pulses
with IG = ±1 mA. Here the programmed conductance levels are
read 1.5 s (pulse period) after each pulse. Write-induced
transients that can affect the update frequency and implications
of current vs voltage operation are discussed elsewhere [9];
material optimization and improved device design are needed
to further accelerate read and update in scaled ECRAM. We
note that the switching symmetry is slightly degraded compared
to Fig. 3, due to the non-ideal characteristics of current source
FETs: finite output resistance and non-zero drain leakages.
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III. HIGH-SPEED PULSE MEASUREMENTS

e¯

.

update (assuming an average gate voltage of 1 V). In addition,
our ECRAM has shown excellent endurance and no
degradation in symmetry across 1000 levels after being cycled
with 105 pulses, as shown in Fig. 13.

write

in the inset, varying between 0.6 and 1.6. Building on Ref. [1],
a modified weight model that captures G dependency on G
along with noise mitigation yields a better trade-off between
asymmetry requirement, noise, and number of states. As shown
in Fig. 4c, the simulated classification accuracy based on our
device data (black line) for MNIST dataset is about 96%, close
to the ideal numerical floating-point accuracy at 98% (black
circle). Increasing the number of states to N = 110 (blue line) or
reducing variations to  = 0% (green line) does not affect the
result, but the accuracy starts to degrade when N is reduced to
32 (red line). This implies that the accuracy is predominantly
determined by the switching asymmetry, which needs to be
reduced by about 2× to match the floating-point value as shown
in Fig. 5. Such reduction in asymmetry is possible by shrinking
the dynamic range of G, which can be done at constant N by
reducing G with smaller pulses; however, this may increase
the noise in the vector-matrix multiplications. Here we use
Gaussian noise of  = 0.06 as baseline noise [1], and Fig. 6
shows that MNIST simulations can tolerate up to 7× more noise
if appropriate noise management is performed [8]. It should be
noted that having access to 1000 levels or more in ECRAM is
projected to be significant in larger neural networks for
complex datasets beyond MNIST benchmarking.
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Fig. 6. The effect of noise on the
MNIST simulation accuracy,
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tolerate up to 7× of the Gaussian
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Fig. 7. ECRAM unit cell design
for high-speed programming, in
which discrete PFET and NFET
serve as current source to
ECRAM for positive
(potentiation) and negative
(depression) weight update,
respectively.
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Temperature (K)
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ideal characteristics in larger volumes must be expected to lose their
favourable behaviour in aggressively scaled devices.
Here, we take a drastically different approach. Instead of tweaking the properties of phase change materials by compositional variation, we use the naturally most homogeneous and, at the same time,
simplest material imaginable: a pure element. Amorphous Sb has
been found to conduct electrical charge in a semiconducting way
with orders of magnitude higher electrical resistivity than crystalline antimony17—a contrast even sufficient for assigning multiple
resistance levels per memory cell18. However, to date, amorphous Sb
could be created only by careful deposition of very thin films or at
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Phase change memory has been developed into a mature technology capable of storing information in a fast and non-volatile
way1–3, with potential for neuromorphic computing applications4–6. However, its future impact in electronics depends
crucially on how the materials at the core of this technology
adapt to the requirements arising from continued scaling
towards higher device densities. A common strategy to finetune the properties of phase change memory materials, reaching reasonable thermal stability in optical data storage, relies
on mixing precise amounts of different dopants, resulting
often in quaternary or even more complicated compounds6–8.
Here we show how the simplest material imaginable, a single
element (in this case, antimony), can become a valid alternative when confined in extremely small volumes. This compositional simplification eliminates problems related to unwanted
deviations from the optimized stoichiometry in the switching
volume, which become increasingly pressing when devices are
aggressively miniaturized9,10. Removing compositional optimization issues may allow one to capitalize on nanosize effects
in information storage.
Continued miniaturization of phase change memory (PCM)
devices is required not only to achieve memory chips with higher
data density and neuromorphic hardware capable of processing larger amounts of information, but also to increase the power
efficiency per operation. PCM is based on the ability to switch socalled phase change materials between crystalline states with high
electrical conductivity and meta-stable amorphous states with low
electrical conductivity. The electrical pulses thermally inducing the
fast transitions between those states can be of less energy when less
material needs to be heated up11,12.
In the endeavour to scale further and further, one is reaching
volumes in which it starts to make a significant difference to the
composition in the switchable regime, whether there are a few more
atoms of the right kind in the ensemble or not. Moreover, even if
we manage to achieve the precise stoichiometry in each of the billions of PCM elements across a silicon wafer, it is known that under
the regularly applied strong electric fields (>0.1 V nm−1) and high
temperatures (>1,000 K), the different elements move in and out of
the region of interest (by field-assisted motion or simply by phase
segregation), limiting the device cyclability and lifetime9,10. This also
results in a significant increase in the stochasticity associated with
the operation of these devices. Another key challenge with miniaturization is that the interface effects become increasingly important.
Various studies have shown how the crystallization kinetics of phase
change materials, when scaled into few-nanometre length scales,
can change significantly depending on the material with which they
are in contact13–16. Thus, compositions carefully trimmed to show

200
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–200
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200
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800

Time (ps)

Fig. 1 | An increase in the quenching rate hinders crystallization. An
AIMD model of 360 Sb atoms is quenched from the melt with varied rates
(3 K ps−1, purple; 9.5 K ps−1, blue; 30 K ps−1, green; 300 K ps−1, orange; abrupt
quenching in a single simulation step, red) reaching its target temperature
of 300 K at time t = 0 ps (see inset). A drop in potential energy (top panel)
below around −150.5 eV per atom accompanied by an increase in the
number of crystalline-like particles Nc (bottom panel) marks crystallization.
Details about the definition of Nc are given in the section entitled AIMD
simulations of quenching rate variations in the Supplementary Information.
The simulation with the slowest quenching rate (purple) was aborted
before reaching the target temperature as crystallization had started
already during the quenching period.
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Fig. 2 | Creation of melt-quenched amorphous Sb in electrical switching experiments. a, Device geometry with dimensions given in nanometres. HSQ,
hydrogen silsesquioxane. b, Device resistance in a fully crystalline device (blue times symbols) and directly after successful amorphization at an ambient
temperature of 100 K with an electrical pulse power of 957 µW (red times symbol). The resistance series (red plus symbols) taken during a stepwise
temperature decrease after annealing at 225 K reveals thermal activation of the electrical transport with an apparent activation energy of 0.065 eV
between 225 K and 175 K (dotted black line). c, Temporal increase of device resistance after melt-quenching at 100 K characteristic for amorphous phase
change materials. The dashed line is a fit of the power law conventionally used to describe such a resistance drift. d, Influence of the trailing edge of the
applied electrical pulses on the resulting device resistance at a base temperature of 100 K. The different shades of red represent pulse powers between
779 and 1,051 µW. Variation of pulse parameters is illustrated in the inset to d. The error bars denote the standard deviation determined from five
identical electrical excitations. Each amorphization (b–d) was induced by a trapezoidal voltage pulse with a 50 ns plateau duration. The trailing edge in b
and c was 3 ns.

reduced temperatures17,19. The creation of a glass by quenching from
the melt, the essential process in switching a PCM, has never been
accomplished for pure Sb due to its extreme proneness to crystallization. Recently, however, great progress has been made in forming glasses even out of materials that for the longest time had been
deemed impossible to stabilize in a glassy state: most notably, small
volumes of monatomic metallic glasses were formed by attaining
ultrafast cooling from the melt20–22.
Building on those findings, in our present study, we first used
ab initio molecular dynamics (AIMD) simulations to study the
effect of quenching molten antimony down to room temperature
at different cooling rates (more information in the Methods). The
results show that the stability of Sb against crystallization at room
temperature is significantly dependent on the rate at which it was
cooled from the melt (Fig. 1). The demonstrated qualitative trend
can be expected to hold for much longer times even for more accessible quenching rates. (The transferability of those results to timescales of more practical interest is discussed in the Methods and the
Supplementary Information) Therefore, our AIMD simulations can
be taken as encouragement in the sense that if we manage to quench
682

antimony rapidly enough, we can succeed in creating a glass of
pure antimony with sufficient stability against crystallization even
around room temperature.
Accordingly, we performed experiments using electrically contacted structures of nanometric dimensions (depicted in Fig. 2a) to
be able to effectively dissipate the heat from the small volume of
molten Sb through its interfaces into the surrounding matter (the
device fabrication is described in the Methods). Trapezoidal voltage pulses were applied to the devices at various base temperatures
(see the section entitled Electrical testing at cryogenic temperatures
in the Methods for details). Control of the trailing edges of such
pulses in the range of a few nanoseconds proved to be instrumental
(see the section entitled Critical cooling rate for glass formation in
the Supplementary Information). This way, we were able to reliably
melt-quench the antimony into a semiconducting state reflected by
an increase in the device resistance of more than 2.5 orders of magnitude compared to the fully crystalline state (Fig. 2b), in line with
what has been reported in the literature for thin films of amorphous
Sb deposited on a cold substrate17. This contrast in resistance is not
only crucial for applications in the field of electronic information
NATuRe MATeRIALS | VOL 17 | AUGUST 2018 | 681–685 | www.nature.com/naturematerials

R(t 0 ) is the resistance measured at time t 0. We measured drift coefficients ν for the melt-quenched amorphous Sb at 100 K (Fig. 2c)
in the range of 0.10 ± 0.02, which is remarkably similar to that
reported for conventional, multi-elemental phase change materials
such as Ge2Sb2Te5 (ref. 25). Moreover, we observe the typical threshold switching phenomenon when measuring the dynamic current
response to a voltage sweep (see the section entitled Observation of
threshold switching in the Supplementary Information).
Following this examination of evidence of the realization of
amorphous Sb, we now turn towards the influence of quench
rates through a systematic modification of the trailing edges of
the applied electrical pulses (Fig. 2d). At a given peak power of a
trapezoidal voltage pulse applied to a fully crystalline device under
test, the resulting high device resistance decreases quite linearly
with increasing trailing edge duration of the pulse. While the peak
power determines how much antimony is molten just before the
voltage is decreased, the trailing edge controls how far the crystal structure can grow back into the previously molten volume.
The more time that is spent at elevated temperatures where crystal
growth is extremely fast, the smaller is the volume of Sb that survives in a disordered state when ambient temperature is reached
again. A trailing edge of only 10 ns is enough to form a fully crystalline conduction path through the device even in the most ideal
of all investigated conditions (lowest ambient temperature). With
lower programming powers and thus smaller molten volumes to
start the quenching process from, the trailing edges must be even
sharper to leave an amorphous plug that can significantly obstruct
the charge transport through the device. Further reduction of the
programming power must ultimately result in a situation where
the molten material does not even cover the whole cross-section
of the device, and hence a glass that completely blocks the conduction path cannot be created. These scenarios define the borders
of the amorphization window (that is, the range of programming
powers and trailing edges allowing a successful creation of an
amorphous mark that is detectable as a pronounced elevation of
the device resistance above its crystalline level; see Fig. 3 and the
section entitled Definition of an amorphization window in the
Supplementary Information).
Note that, even if the heating from the electrical pulse could be
turned off infinitely quickly, the dissipation of heat from the molten antimony into its surrounding keeps quenching rates finite. In
our test structures, the thermal boundary conditions of the antimony are strongly dependent on the thickness of the underlying
SiO2 acting as a heat barrier towards the vast thermal bath of the
silicon wafer. With a 200 nm thin sheet of SiO2 electrically insulating the antimony from the silicon substrate, it is barely possible to
amorphize any fraction of the Sb, even at an ambient temperature of
only 100 K (Fig. 3a). Reducing the thickness of this dielectric layer
from 200 nm to 100 nm and further to 40 nm results in substantially
faster cooling rates. At the same time, the maximum temperatures
reached across the antimony line are reduced by the more effective
heat flux into the substrate and so is the size of the molten volume.
This reduction, however, is clearly more than counterbalanced by a
crucial shortening of the ‘thermal trailing edge’, which gives room
for longer electrical trailing edges (Fig. 3a).
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Fig. 3 | Controlling the amorphization window. a,b, Increasing heat
dissipation into the thermal environment of the PCM device by thinning
the heat barrier enlarges the amorphization window (a) enough to keep
it open even when the ambient temperature is increased towards room
temperature (b). Each data point in a and b is based on a series of trailing
edge experiments as plotted in Fig. 2d. The filled symbols represent the
longest trailing edge at a certain pulse power that still results in a device
resistance higher than the crystalline state (forming an upper bound
of the amorphization window); the open symbols mark the minimum
programming power below which no significant resistance increase was
achievable with a certain trailing edge (forming the left border of the
amorphization window). More accurately, the minimum programming
power lies between the highest programming power that did not yet
increase the device resistance above its crystalline starting point on the
one hand and the lowest programming power that did significantly raise the
device resistance on the other hand. Those open symbols are positioned in
the middle between those two power values. The error bars reach from the
first to the last power value. The base temperature in a is 100 K. The heat
barrier thickness in b is 40 nm. The thickness of Sb is 5 nm in a and b. As
the amorphization window does not change considerably going from 100 K
to 150 K (b), it is coloured only once (purple). The successfully created
amorphous states are stable for much longer than the few seconds it takes
to measure their resistance after the melting pulse.
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2

processing such as those mentioned above; in a fundamental study
such as ours it allows for immediate insights into how successful an
amorphization attempt has been. The melt-quenched amorphous
state can, for example, be observed to exhibit a characteristic temperature dependence of its electrical transport (Fig. 2b). Another
attribute of amorphous phase change materials is a temporal increase
in electrical resistivity ascribed to structural relaxation of the material towards an energetically more favourable ideal glass state23,24.
At constant ambient temperature, the resistance typically exhibits a
ν
temporal dependence characterized by R (t ) = R(t 0 ) × t , where
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100 K in base temperature or by many orders of magnitude in
time, respectively, when reducing the thickness of Sb from 10 nm
to 3 nm (Fig. 4).
The retention time we have achieved already meets the requirements for some computing-in-memory tasks30 and is orders of magnitude higher than that of dynamic random access memory (see
the section entitled Retention times in different memory applications in the Supplementary Information). For enhanced stability of
the amorphous state, besides a further well-controlled reduction of
the thickness, systematic investigations of alternative neighbouring
materials with particular focus on their atomic-scale roughness31
and rigidity will be instrumental in enhancing amorphous stability. Ultimately, when moving towards next-generation memory
devices with three-dimensional nanoscale confinement, also the
effects of mechanical stress must be expected to play an important
role for the stability of the amorphous states. Quantitative analyses
in theory, in simulation and in experiments studying these dependencies under careful control of all mentioned aspects are lacking.
Our work demonstrates the impact such research could have for
realizing reliable phase-change-based devices integrated with the
highest spatial density.
With this work, we advocate a paradigm shift for the research
on phase change materials for information processing. Instead of
following the wisdom of the past and proposing ever new mixtures
with questionable chances of being achievable and maintainable
in ultrascaled structures, we turn towards the most radical simplification on the material side. As a consequence, in this context,
discussions about how a particular composition might be necessary for achieving improved phase change functionality
become obsolete. In contrast, quantitative knowledge of effects
related to nanoscale confinement emerges as a matter of the highest importance.
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After having enlarged the amorphization window by a modification of the thermal environment of the antimony, the devices
with a 40 nm thin SiO2 heat barrier are suited to experiments at
higher ambient temperatures. A higher base temperature has two
major impacts on the ability to amorphize, similar to the influence
of the heat barrier: on the one hand, the same electrical heating
power will melt a larger volume of antimony; on the other hand,
the process of cooling from the melt will be slowed down due to
the smaller temperature gradients resulting in a longer time spent
in the temperature regime of fast crystallization. Again, as might be
expected for a material with a very strong tendency to rapidly crystallize, expanded recrystallization dominates over a larger molten
volume to begin the quenching with. Overall, the amorphization
window shrinks for higher ambient temperature, but it remains
clearly open up to 250 K (Fig. 3b). Furthermore, in the measurement series performed at 100 K, 150 K, 200 K and 250 K, there is no
indication for a sudden end of the feasibility to amorphize Sb even
above room temperature.
However, when turning towards higher ambient temperatures,
quenching the melt rapidly enough to pass through the high-temperature regime without substantial crystallization is only one of
the challenges posed. At higher base temperatures, the stability
of a successfully created amorphous state weakens considerably.
To quantify this stability, we observe how the device resistance
evolves and determine the time that has passed since the electrical melting pulse until the device resistance is only a factor of two
above its crystalline value. This crystallization time appears to
depend on temperature in an Arrhenius way, at least over the four
orders of magnitude in time covered by our experiments (Fig. 4
and see the section entitled ‘Arrhenius behaviour of crystallization time in the Supplementary Information). For the devices
with 5-nm-thick antimony investigated until now, the ‘retention
time’ above room temperature is in the range of a few seconds
and below, still far from the stabilities one is used to from established phase change materials. However, narrowing the confinement of a glass between interfaces with neighbouring materials
can be an effective way to stabilize it by restricting its structural
dynamics26–29. Therefore, we investigated how the robustness of
antimony against crystallization can be influenced by scaling
down its thickness. Indeed, the stability is boosted by more than

Letters

NATuRe MATeRiAls

Publisher’s note: Springer Nature remains neutral with regard to jurisdictional claims in
published maps and institutional affiliations.

Methods

Methods, including statements of data availability and any associated accession codes and references, are available at https://doi.
org/10.1038/s41563-018-0110-9.
Received: 27 February 2018; Accepted: 16 May 2018;
Published online: 18 June 2018
NATuRe MATeRIALS | VOL 17 | AUGUST 2018 | 681–685 | www.nature.com/naturematerials

NATuRe MATeRIALS | VOL 17 | AUGUST 2018 | 681–685 | www.nature.com/naturematerials

331
685

Letters
Methods

AIMD. Different from a very recent publication simulating supercooled liquid Sb32,
for our AIMD simulations based on density functional theory, we employed the
second-generation Car–Parrinello scheme33 that is implemented in the Quickstep
code of the CP2K simulation package34 (a more detailed discussion of our AIMD
simulations is given in the sections entitled AIMD methodology and AIMD
simulations of quenching rate variations in the Supplementary Information). Effects
due to the finite size of the used simulation box (360 atoms) can lead to a significantly
reduced crystallization time (see the effect of increasing the system size to 540 and
even 720 atoms in the section entitled Finite size effects in AIMD simulations in
the Supplementary Information, in particular Supplementary Fig. 4). Moreover, the
speed of the crystallization process is very sensitive to the atomic density, which is
quite difficult to determine accurately for experimentally realistic volumes. As an
example: allowing the Sb atoms to fill a volume that is enlarged by only 7% reduces
the stress by a factor of 5, leading to a 10 times higher stability against crystallization
at 450 K (a detailed discussion is provided in the section entitled AIMD simulations
with different densities in the Supplementary Information).

Electrical testing at cryogenic temperatures. The electrical measurements were
performed in a liquid-nitrogen-cooled cryogenic probing station (JANIS ST-500-

2-UHT) operating between 77 to 400 K. The temperature was controlled using
two heaters with powers of 50 and 25 W, calibrated Lakeshore Si DT-670B-CUHT diodes with an accuracy of <0.5 K at four positions in the chamber
and a Lakeshore 336 Automatic Temperature Controller. A radiation shield is
fixed above the sample mount and thermally connected to the nitrogen
out flux. The pressure inside the chamber is reduced below 10−5 mbar to avoid
heat exchange via convection and water condensation at low temperatures.
A high-frequency Cascade Microtech Dual-Z probe is used to contact the
devices inside the cryogenic probe station. It is thermally connected via cooling
braids to the bulk metallic sample holder keeping the sample and the probe at the
same temperature.
A Keithley 2400 Source Measure Unit was used for d.c. measurements of
the device resistance (at a constant voltage of 0.1 V). An Agilent 81150 A Pulse
Function Arbitrary Generator sent the voltage pulses to the device under test and
a Tektronix oscilloscope (TDS3054B/DPO5104B) recorded applied voltage and
transmitted current signals. Mechanical relays (OMRON G6Z-1F-A) were used
to switch between the a.c. and d.c. configuration. All switching voltage pulses had
a trapezoidal shape with a plateau length of 50 ns and equal leading and trailing
edges. The pulse power experienced by the Sb device is calculated on the basis
of the plateau values of the time-resolved current and voltage traces recorded by
the oscilloscope under consideration of the series resistor. To exclude gradual,
irreversible changes in the tested device being responsible for the observed effect of
the varying trailing edges (Fig. 2d), the first measurement series (with the shortest
trailing edge) was always reproduced at the end of all other experiments with
longer trailing edges.
Data availability. The data that support the findings of this study are available
from the corresponding author upon reasonable request.
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Device fabrication. The devices were fabricated on a silicon substrate with a
thermally grown SiO2 top layer of varying thickness (40, 100, 200 nm) acting as
thermal and electrical insulation. The Sb with a thickness of 3, 5 or 10 nm and a
5-nm-thick capping layer of (ZnS)80(SiO2)20 were deposited by sputtering with an
average rate of <0.1 nm s−1. The purity of the deposited Sb was confirmed to be
>99.9% using atom-probe tomography. The lateral device shape depicted in Fig. 2a
was then realized using electron-beam lithography with a hydrogen silsesquioxane
resist and ion milling. The patterned structure was immediately passivated with
an additional ~18 nm of sputtered SiO2. To electrically contact the Sb layer, holes
were ion-milled into the capping layers in another electron-beam lithography step,
ensuring that the etching process is stopped once it reaches the SiO2 heat barrier
underneath the Sb. Then, a third electron-beam lithography step with lift-off was
used to shape a sputter-deposited layer of tungsten into lateral electrical leads
connected to the phase change material. In addition, for better switching stability,
a titanium resistor (ranging between 2 to 4 kOhm) was added in series with the Sb
device using lift-off. The whole chip was then encapsulated with a layer of 80-nmthick sputtered SiO2. Finally, electron-beam lithography and reactive-ion etching
were employed to locally open the encapsulation before adding gold probe pads
(200 nm, sputter-deposited, and shaped via optical lithography and lift-off).
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I.

I NTRODUCTION

Deep neural networks (DNN) including convolutional neural networks, deep belief networks, and Long-Short-TermMemories are loosely inspired by biological neural networks
in which layers of neurons are interconnected by plastic
synapses. The neuronal outputs in these networks are realvalued numbers, processed at consecutive iterations. Learning
involves the strengthening or weakening of the synapses to
optimize a cost function. Through a combination of factors
such as the availability of massive labeled datasets and the
highly parallel matrix manipulations offered by modern GPUs,
these networks have recently achieved considerable success in
numerous applications [1].
These software advances have fueled a significant interest
in designing non-von Neumann co-processors for training
DNNs. A system comprising dense crossbar arrays of resistive
memory devices has been proposed to perform the various
steps involved in the training of DNNs [2]–[5]. The devices
store information in their conductance states [6], [7], which can
be used to represent the synaptic weights. The matrix-vector
multiplications needed during the forward and backward propagations of different data signals is realized via Kirchhoff’s
circuit laws in the crossbar. Weight updates can be achieved by
modifying the conductance of the resistive memory devices by
978-1-5386-4881-0/18/$31.00 ©2018 IEEE

applying appropriate programming pulses. However, this approach can attain satisfactory training accuracy only with ideal,
not-yet-available resistive memory devices [4]. The experimental demonstrations based on existing resistive memory devices
have shown reduced classification accuracies because of the
difficulty in achieving precise conductance changes in these
devices [2], [8]. In parallel, there are some key developments
taking place at the algorithmic front with respect to training
DNNs using digital arithmetic with reduced precision [9]–[12].
Recent work shows that it is possible to have binary precision
for the weights used in the multiply-accumulate operations
(during the forward and backward propagations) as long as
the precision of the stored weights in which gradients are
accumulated is retained [11].
Building on this insight and on our recent work on
mixed-precision memcomputing [13], we present a mixedprecision architecture based on computational memory to
train DNNs. This is followed by a detailed investigation of
various undesirable attributes of the constituent devices in
such a computational memory unit and a thorough evaluation
of how the proposed architecture copes with such behavior.
Our studies suggest that the proposed architecture can deliver
classification accuracies comparable to those of floating-point
implementations even when all the propagations are done
inexactly in the computational memory and when inaccurate
conductance updates are done using single-shot programming
of memory devices.
II.

T HE MIXED - PRECISION ARCHITECTURE BASED ON
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Abstract—Deep neural networks (DNN) have revolutionized
the field of machine learning by providing unprecedented humanlike performance in solving many real-world problems such as
image or speech recognition. Training of large DNNs, however,
is a computationally intensive task, and this necessitates the
development of novel computing architectures targeting this application. A computational memory unit where resistive memory
devices are organized in crossbar arrays can be used to store
the synaptic weights in their conductance states. The expensive
multiply accumulate operations can be performed in place using
Kirchhoff’s circuit laws in a non-von Neumann manner. However,
a key challenge remains the inability to alter the conductance
states of the devices in a reliable manner during the weight update
process. We propose a mixed-precision architecture that combines
a computational memory unit storing the synaptic weights with
a digital processing unit and an additional memory unit that
stores the accumulated weight updates in high precision. The
new architecture delivers classification accuracies comparable to
those of floating-point implementations without being constrained
by challenges associated with the non-ideal weight update characteristics of emerging resistive memories. The computational
memory unit in a two layer neural network realized using nonlinear stochastic models of phase-change memory achieves a test
accuracy of 97.40% in the MNIST digit classification problem.

COMPUTATIONAL MEMORY

In Fig. 1, we introduce the mixed-precision computational
memory approach to train DNNs. The most expensive operation during the forward and backward propagation is obtaining
the weighted sums, which are results of matrix-vector multiplications. A computational memory unit which has resistive
memory devices organized in a crossbar array is ideally suited
for performing these matrix-vector operations in constant time
complexity [14], [15]. The neuron activations xi are applied as
voltages to the word lines using digital-to-analog converters
(DACs). Currents proportional to the conductance will flow
through the devices and the resulting total current at any bit
line calculated following Kirchhoff’s law is I j = ΣiW ji xi . Here
W ji represents the device conductance connecting neuron i to
the next-layer neuron j. These currents read and digitized using
analog-to-digital converters (ADCs) represent the desirable
weighted sum operation results. The same crossbar array can
be used to perform the matrix multiplication during the backpropagation in the same layer. Here, the errors to be backpropagated, δk , are applied as voltages to the bit lines and
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Fig. 1. Mixed-precision architecture based on computational memory. The
synaptic weights are stored in a computational memory unit as conductance
states of resistive memory devices organized in crossbar arrays. The matrixvector multiplications associated with the forward and the backward propagation are performed in place in the memory arrays. The weight updates
are accumulated in a volatile memory, χ, in high precision until it becomes
comparable to the update granularity (ε) of the memory devices. The device
updates are integer multiples of ε which are subtracted from χ.

the total current read out from any word line represents a
transposed matrix multiplication result (ΣkWk j δk ).

III.

E VALUATION OF THE MIXED - PRECISION
ARCHITECTURE

A. The simulation framework
The performance of the mixed-precision architecture is
analyzed based on its classification accuracy of the MNIST
handwritten digit dataset using a neural network as shown
978-1-5386-4881-0/18/$31.00 ©2018 IEEE

schematically in Fig. 2. The number of neurons in the input, the
hidden and the output layer is 784, 250, and 10, respectively.
The hidden and the output neurons are sigmoid.
The network is trained using the entire training set of
60,000 images for ten epochs, and a test accuracy is reported
based on the classification of 10,000 test images. Each 28 × 28
gray-scale images from the data set are normalized before they
are supplied as input to the network. No other preprocessing
is performed on the images. We used the quadratic objective
function for the back-propagation-based training and used a
fixed learning rate. The network achieves 98 % floating point
(64-bit) test accuracy when trained using stochastic gradient
descent. This classification result is used as reference to
evaluate the performance of our mixed-precision approach. The
final weight distribution from the high-precision training was
approximately in the range [−1, 1].
B. Inaccuracies arising from weight updates
In this section, we will evaluate how the proposed architecture copes with the issues associated with the non-ideal
weight updates of emerging memory devices. We assume a
hypothetical linear device with a fixed n-bit update granularity
which covers its conductance range in 2n − 2 steps such that
there are 2n − 1 levels in the absence of conductance change
stochasticity. Assuming a similar final weight distribution
range as that from the floating-point simulation, we set the
update size, ε = 2/(2n − 2). We program a device only if
the accumulated weight updates exceed ε in magnitude. Even
though it is desirable to induce a conductance change corresponding to an integer multiple of ε, the actual conductance
change in a device is often stochastic. Therefore, the actual
weight update from the device due to a single programming
 , is modeled as a Gaussian random
pulse, denoted by ∆W
variable whose mean is ε and whose standard deviation (σ )
is a fractional multiple of ε. The neural network synapses
are realized with such devices, initialized to {-1, 0, 1} states
with a discrete distribution whose variance is normalized by
the number of neurons in the pre- and post-synaptic layers.
Device read noise and analog-digital converters are ignored at
this stage. The simulated classification accuracy with different
amounts of stochasticity in the updates is shown in Fig. 3a.
When the weight updates are non-stochastic, the test accuracy

Fig. 3. (a) Effect of granularity and stochasticity associated with weight
updates. Linear devices with symmetric potentiation and depression granularity
are assumed. The standard deviation of the weight update randomness,
 ) is taken as a multiple of the weight update granularity, ε. The error
σ (∆W
bars indicate the standard deviation corresponding to five repetitions of the
simulation. (b) Sparsity of device programming. The device update count per
epoch in each layer is plotted for different values of ε. The number of synapses
in each layer times the total training image count is indicated as reference.

drop is only 1% for 2-bit granularity compared to the 64-bit
floating-point reference. With 3-bit granularity, the accuracy
is very close to that obtained in software simulations. As the
amount of stochasticity is increased, the performance degrades
with reducing number of bits. However, it is remarkable that
even when the standard deviation of the weight update is equal
to or greater than the ideal weight update granularity itself, the
drop in test accuracy is still within approximately 4%.
In this mixed precision scheme, weight update accumulation can reduce the number of required device programming
instances by more than two orders of magnitude, as smaller
updates are combined and applied together to the device.
The device updates becomes sparser as the weight update
granularity, ε becomes larger (Fig. 3b).

Fig. 4.
Effect of asymmetric conductance response. The test accuracy,
when trained with devices of fixed 8-bit potentiation granularity and variable
depression granularity, is plotted as a function of the depression granularity
(expressed in bits). Weight updates are assumed to be deterministic.

Next, we study the influence of asymmetric conductance
update response. We assume a device with fixed but unequal
potentiation and depression granularity. The mixed-precision
method can cope with this behavior by using different thresh978-1-5386-4881-0/18/$31.00 ©2018 IEEE

Fig. 5. (a) Effect of read noise. A 4-bit weight update granularity with no
stochasticity is assumed. The standard deviation of the Gaussian distributed
additive read noise associated with the weights is varied as a fraction of the
total weight range. Error bars are plotted from 5 repetitions. (b) Effect of finite
resolution data converters. The weight update granularity is assumed to be 4bit, without stochasticity and read noise. The curve with triangle indicates
simulation results where DACs are used at the crossbar input whereas the
output current is read back in floating-point precision. The curve with inverted
triangle indicates results where the crossbar input has floating point precision
whereas ADCs are used for reading back the output current.

olds, εP and εD , for conductance increment and decrement,
respectively. For example, in Fig. 4, we assume an 8-bit potentiation granularity and the depression granularity is varied. The
1-bit depression corresponds to a situation where the update
granularity, εD , equals the entire weight range in contrast to the
previous definition of ε. The weight updates are assumed to
be deterministic. The resulting test accuracies show less than
1% drop, demonstrating the efficacy of the proposed scheme
to tolerate device update asymmetry effectively.
C. Inaccuracies arising from matrix-vector multiplication
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The desired weight updates are determined as the product of the back-propagated error and the neuron activation,
∆W ji = ηδ j xi , where η is the learning rate. Even though the
computational memory unit can accelerate the forward and
the backward propagation significantly, updating the synaptic
weights with the desired precision is very challenging. Often,
the device conductance representing the synaptic weights has
a conductance change granularity dictated by the physical
characteristics of the memory device. Let ε be the absolute
value of the smallest conductance change that can be reliably
achieved in a device. In the proposed approach, the weight
updates are accumulated in high precision in a variable χ.
The device conductance will be updated only if the magnitude
of the accumulated weight update becomes greater than or
equal to an integer multiple of ε. The number of programming
pulses p to be applied to the resistive memory devices is then
determined by flooring χ/ε toward zero, and the same number
of εs is subtracted from the χ. Depending on the sign of
p, the conductance value of the corresponding device will be
increased (potentiated) or decreased (depressed). Note that the
actual conductance state of the devices is never read back, and
hence it is not possible to confirm whether the requested weight
update is accurately attained as an equivalent conductance
change in the devices. In spite of this, we will show in the subsequent sections that this scheme works remarkably well and
that the performance is often comparable to those of floatingpoint implementations. This single-shot programming method,
which avoids a verification and/or iterative programming step,
enables the acceleration of the learning task.

Fig. 2. The neural network used to evaluate the mixed-precision architecture.
The objective is handwritten digit classification based on the MNIST data set.
There are 784 input neurons, 250 hidden sigmoid neurons, and 10 output
sigmoid neurons.

In this section, we study the influence of conductance
fluctuations and finite resolution of data converters. Resistive
memory devices typically exhibit fluctuations in conductance
arising from trapping/detrapping processes [16]. The effect of
this read noise is tested by adding a zero mean white Gaussian
noise to the linear device model. The noise is added to the
weights used in matrix multiplications in the forward and the
backward propagations during training. The same approach is
followed during the testing phase. The standard deviation of
the noise is varied as a fraction of the total weight range, and
the resulting test accuracies are shown in Fig. 5a. It can be
seen that the methodology is robust to a read noise of up to
5% of the total weight range.
An additional source of noise in the matrix-vector multiplication is the quantization error from the DACs and ADCs at
the crossbar periphery. During forward propagation, the neuron
activations evaluated in the digital domain are converted to analog voltages using DACs before they are applied to the word
lines of the crossbar array. Then the weighted sum obtained as
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currents in the bit lines are read back using ADCs. Similarly,
the back-propagated error is converted to analog voltage when
applied to the crossbar array. The range for the DACs are fixed
for sigmoid and tanh neuron activations, whereas for ReLU
neurons this could be a challenge, as their range depends on the
data and weight distribution. Here, we chose sigmoid neurons
for our network, which fixed the DAC range in the forward
propagation. Also, we normalized the back-propagated errors
to a fixed range which becomes the input for the DACs during
backward propagation. The normalization factor is multiplied
with the learning rate during the weight update calculation. The
range for ADCs in the forward propagation is fixed since the
digitized values become input for sigmoid neurons. Further, the
range for ADCs for the back-propagated error could be fixed to
limit the maximum weight update. To study the effect of DACs
and ADCs separately, the bit precision of one of them is varied,
whereas the other variables are represented in floating-point
precision. Fig. 5b shows that an 8-bit resolution is sufficient
to avoid any noticeable degradation in test accuracy.
D. Phase-change memory synapses

To evaluate the suitability of PCM devices for the mixedprecision approach to train DNNs, we developed a model
that captures the essential physical attributes of PCM devices.
The model is created based on characterization data from
approximately 10,000 devices integrated in 90 nm CMOS
technology [26]. The devices are subjected to 20 programming
pulses of fixed amplitude, and each state is read 50 times to
eliminate read noise. The mean and standard deviation of the
extracted conductance change (∆G) versus the average initial
conductance for each programming pulse are fitted using piecewise linear models as shown in Fig. 6a, b. Assuming the ∆G
to be a Gaussian random variable, the device cumulative pulse
response is simulated, and the statistical plot of the resulting
stochastic model behavior is plotted in Fig. 6c.
This device model was used in the simulations to study the
influence on training DNNs. Two PCM devices in differential
configuration with weight refresh [2], [27] are used for the
network weight simulation. The conductances are initialized
to a normal distribution around 2 µS whose standard deviation
is normalized based on the number of neurons in the pre- and
post-synaptic layers. Resulting test accuracy after 10 epochs of
training was 97.78% (Fig. 6d). Incorporating a fixed read noise
(zero mean Gaussian noise with experimentally measured
978-1-5386-4881-0/18/$31.00 ©2018 IEEE
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converters (0.12%) are indicated.
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Phase-change memory (PCM) is a relatively mature resistive memory technology that has found applications in the
space of storage-class memory [17] and novel computing
paradigms such as neuromorphic computing [18]–[20] and
computational memory [13], [21]–[23]. It is based on the
property of chalcogenide alloys, typically compounds of Ge,
Sb and Te, whose electrical conductivities differ drastically
depending on whether they are in the ordered crystalline
phase or in the disordered amorphous phase. It is possible to
achieve a continuum of conductance values in these devices by
partial crystallization or amorphization [24], [25]. This analog
storage capability makes PCM particularly well suited for
computational memory applications. However, PCM devices
exhibit most of the non-idealities we described earlier, such
as granularity, stochasticity, and asymmetric and non-linear
conductance response.
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Deep neural networks (DNNs) are a family of neuromorphic computing architectures that have recently made substantial advances in difficult machine-learning problems such as image or object recognition,
speech recognition and machine language translation1. Computation
for DNNs includes both training, during which the weights of the network are optimized on a training dataset, and forward inference, during
which the already-learned network is used for classification, prediction
or other useful tasks on new, previously unseen ‘test’ data.
These networks are highly amenable to computation via large and
dense matrix–matrix multiplications that can be highly parallelized.
This has led to tremendous opportunities for hardware acceleration
by using graphical processing units (GPUs)1,2, which in turn enable
large networks with commercially interesting levels of performance.
Furthermore, DNNs are highly resilient to numerical inaccuracies3,
especially for forward inference4. As a result, reductions in computational precision by using field-programmable gate array (FPGA)3 and
application-specific integrated circuit (ASIC) designs5,6 offer a path to
even higher computational performance and better power efficiency.
Conventional von Neumann hardware is constrained by the time and
energy spent moving data back and forth between the memory and the
processor (the ‘von Neumann bottleneck’). By contrast, in a non-von
Neumann scheme, computing is done at the location of the data, with
the strengths of the synaptic connections (the ‘weights’) stored and
adjusted directly in memory.
An example of hardware that uses a non-von Neumann scheme is the
TrueNorth chip (IBM), a flexible platform for forward inference of large
pre-trained DNNs at ultralow power7,8. However, for efficient on-chip
training, it would be preferable to replace the digital synaptic weights,
which are stored in static random access memory (SRAM) arrays on
TrueNorth, with high-density analogue devices that encode synaptic
weight directly in their conductances. Such analogue systems could
1

achieve substantial speedup and power reduction for both forward
inference and training9–12. However, it has not been conclusively proven
that such analogue approaches can ‘do the same job’ as current software
running on conventional digital hardware, in terms of training DNNs
to equivalently high accuracies. There is little point to being faster or
more energy-efficient in training a DNN if the resulting classification
accuracies are unacceptably low.
Desirable characteristics of analogue devices for training include
rapid, low-power programming of multiple analogue levels, dimensional scalability, reasonable retention, high endurance and,
most importantly, gradual and symmetric conductance-update
characteristics13. So far, experimental demonstrations of analoguememory-based DNN training have suffered from reduced classification accuracies owing to the substantial non-idealities exhibited
by existing devices. These demonstrations have featured filamentary
resistive RAM (RRAM)14–16, non-filamentary resistive RAM17, phasechange memory (PCM)10,11, conductive-bridging RAM (CBRAM)18,
ferroelectric RAM19 and hybrid digital–non-volatile memory (NVM)
architectures20. Electrochemical devices that offer highly symmetric
and gradual conductance update—such as ENODe21 (electrochemical
neuromorphic organic device) and LISTA22 (lithium-ion synaptic transistor for analogue computing)—have been demonstrated, but not in
array configurations and so far only with programming pulse durations
that are many orders of magnitude too long.
Here, we introduce a synaptic unit-cell design for analoguememory-based DNN training, which combines non-volatile PCM
with volatile weight storage using conventional complementary
metal–oxide–semiconductor (CMOS)-based devices. Using this unit
cell, we demonstrate software-equivalent DNN accuracies experimentally for various datasets in fully connected networks. These mixed
hardware–software experiments combine PCM hardware arrays with
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Neural-network training can be slow and energy intensive, owing to the need to transfer the weight data for the network
between conventional digital memory chips and processor chips. Analogue non-volatile memory can accelerate the
neural-network training algorithm known as backpropagation by performing parallelized multiply–accumulate
operations in the analogue domain at the location of the weight data. However, the classification accuracies of such in
situ training using non-volatile-memory hardware have generally been less than those of software-based training, owing
to insufficient dynamic range and excessive weight-update asymmetry. Here we demonstrate mixed hardware–software
neural-network implementations that involve up to 204,900 synapses and that combine long-term storage in phasechange memory, near-linear updates of volatile capacitors and weight-data transfer with ‘polarity inversion’ to cancel
out inherent device-to-device variations. We achieve generalization accuracies (on previously unseen data) equivalent to
those of software-based training on various commonly used machine-learning test datasets (MNIST, MNIST-backrand,
CIFAR-10 and CIFAR-100). The computational energy efficiency of 28,065 billion operations per second per watt and
throughput per area of 3.6 trillion operations per second per square millimetre that we calculate for our implementation
exceed those of today’s graphical processing units by two orders of magnitude. This work provides a path towards
hardware accelerators that are both fast and energy efficient, particularly on fully connected neural-network layers.
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strongly asymmetric10, which prevents the opposite-sign contributions from cancelling properly. This update asymmetry is the most
important source of poor DNN classification accuracy for NVM-based
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In the next section, we introduce a unit-cell with both more dynamic
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training accuracies possible despite the imperfections of existing NVM
devices.
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Similarly, dotted arrows show the row-based current integration during
backpropagation; wide arrows in b show the routeing communication
needed to connect the two sets of neuron circuitry corresponding to each
neuron layer in a. c, Details of how neuron excitations encoded as voltage
pulses (Vi(t), where i corresponds to the row) get multiplied by weight data
encoded as conductances (via Ohm’s law, Ii = ViG), after which Kirchhoff ’s
current law is applied along the columns j (Icolumn = ∑ i xiwij ).

realistic SPICE (simulation program with integrated circuit emphasis)based circuit simulations that include full CMOS device variability.
We demonstrate neural-network training of the MNIST23 and MNISTbackrand (https://www.iro.umontreal.ca/~lisa/twiki/bin/view.
cgi/Public/MnistVariations) databases—databases of handwritten
digits from the National Institute of Standards and Technology (NIST):
MNIST, ‘modified’ from original NIST database; MNIST-backrand,
MNIST with random background noise added to each image—and
transfer learning of CIFAR-10 and CIFAR-10024 datasets—datasets
from the Canadian Institute for Advanced Research with 10 or 100
classes of images. We present power estimates for the device arrays
and for the requisite analogue peripheral circuitry, with power projections for DNN training as low as 54 mW for a computational
energy efficiency of 28,065 billion operations per second per watt
(28,065 GOP s−1 W−1) and throughput per unit area of 3.6 trillion operations per second per square millimetre (3.6 TOP s−1 mm−2). These
efficiency and throughput values that we estimate are 280 and 100 times
better, respectively, than those achieved using the most-recent GPUs.
We believe that these results demonstrate a viable path to low-power
hardware acceleration of the training of a wide variety of DNNs using
existing analogue memory and computing elements.

The analogue signals used during the forward or reverse pass are
fixed in amplitude, but vary in duration. This enables standard CMOS
buffering approaches to be used when communicating signals from
the outputs of one array to the inputs of another array, and makes
it possible to avoid the considerable power- and area-overhead of
analogue-to-digital converters. Reconfigurable connectivity between
arrays enables mapping of different neural-network topologies to the
same physical hardware using only a few configuration bits per array.
During forward inference, upstream neurons i introduce excitations
xi onto row lines. Ohm’s law (I = VG, where I is the current, V is the
voltage and G is the conductance) implements the multiplication
between these excitations xi and the weight values wij that are encoded
in the conductance G of the NVM device. Signed wij weights can be
encoded into the difference between a pair of conductances, G+ − G−
(Fig. 1c). Kirchhoff ’s current law sums these contributions along each
column line and the downstream neurons integrate the overall signal25,
∑ i xiwij .
During backpropagation, the parts played during forward inference
are reversed, with the downstream neuron j introducing ‘delta’ values
δj onto the columns and the upstream neuron i accumulating integration along each row to implement10,25,26 ∑ i δiwij . For weight update,
each set of neurons fires either a deterministic10,27 or stochastic12 series
of pulses, with the number of pulses based on the most recent values of
xi and δj passed through those neurons during the forward-inference
and backpropagation steps. The overlap of these upstream and downstream pulses adjusts the synaptic weights in parallel across the entire
array. This scheme corresponds to a mini-batch of size one, with weight
updates occurring with every example.
During the DNN training process, a typical weight will receive
many thousands of increase requests and almost the same number of
decrease requests. In a software implementation, these opposite-sign
contributions cancel each other so only a small fraction of weights
change substantially. Unfortunately, nonlinearities or other imperfections can cause conductance changes in NVM-based weights to be

Deep learning using NVM

By mapping synaptic layers onto crossbar array blocks (Fig. 1a), nonvon Neumann hardware based on NVM could potentially perform
all the multiply–accumulate operations for a fully connected neuralnetwork layer in a single parallelized step, without any motion of
weight data. Each network layer maps onto one or more identical
array blocks (Fig. 1b), each containing ‘upstream’ (at the end of each
row) and ‘downstream’ (at the end of each column) neuron circuitry,
interconnected by a flexible block-to-block routeing network25. Neuron
circuitry at the west (south) edges generates these pulses on the basis of the
accumulated current from the preceding forward (reverse) pass, which
drives the crossbar bit and word lines to appropriate voltages on the
basis of the mode of operation and the duration of the neuron pulse25.
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d

gshared

Fig. 2 | Schematic of an analogue-memory unit cell. a, b, Rows within
each array block (a) contain both standard (red) and shared (green)
unit cells (b). c, Each standard unit cell contains a higher-significance
pair of PCM devices (labelled G+ and G−) and a volatile analogue
conductance (labelled g). Horizontal (vertical) arrows indicate which
signals are controlled from the same row (column). d, Each shared unit
cell contains the other volatile analogue conductance (labelled gshared) that
completes each lower-significance conductance pair. In our experiments,
the peripheral neurons and the g and gshared devices are modelled in
software using highly accurate SPICE simulations that include full device
variability; the G+ and G− devices are real PCM devices programmed and
measured on a 200-mm wafer.

circuit modules as the lower-significance pair (referred to as g+ and g−)
together with a higher-significance non-volatile pair of PCM devices
(referred to as G+ and G−), we combine the benefits of adjusting
weights using cells with both a linear and symmetric response, while
still retaining the long-term storage offered by the NVM.
Because the dynamic range of the synapse is only partly dependent
on the CMOS cell, we can reduce the number of transistors to three.
The volatile conductance (g) circuit module is composed of the read
transistor, a PFET (p-type field-effect transistor) for adding charge and
an NFET (n-type field-effect transistor) for subtracting charge (Fig. 2),
resulting in a 3T1C (‘3 transistor, 1 capacitor’) circuit module. It can
be programmed with shorter pulses and lower asymmetry than can
the PCM, leading naturally to rapid training with better characteristics. In contrast to PCM devices, for which the only available gradual
programming is conductance increases through partial crystallization,
each g device can be programmed bi-directionally. We can gradually
increase the weight by adding some charge to the capacitor through
short pulses on the PFET, or decrease the weight similarly through the
NFET. Therefore, unlike PCM-based conductance pairs, we do not
need to independently program a g− device to tune the weights. We do
need a reference current to support negative weight contributions, but
this device (gshared) can be shared among many unit cells. We adopted
one gshared device—implemented here with three 3T1C units in parallel
to reduce variability—for every 128 unit cells. Not counting these gshared
components, each dedicated synaptic unit cell contains five transistors,
two PCM devices and one capacitor.
During training, only the lower-significance conductance g is
updated bi-directionally until it is time for a weight transfer. The length
of a transfer interval is chosen to balance the saturation of the capacitor,
the leakage of the capacitor and the costs of doing a transfer (in time,
energy and accuracy due to incomplete weight transfer). In an eventual
chip implementation, transfer would be performed one column (or
row) at a time, with weight information transferred from the g − gshared
conductance pair to the G+ − G− PCM pair.
However, we still have a problem, owing to unavoidable random
variations in CMOS devices (such as local dopant fluctuations). For
instance, a 3T1C device with a PFET that is more effective than its
NFET will tend to report weight increases at every transfer interval.
Because we transferred all of the weight from the g − gshared conductance
pair, we can choose to invert the effective polarity of this conductance
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Fig. 1 | Mapping a fully connected neural network onto NVM arrays.
a, b, A fully connected four-layer (M, N, O and P) neural network of size
m-n-o-p (a) can be mapped to multiple blocks of crossbar arrays
surrounded by peripheral neuron circuitry (b). For wide layers with many
neurons, multiple blocks of arrays are combined. Thin solid arrows in b
show the column-based current integration during forward inference,
which corresponds to the logical flow indicated by solid arrows in a.

g

b

CMOS + PCM unit cell

We increase the dynamic range by using two pairs of conductance of
varying significance (that is, of different numerical importance). This
is implemented by applying different scale factors on the read current
from the conductance pairs, so that the total read current per synapse
is proportional to F(G+ − G−) + (g+ − g−), where F is a small gain factor (we typically use F = 3; Extended Data Fig. 1), G+ and G− are the
conductances of the higher-significance conductance pair, and g+ and
g− are the conductances of the lower-significance pair. During training,
only the lower-significance conductance pair is updated, using an openloop weight-update procedure10. After some number of examples have
been trained, weight transfer is initiated and the entire synaptic weight is
transferred to the higher-significance conductance pair, after which g+
and g− are programmed to the same conductance (g+ − g− = 0). Because
this is done only periodically (we typically use a transfer interval
of 8,000 examples; Extended Data Fig. 1), while the algorithm is busy
doing computations on device arrays that correspond to other layers
of the neural network, there is sufficient time to perform this transfer
process in a closed-loop, iterative fashion, similarly to previously used
processes28–30, resulting in accurate weight tuning.
A similar ‘periodic carry’ concept involving additional analogueto-digital converters was shown to improve the expected performance
of TaOx memristors22, as demonstrated by network simulations extrapolated from the measured characteristics of a small number of devices.
However, training accuracy was still lower than network simulations
based on similar extrapolations from the measured characteristics of a
few LISTA22 or ENODe21 devices. This is because LISTA and ENODe
devices, although exceedingly slow to program (from 6 ms for ENODe21
to 1 s for LISTA31), provide a much more linear conductance update
than does TaOx21,22.
PCM offers a slightly more linear conductance update10 than
filamentary RRAM devices22, but less linearity than LISTA22 or
ENODe21. Our experience using two PCM-based conductance pairs of
varying significance was similar to that described for TaOx22: substantial
asymmetry in the update of the lower-significance pair, together with
a yield of less than 100% and non-ergodic array statistics, which fewdevice measurements frequently fail to capture, led to improved but
not software-equivalent training accuracies.
One analogue memory device that offers extremely linear update
characteristics is a CMOS transistor with a capacitor on its gate
electrode32. The effective conductance of the transistor varies linearly
with the voltage on the capacitor, which can be increased (decreased)
gradually by briefly connecting current sources to the capacitor node
to add (subtract) charge. However, this analogue conductance device
is volatile—charge on the capacitor leaks away with a time constant of
milliseconds or less. As a result, the neural-network training is tasked
not only with improving the weights, but also with maintaining them
despite their pervasive and exponential decay. Furthermore, the ideal
target of about 1,000 resolvable analogue states12 and of high linearity
calls for as many as 12 transistors in the design of the two current
sources32, making the unit cell quite large. Finally, fabrication variations can easily cause the charge-addition circuitry in any given unit
cell to be more effective than the charge-subtraction circuitry, while
in the next unit cell the situation is reversed. This re-introduces substantial asymmetries in the conductance update, which again degrade
training accuracy. But by using two such volatile analogue conductance

G–
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Fig. 3 | Simulated response of different unit cells to nearly offsetting
weight-update requests. a–l, Simulation results showing the openloop conductance-update behaviour of four NVM-based synapses:
2PCM + 3T1C with perfectly nominal CMOS devices (a, e, i),
2PCM + 3T1C with real CMOS variability but no polarity inversion
(b, f, j), 2PCM + 3T1C with real CMOS variability and polarity inversion
(c, g, k) and 2PCM (d, h, l). a–c, Effect of the application of 1,000 update
pulses, 550 up and 450 down, randomly permutated and distributed over
16,000 examples (other pulses equal to zero). d, The effect of 50 pulses,
30 up and 20 down, distributed over 16,000 examples. Different colours in
a–d show 100 different random permutations. e–h, Results of applying
450 up and 550 down pulses for 2PCM + 3T1C (e–g) or 20 up and
30 down (h). These pulse sequences are based on MNIST results and
reveal typical neural-network requests over 16,000 training examples (an
equivalent period of two transfer intervals for 2PCM + 3T1C, Extended
Data Fig. 2). For a–c and e–g, weight transfer occurs after 8,000 examples

(indicated by the vertical green dashed lines) and at the end; for d and h,
occasional reset10 is performed every 100 examples. Polarity inversion
strongly reduces the effect of CMOS variability. i–l, Distribution of
the resulting weight update for 30 initial conditions (10,000 random
permutations at each) across the entire dynamic range (−40 μS to +40 μS),
not only the initial condition (W = 0) shown in a–h. The dashed vertical
lines show the precise aggregate change in weight that the backpropagation
algorithm was ideally seeking with these particular pulse sequences.
Tighter distributions correlate well with higher training accuracies (see
Figs. 4–6). For i–k and l, the dynamic-range fraction represents the
portion of the dynamic range covered by weights for the application of
±100 pulses (from a total of 1,000 pulses) and of ±10 pulses (from a
total of 50 pulses), respectively. Note that the neural network attempts to
compensate for the larger steps in the 2PCM synapses by asking for fewer
of them (for example, the optimal learning rate is lower).

pair until the next transfer operation. This involves switching to the
equation F(G+ − G−) − (g − gshared) while reading device currents (for
both forward inference and backpropagation), using the PFET to add
charge when decreasing the weight and the NFET to subtract charge
when increasing the weight. After each transfer interval, we invert
the polarity used for g − gshared during the subsequent training cycle.
(See Methods for details.)
In Fig. 3 we compare the operation of four NVM-based synapses
when implementing one of the demanding sequences of programming
pulses that occur during neural-network training. Matched simulations
were performed for a ‘2PCM + 3T1C’ unit cell (which contains two
PCM devices, each with its own selection transistor, and one 3T1C
circuit module) with perfectly nominal CMOS devices (Fig. 3a, e, i),
for 2PCM + 3T1C with full CMOS variability (Fig. 3b, f, j), for
2PCM + 3T1C with CMOS variability and polarity inversion (Fig. 3c, g, k)
and, for comparison, two PCM devices without the 3T1C (‘2PCM’)
(Fig. 3d, h, j). First, we used MNIST neural-network training simulations to find the correlation between what the network asks for and
what the network actually gets (in terms of weight updates). The former is the effective number of weight-change pulses (or ‘net’ pulses)
over some time interval, for example, the number of weight-increase
requests less the number of weight-decrease requests; the latter is

the actual number of pulses fired and the resulting weight change
(Extended Data Fig. 2). We picked one example combination of a
net change of ±100 pulses obtained by firing exactly 1,000 pulses for
the 2PCM + 3T1C cell (Fig. 3a–c, e–g) and of ±10 pulses obtained
from exactly 50 pulses for 2PCM (Fig. 3d, h). In these simulations,
we randomly distribute these 1,000 or 50 pulses across a window of
16,000 training examples (representing two transfer intervals). In
Fig. 3i–l, we show weight-change statistics gathered over all possible
initial weight conditions.
Each of these pulse sequences should result in exactly the same
net number of weight-update pulses and therefore exactly the same
weight change (dashed lines in Fig. 3i–l). Although nominal CMOS
3T1C devices provide clearly separated weight increases and decreases
(Fig. 3a, e), CMOS variability strongly broadens the weight change
(Fig. 3b, f). This occurs because a 3T1C cell in which the PFET is
stronger than its NFET always favours weight increases over every
transfer interval. By forcing that strong PFET to be responsible for
weight decreases in every second transfer interval, a longer-term
balance can be restored. A similar argument holds for the cells with
a strong NFET. Figure 3c, g illustrates how, across multiple transfer
intervals, ‘transfer with polarity inversion’ cancels out these undesired weight changes that are induced by fixed device asymmetry.
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Fig. 4 | Mixed hardware–software results on the MNIST dataset.
a, Training (blue) and test (orange) accuracies for our mixed hardware–
software experiment, which combines hardware-based PCM devices and
SPICE-modelled 3T1C devices with full CMOS variability, on the MNIST
dataset closely match those achieved for the same size network using
TensorFlow (grey). The TensorFlow curves correspond to ten different
initial network conditions and sequencing of training images, illustrating
the modest run-to-run deviations that are inherent to neural-network
training. b, c, The distribution of weights for the initial state and epochs 1,
5, 10 and 20 (b), and the cumulative distributions of all array conductances
(G+ and G− together; c). Half of the G+ (G−) values are almost zero,
corresponding to negative (positive) weights. d, Initial g distribution and
successive distributions just before weight transfer to the hardware-based
PCM devices.

In comparison to the 3T1C-based synapses, 2PCM synapses offer much
less dynamic range.
Although Fig. 3 demonstrates that both the 2PCM + 3T1C concept
and transfer with polarity inversion should lead to better training accuracies, it is extremely difficult to specify how tight these distributions
should be to achieve a given training accuracy. It is therefore critical to
perform actual neural-network training experiments, which we implement below with real PCM devices. This enables us to demonstrate that
transfer with polarity inversion results in high training accuracy even
in the presence of substantial variability of the CMOS device.

Mixed hardware–software implementation

We conducted mixed hardware and SPICE model experiments using
PCM device arrays as hardware (identical to those used previously10)
and realistic software-based CMOS device models, including highly
accurate modelling of the variability of the CMOS device. Training
within a transfer interval was performed in software, including forward
propagation, backpropagation and weight update of the modelled 3T1C
devices. Each software synapse contains the measured conductances
from two PCM devices, the instantaneous voltage of the softwaremodelled capacitor and the indices for four SPICE models (one for
charge addition, one for charge subtraction, one for the read transistor
and one for the aggregate charge leakage) that encapsulate full CMOS
variability. (See Methods for details; in Extended Data Fig. 1 we compare
a fully hardware implementation to the mixed software–hardware
experiment demonstrated here.)
To speed up training, we applied an ‘example triage’ method after
each forward propagation to decide whether to perform the backpropagation step. If the network was already ‘good’ at classifying the

We performed a series of experiments on different benchmark datasets to
compare the performance of networks based on our unit cell against the
accuracies obtained with TensorFlow, a widely used machine-learning
toolkit (https://www.tensorflow.org). Our goal was to achieve comparable test accuracy against software baselines that use exactly the
same network size as our experiment, but take advantage of software
techniques such as unbounded rectified linear unit activation function and cross-entropy training, and optimizers such as AdaGrad, ideal
momentum and ADAM33. All experiments described below incorporate the full extent of variability and non-ideality seen in the PCM
devices and the SPICE-simulated 3T1C cells.
We first tested our NVM-based unit cell on the MNIST dataset23,
which is composed of 60,000 training and 10,000 test images of handwritten digits, cropped to 22 × 24 pixels. We trained a four-layer
network with 528 neurons (plus 1 bias neuron) in the first layer, 250
(plus 1 bias) in the second, 125 (plus 1 bias) in the third and 10 in the
fourth (denoted as 528-250-125-10), involving 164,885 weights and
therefore 329,770 PCMs. Training and test accuracies over 20 epochs
are shown in Fig. 4a, compared against the fully software simulations
performed in TensorFlow for the same network. Experimental results
closely match the mean software test accuracy of 97.94%.
To track the behaviour of weights, in Fig. 4b we show the evolution
of the weight distribution, combining contributions from highersignificance PCM conductances and lower-significance SPICEsimulated g − gshared conductances. We also show the PCM conductance
distributions during training (Fig. 4c) and the distributions for g during
training at the instant before a weight-transfer operation (Fig. 4d). As
training proceeds, weight distributions broaden, as reflected in the
broader cumulative distributions of the G values (Fig. 4c). However,
distributions of g at later epochs do not differ from each other (Fig. 4d),
meaning that weight evolution is implemented mainly by the PCM
devices. The role of g is then to support the proper tuning of PCM
rather than to encode important long-term information.
The MNIST-backrand dataset poses a much more difficult recognition problem than does MNIST, by adding uniform random noise to
each handwritten-digit image (Fig. 5a) and by providing fewer training
examples (12,000) but requiring generalization across many more test
examples (50,000). We trained on a network comprising 784-180-12510 neurons. Our NVM-based experimental accuracy of 82.13% is only
slightly below the TensorFlow accuracy of 83.3% (Fig. 5b).
State-of-the-art image classification systems use a combination of
convolution layers that act as feature extractors with one or more fully
connected classification layers. Although our work on efficiently mapping convolution networks to analogue array architectures is ongoing, a
well-known approach (transfer learning34) repurposes convolution layers that are pre-trained on one dataset for new datasets, by re-training
only the last fully connected classification layers. Here, we use the
weights from the Google Inception-v3 network (https://github.com/
tensorflow/models/tree/master/research/inception) (more than 70
layers) trained on ImageNET35 and re-train a single software–hardware
fully connected layer on either the CIFAR-10 or CIFAR-100 dataset.
We used an image re-training script (https://www.tensorflow.org/
tutorials/image_retraining) to rescale the 32 × 32 CIFAR images to
the 299 × 299 ImageNET input size and to compute the 2,048 neuron
excitations at the input of the fully connected layer of Inception-v3
using forward inference. These vectors were then used to train a 2,04810 fully connected network with two neuron layers with CIFAR-10
labels and a 2,048-100 network with CIFAR-100 labels. Our experimental results are again compared against software-based (TensorFlow)
training of these two networks.

6 4 | NAt U r e | VO l 5 5 8 | 7 J U N e 2 0 1 8

© 2018 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.

Section __ 3
New Devices and Hardware Architectures for AI

Publication __ 26
Equivalent-accuracy accelerated neural-network training using analogue memory

10 20 30 40 50

Initial
Epoch 1
Epoch 5
Epoch 10
Epoch 20
10

0

d

High-significance
conductance, G (μS)

101

Weight update, ΣΔW (μS)

0.6

0

–100

Weight, W (μS)

Distribution
broadening

0.2

Results

Distribution
broadening

1

16

0.4
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Fig. 5 | Mixed hardware–software results on the MNIST-backrand and
CIFAR-10/100 datasets. a, b, When trained on the MNIST-backrand
dataset, which consists of handwritten digits plus uniform random
noise23 (a), our mixed hardware–software experiment shows similar
test accuracies to fully software-based training using TensorFlow (b).
c, For our transfer-learning experiments, the weights from the

Training and test accuracies are shown in Fig. 5d for CIFAR-10
(2048-10 neurons, 20,490 weights) and in Fig. 5e for CIFAR-100
(2048-100 neurons, 204,900 weights, corresponding to 409,800 PCM
devices). Accuracy is equivalent for CIFAR-10, whereas CIFAR-100
shows a small difference of just over 1% (Extended Data Fig. 3 shows
weight and PCM conductance distributions for MNIST-backrand and
CIFAR-10/100 experiments). In Fig. 6a we summarize all of our experimental results against the expectations of software-based (TensorFlow)
training.
In Fig. 6b we provide a detailed comparison of the MNIST
test accuracy after 20 epochs for different unit cells according to
a matched simulator that mimics our PCM hardware10, as compared to our final mixed hardware–software experiment (Fig. 4
and unfilled bar in Fig. 6b). Adding the 3T1C devices to the flawed
2PCM devices improves the accuracy (purple bar in Fig. 6b) until
we consider the strong effect of real CMOS variability (left-most
orange bar). As predicted by Fig. 3, polarity inversion greatly reduces
the undesirable effects of CMOS variability (red bar in Fig. 6b). We
also use this matched simulator to determine how training would
have proceeded if we had left out only one of the techniques that
we used in the full experiment (orange bars; see also Methods and
Extended Data Fig. 4).
Finally, we estimated the average power required to fully process a
single MNIST example on the 528-250-125-10 network. We include
dissipated power for one full forward and reverse pass, the associated
weight updates and a prorated number of occasional reset events and/or
transfers per example, on the basis of the activity levels observed within
our experiments and on circuit simulations of a full mixed-signal
design in 90-nm node. We do not attempt to include the input–output
power associated with bringing example and label data onto a chip.
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and CIFAR-100 (e) closely match the expected results from softwarebased (TensorFlow) training. See Extended Data Fig. 3 for corresponding
experimental cumulative distribution functions.

Separate estimates were performed for the 2PCM and 2PCM + 3T1C
designs, including power consumption in the three crossbar arrays, and
in the peripheral analogue and digital circuitry (see Methods for details).
Under the assumption that an MNIST example can be processed
in 240 ns, the average power consumption for the 2PCM + 3T1C
design was calculated to be 54 mW, compared to 22 mW for the PCM
design. The increase in power of a factor of 2.5 is primarily due to
the large forward- and reverse-propagate currents in the 3T1C array,
wherein each cell could contribute several microamps of current. To
compare to a modern GPU, the training of a single example on our
small network performs 362,405 multiply–accumulate operations
and requires 12.9 nJ of power for a computational energy efficiency
of 28,065 GOP s−1 W−1. At the specified processing time of 240 ns,
and extrapolating our 90-nm circuit designs to 14 nm, the throughput per unit area is 3,582 GOP s−1 mm−2. For comparison, a Tesla
V100 GPU offers36 30.0 trillion floating-point operations per second
(30.0 TFLOPs) of 16-bit floating-point numbers in a footprint of 300 W
and 815 mm2, or 100 GOP s−1 W−1 and 37 GOP s−1 mm−2. Therefore,
our analogue NVM-based approach could potentially provide more
than two orders of magnitude in energy efficiency while accelerating
the backpropagation algorithm for fully connected layers by nearly two
orders of magnitude.
We have established that our approach can also deliver softwareequivalent training accuracies, despite the imperfections of existing
analogue memory devices. The next steps will be to demonstrate this
same software equivalence on larger networks that require large fully
connected layers—such as recurrently connected long short-term
memory37 and gated recurrent networks38—and to design, implement
and refine these analogue techniques on prototype NVM-based
hardware accelerators.
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Fig. 6 | Accuracy comparison and effect of different techniques.
a, Training and test accuracies from our mixed hardware–software
experiments on different datasets are compared to expected results
from purely software-based (TensorFlow) training. b, Using a matched
simulator that mimics how our PCM hardware trains on the MNIST
dataset, we evaluate the relative effect of the various imperfections present
in our experiments and of each mitigation technique that we used within
our final experiment by removing that technique during simulated
training (orange bars). The matched simulator when no techniques are
removed (red bar) closely matches our experimental results (unfilled

bar and dotted horizontal line). The accuracy with only our flawed PCM
devices (2PCM) would be insufficient (blue bar); although nominal
3T1C devices could improve this greatly (purple bar), the effect of CMOS
variability (bars on light-blue background) is severe without polarity
inversion (PI; left-most orange bar). Additional techniques that are
important include post-transfer tuning (PTT) of g after weight transfer
and modulation of upstream (xLR) and downstream (δLR) weight-update
pulses (see Methods and Extended Data Fig. 4). Other techniques, which
are less relevant include momentum, learning-rate decay (LRD) and triage.

We anticipate that the 3T1C cell proposed here will eventually be
phased out in favour of a more compact, modestly linear NVM, and
that these NVM devices will be stacked above each other in the metal
back-end using non-silicon access devices39. Although the periodic
carry concept22 has already relaxed device requirements for effective
dynamic range, our approach for multiple significant device pairs
further relaxes and differentiates these requirements. Our approach
calls for a new type of analogue memory device that can provide high
linearity and endurance, but that does not need long retention, a huge
resistance window or even tightly constrained device-to-device variability. For the higher-significance conductance-pair, we need an NVM
device that offers good retention and fast, low-power programming
for high-precision closed-loop tuning, but we do not need to impose
requirements on ultra-linear conductance update, high endurance or
wide dynamic range as well.
Therefore, there remains a strong incentive to develop compact
NVM devices that are capable of gentle, symmetric conductance
change12,13. Even in such an advanced design, we anticipate that the
technique used here (and proposed independently elsewhere22) of using
multiple conductances of varying significance will be necessary to synthesize a synapse with high dynamic range from individual devices of
lower dynamic range, and that polarity inversion on transfer (introduced here to suppress the highly undesirable effects of fixed device
asymmetries) will be essential.
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MEthods

Analogue-memory-based neural networks. The crossbar-memory approach
(Fig. 1) is most efficient for fully connected layers. Training of convolutional
layers23, in which many neurons share and re-use a small set of weight kernels,
is much less straightforward to implement using these crossbar-array techniques. Such networks also pose reduced memory-size and memory-bandwidth
demands on conventional digital hardware. Given the reduced memory-bandwidth demands, the recent trend in convolutional networks has been to replace
fully connected layers with convolutional layers. Interestingly, the fully parallel
computation offered by an analogue crossbar-memory approach would call for
exactly the opposite strategy—restricting the number of convolutional layers to the
absolute minimum necessary and using transfer learning when possible, especially
for the first few layers where the depth dimension is much smaller than the input
size. By contrast, for forward inference only, the analogue-memory approach can
deliver high speed (TOP s−1) and good energy efficiency (TOP s−1 W−1) for convolutional layers, by replicating kernel weights across multiple large arrays (with
some reduction in TOP s−1 mm−2).
Example triage. Example triage is a technique for accelerating any supervised
learning algorithm of DNNs by skipping over training examples that the network
already ‘knows’ relatively well, as quantified by the ‘safety margin’. The safety margin is the difference between the excitation level of the correct output neuron and
the highest excitation level of the other output neurons (Extended Data Fig. 5).
A positive safety margin denotes a correct classification and a negative safety
margin denotes an incorrect classification. After forward inference, each example
is assigned a focus probability, depending on the safety margin and the stage of
training (Extended Data Fig. 5). Any training example with a safety margin below
‘acceptable safety margin’ is included for training with 100% probability. As the
network trains, example triage selects fewer images for backpropagation, as shown
by cumulative distributions of the safety margin (Extended Data Fig. 6). Thus, the
acceleration boost is large when training accuracy is high (our 528-250-125-10
network trained on MNIST), but smaller when training accuracy is low (our 784180-125-10 network trained on MNIST-backrand).
Neural-network implementation. Although we use a logistic squashing function
at each neuron layer in these experiments, we have previously shown that piecewise-linear or ‘hard’ logistic functions are effectively equivalent40. In the final layer,
we train against the raw difference between ground truth and the output activation,
but omit the derivative of the logistic function. This secures the primary benefit of training against cross-entropy loss without the need for expensive softmax
exponential functions to explicitly estimate cross-entropy. In our experiments and
simulations, no discrepancy in test accuracy could be traced to this minimization
choice. Our multiple-conductances-of-varying-significance concept, although
similar in high-level description to previous work22, was developed independently
and therefore provides some very different characteristics. Because we weight the
read currents in the analogue rather than the digital domain, we do not need to
increase the number of analogue-to-digital converters. (Compared to the array
itself, analogue-to-digital converters are particularly power- and area-inefficient.)
Our circuitry for integrating charge and for transferring excitation data to the
next layer is completely independent of the number of conductances encoding the
weights. Finally, as mentioned in the main text, by introducing the concept of using
a different device for each tier of significance, we can relax the device constraints on
these memory elements much further than with the previous approach22.
Hardware set-up. A single array diagnostic monitor on a 200-mm wafer was
contacted with a 94-pin probe card mounted on a Cascade microprobe station,
enabling access to a 512 × 1,024 1T–1PCM device array (180-nm technology).
A 10-bit digital bus selects one of 1,024 rows; a second 9-bit bus selects which of
the 512 active columns connects to a single master bitline connected to the single
read/write head. Both the probe station and the Nextest Magnum 2EV tester were
controlled by a single computer running custom neural-network software, the
tester code for accessing the PCM arrays through the Magnum and the Matlab
interface code for connecting these two software components. Each experiment
uses a single large contiguous rectangular block of devices from the entire array,
within which all synapses were assigned in order. No remapping to avoid dead or
defective devices was performed. Typically, 0.01% of the PCM devices were stuck
‘on’ (persistently remained in conductance states higher than 50 μS) and 1% of the
devices were stuck ‘off ’ (persistently remained in conductance states lower than
0.5 μS). In this mixed hardware–software experiment, we serially read the array,
load the values into the software and perform the summation in software. However,
in an eventual chip implementation, the vector–matrix multiplication would be
completely parallel within each array core.
Before beginning an experiment, weights were initialized to a uniform distribution of raw conductances between 1 μS and 12 μS. The neural-network software
reads the PCM array and maps measured conductances into weights within software memory by multiplying the conductance differences by F = 3.0. Roughly
8,000 images are then trained fully in software, including reads and writes of each

3T1C device (from 0 to 7 programming pulses of 300 ps each) according to its set of
three SPICE variability models: one for charge addition, one for charge subtraction
and one for voltage-to-conductance mapping.
The software keeps track of incurred time (80 ns per forward propagation;
160 ns per backpropagation/weight-update step), decays each capacitor voltage
(5.16-ms time constant) and triggers a transfer event after every 1.92 ms of incurred
time. The total weight information trained onto each software-based 3T1C device
is used to compute a new target weight for the hardware-based PCM devices. After
an initial reset pulse, the hardware-based PCM conductances are tuned using an
iterative sequence of partial-set pulses varying between 13.6 ns and 4.4 μs. Given
the serial hardware read/write, the wall-clock time between two transfer events is
7–20 min, depending on the size of the network and the corresponding number
of PCM devices used. PCM drift41 is present, and contributes to inaccurate PCM
conductance tuning, but on a timescale different from that of the internal clock
of the software training. After hardware tuning is complete, all hardware-based
PCM conductances are measured and reported to the software, which then completes the transfer process. The operational polarity of the software-based 3T1C
conductance g is inverted. Because the PCM programming operation is inherently
noisy, the transferred weight is different from the expected weight. To minimize
this error, post-transfer tuning is performed: each g device is programmed using
a small number of 300-ps pulses to correct any residual weight error left after
hardware-based PCM tuning.
Weight transfer. Weight transfer converts large differences in the lowersignificance conductance pair into smaller changes in the higher-significance
conductance-pair, allowing the network to protect larger weights effectively from the
effects of nonlinearity and asymmetry. Any weight residue that cannot be transferred
completely to the higher-significance conductance pair can be restored to the
lower-significance conductance pair. An eventual chip implementation could
implement weight transfer on a column-by-column basis, implemented while the
chip is executing a later (or earlier) portion of the network. However, because the
hardware described above is most efficient when performing the same operation
sequentially (a read comparison or a write operation) on all devices within the
array, here weight transfer is performed on the entire array in the same PCM
tuning process.
Given the target PCM weights (supplied by the neural-network software in
units of raw PCM conductance, after dividing by F = 3.0), the closed-loop PCM
conductance-tuning operation begins with a measurement of all conductances.
Any weights already within ±240 nS of their targets (typically 2% of the array)
are removed from consideration. All remaining devices are first reset with three
high-amplitude 500-ns pulses. PCM devices corresponding to G+ (for positive
weights) or G− (for negative weights) are then programmed with a series of eight
SET rampdown pulses and measured. The initial pulse sequence contains eight
50-ns steps with decreasing amplitude. If the conductances obtained after a write
operation result in a PCM weight within ±1.2 μS of its target, then we stop programming that device (the verify stage of the closed-loop tuning); otherwise, we
reset that PCM device again (three high-amplitude 500-ns pulses) and try another
pulse length. At each stage, many PCM devices are removed from consideration
(for the remainder of that transfer operation), so that by the last iteration only a
small number of devices are being programmed and measured. Eight-step SET
rampdowns ranged from a step-width of 1.7 ns to 550 ns, with a median of 50 ns.
Extended Data Fig. 7 shows cumulative conductance distributions after these various set pulses are applied to freshly reset devices. Rampdowns with fewer steps
show similar results. At each iteration, we choose a new pulse-step duration on the
basis of measured conductances and previously used pulses, tracking the shortest
duration that was too long and the longest duration that was too short. This bisectional search results in a maximum of six pulse sequences on any given device,
with 70% of devices finishing after three iterations. Extended Data Figs. 8 and
9 show histograms and correlation maps for various quantities before and after
the transfer operation, taken from the last transfer operation during the MNIST
experiment (Fig. 4).
Even though the volatile 3T1C conductances are critical to reach softwareequivalent accuracies, the non-volatile PCM devices are more than sufficient for
preserving the trained weights permanently. After performing a typical transfer
onto PCM devices without any post-transfer tuning (and thus no contribution
from 3T1C devices), test accuracy for the MNIST array after epoch 18 slips from
97.98%, but to only 97.25%. By taking more care during this final transfer, we were
able to retain even higher accuracy (97.48%). Further improvements should be
possible. After the CIFAR-10 experiment, accuracy actually increases from 88.04%
to 88.17% when the weights are preserved solely on the PCM devices. Even higher
non-volatile dynamic range should be possible with additional tiers of significance
(for example, two non-volatile conductance pairs and one volatile lowestsignificance conductance pair).
Transfer learning. In the hardware-based PCM experiments, the 2,048 neuron
activations to the last fully connected layer are remapped to the 8-bit integer
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in the transfer process, or in the forward/reverse propagation. The same circuitry
that generates pulse widths on the basis of neuron activation is used to generate a
pulse that dictates the strength of the partial-set pulse used in transfer. The energy
of these circuits is included in the calculations.
We assume that all transfer operations in the 2PCM + 3T1C design can be
hidden within this processing time (such as while the network is performing
operations on a different layer of the network). This would preclude the use of
the relatively long rampdown pulses used here, mandating a closed-loop PCM
conductance-tuning procedure that emphasizes short, low-amplitude partial-set
and partial-reset pulses. Transfer would be distributed in time along different
columns, rather than performed all at once over the entire array, as was necessary
in our experiments. This choice relaxes the time constraint. Networks with a large
number of layers would provide substantial time for such operation because the
signal needs to pass through a large number of layers, so many cores would be
idling. Considering our MNIST network (528-250-125-10 neurons) and a transfer
interval of 8,000 images, the time available for transferring weights to PCM would
be 240 ns × 8,000/(250 + 125 + 10) = 5 μs, where 250 + 125 + 10 represents the
number of columns in the network. Although larger networks enable even longer
programming times and relax the timescale for update, any scheme for pipelining
computation so that all arrays are computing all the time would require some
accommodation for weight transfer. The optimization of such a tuning procedure
will be an important subject of future work.
We find the total dynamic energy per example to be 12.9 nJ for the
2PCM + 3T1C design. The primary contribution is from the first-stage forward
propagate (6.3 nJ). This is consistent with the fact that in the 3T1C cell the read
currents are high (of the order of microamps); the write currents are an order of
magnitude lower, owing to the different current paths for write and read. This
contribution is followed by the energy to route signals between stages (2 nJ) and
the energy for transferring conductance information from the lower- to highersignificance pair (1.8 nJ). The corresponding average dynamic power is 53.75 mW.
Static power is 0.12 mW and so the total power is 53.87 mW. Dynamic energy for
the 2PCM design is 5.25 nJ, which corresponds to an average dynamic power of
21.9 mW. Static and leakage power is about the same as for the 2PCM + 3T1C
design, yielding a net average power of 22.02 mW.
The effective number of multiply–accumulate operations performed is 2(529 ×
250) + 3(251 × 125 + 126 × 10) = 362,405. The factor of 3 comes from the three
passes through the hidden and output layers, first for forward inference, then for
backpropagation and finally for weight update. The first layer has a pre-factor of
only 2 because backpropagation through the first layer is not needed. This corresponds to a computational energy efficiency of 28,065 GOP s−1 W−1.
We use here a communication of neuron excitations between the device arrays
that represents network layers that appears to be much more power and time efficient than is analogue-to-digital conversion, incurring approximately 2.2 nJ per
training example (already included in the above analysis). Analogue-to-digital
conversion and digital routeing would instead incur 17.6 nJ per training example12,
given the specified 12.5 million samples per second at 9 bits per samples incurring
240 μW or 19.2 fJ per channel, which would substantially increase the total energy
costs of training. The analogue-to-digital converter is needed 250 + 125 + 10 + 1
25 + 250 = 760 times to train each example. Similarly, digital-to-analogue or, more
accurately, 9-bit-to-duration conversion incurs only 0.369 fJ per channel, but is
used 528 + 250 + 125 + 10 + 125 + 250 = 1,288 times to train each example. This
results in 0.475 nJ per example for a digital-to-analogue converter to reinsert digital
data back into the crossbar arrays.
Area usage is estimated from the full layout of a 512 × 512 array at 90 nm including all peripheral and routeing circuits needed to perform all operations, including
transfer, polarity inversion, neuromorphic read and write and array-to-array data
routeing. This layout incurs 5.8 × 106 μm2 at 90 nm (57% area efficiency). Assuming
usage of 262,144 operations once each 240 ns (for example, 20-ns integrations
occurring with an average duty cycle of about 10% for other layers) and extrapolating the area of the design to the 14-nm node through the square of the ratio of
minimum wire half-pitches (140 nm/32 nm)2, we estimate a performance-per-area
metric of 3,582 GOP s−1 mm−2. (Scaling to the 14-nm node necessitates the implementation of PCM or some other suitable NVM in that technology, posing considerable hurdles for device scaling and for delivering switching currents and voltages
to the analogue memory devices.) For the V100 GPU, we assume that the best-case
performance available for training is the full 30 TOP of FP16 compute. This is both
pessimistic (probably only a portion of the V100 area is used in FP16 compute) and
optimistic (GPU and digital accelerator performance on the fully connected layers
of interest here tend to be limited by memory bandwidth to well below the peak
specified performance6). In comparison, the analogue approach discussed here
could potentially reduce the off-chip communication to only the incoming training
examples and labels and occasional weight updates and overrides. This elimination
of back-and-forth off-chip traffic for all weights, for weight-update data and for
intermediate neuron excitations for all neural-network layers is the source of much
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of the energy advantage over GPUs. However, our energy estimates do not include
the costs of delivering input data from off-chip to the first layer (and of delivering
the label data to the last layer). The importance of these costs will depend strongly
on the size of the network. If a wide but shallow network with many inputs and
not much computation is implemented with these techniques, then these off-chip
input–output costs will probably dominate. For a large network with a reasonable number of inputs and labels, we expect that the attractive energy efficiencies
described above will greatly improve the overall energy efficiency of the system.
Data and code availability. The training and test datasets used here are publicly available, as described in the text and the relevant references23,24. TensorFlow
(https://www.tensorflow.org), the SPICE simulator and the PTM transistor models
used here are publicly available, as per the text and relevant reference43. The specific neural-network models and parameters are provided in the text. The specific
SPICE and Tensorflow decks are available on request. However, the code for our

custom neural-network simulator cannot be publicly released without IBM management approval and is restricted for export by the US Export Administration
Regulations under Export Control Classification Number 3A001.a.9.
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neuron excitations used in our network implementation. Although activations
across the 2,048 neurons ranged from 0 to 10.0, we clipped all excitations above
3.0. Software re-training confirmed that this clipping has a minimal effect on the
resulting accuracies.
SPICE modelling. Random variation in FET threshold voltages introduces substantial asymmetry in both the up and down conductance change of 3T1C cells
and their conductance–voltage characteristics and can therefore degrade neuralnetwork accuracy. Unlike modelling of PCM and other emerging NVM devices,
modelling of transistor characteristics and variability is both well-established and
highly accurate. We created 1,000 different fitted models for each of these three
effects from data generated through Monte Carlo circuit simulations in SPICE
(Extended Data Fig. 10). The threshold voltage offset of each FET was sampled
independently, with a standard deviation inversely proportional to the squareroot of FET area42. These models were assigned randomly to all synapses in the
array, allowing the mixed hardware–software experiment to account for the effect
of this variability on neural-network training. Because each transistor within a
3T1C circuit chooses independently, there are 109 possible model combinations.
Circuit simulations of the 3T1C cell were carried out using LTSPICE
(https://www.linear.com/solutions/1066). NMOS and PMOS FET model files for
90-nm technology were obtained from the Predictive Technology Model website
(http://ptm.asu.edu/)43, which provides free-to-use BSIM models for multiple technology nodes. Oxide thickness was increased to 1.9 nm for lower gate leakage, but
the model was otherwise unchanged.
From circuit simulations, we extracted (Extended Data Fig. 10): (i) the dependence of the conductance (sensed as a read current through the read FET at a constant read voltage) on capacitor voltage Vg; (ii) the increase in Vg as a function of
instantaneous voltage for multiple ‘up’ pulses; (iii) the decrease in Vg as a function
of instantaneous voltage for multiple ‘down’ pulses; and (iv) the decay of Vg over
time. The decay is mostly unaffected by variations in threshold voltage, so all 3T1C
devices were modelled with the same decay constant of 5.16 ms.
Power assessment. The average power per example of the neural network was
assessed by first estimating the total energy across all of the individual components and then dividing by the time per example. The core peripheral circuitry
required for neural-network training was designed in IBM CMOS 9FLP (90-nm)
technology; all relevant static and switching energies were obtained for all required
circuitry from circuit-level simulations within the Cadence design environment.
Although the capacitances of the short interconnect wiring between FETs in the
peripheral circuits are not considered, we include parasitic and gate capacitances
of the transistors themselves and all static and leakage power in the peripheral
circuitry. Our implementation of the capacitive unit cell in 90-nm node uses the
gate capacitance of a MOSFET. Because we need to use thick oxide gates for low
leakage, the effective capacitance per unit area is lower (4.8 fF μm−2), leading to a
gate area of 2.2 μm2 for the capacitor in this initial design (10.5 fF).
Extrapolating to a future, yet feasible, chip solution, we assume that a complete forward, reverse and weight-update operation could be completed in 240 ns.
Because forward propagation must be completed in 80 ns for a three-layer network,
each layer is assumed to have a maximum allowed pulse duration of 20 ns plus
6.7 ns of circuit set-up time. Read current from gshared devices—in extra columns
for forward propagation and in extra rows for reverse propagation—is scaled down
before being shared. The relative significance of PCM versus 3T1C is implemented
with different scaling factors on the peripheral circuitry, with associated energy
fully represented in these estimates.
Energy is consumed in the array when driving the long word lines and bit lines
to their appropriate voltage levels (intrinsic and loading capacitances on the wires),
and in the synaptic unit cells (the read/write currents and the time for which it
flows). For forward and reverse propagation, we know from our experiment
both the average conductance for the PCM cells (3 μS) and the average read current for the 3T1C cells (3 μA). On the basis of data collected from our neuralnetwork experiments, we compute pulse widths of the scaled average neuron
excitation (for example, x) of 6.0 ns and of the average neuron error (for example, δ)
of 0.6 ns, relative to the maximum pulse duration of 20 ns. Our read energy results
are cycle-accurate to the exact training runs in our experiment, with the only
assumed parameter being the 20-ns absolute duration of the maximum-length
pulse in an eventual hardware implementation. We also calculate the total number
of weight updates, occasional resets and transfer operations across 20 epochs, with
triage included, and then prorate these numbers per training example.
The effective number of transfers per example was calculated on the basis of
statistics collected over 20 epochs of 60,000 examples each. Each transfer operation operates on a single column at a time and is assumed to involve up to nine
read operations on all synapses in the column and up to eight write (partial-set)
pulses on some of the devices in that column. Set pulses are assumed to be 4 ns
in duration, with the set current 10 times the PCM read current. The energy for
initializing the g and gshared cells and for post-transfer tuning of g is calculated on
the basis of a similar prorated approach. No analogue-to-digital converters are used
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poor retention of information in any volatile g device. However, even in
the ideal case of an infinitely-long time constant, the transfer interval
would still need to be limited, owing to the finite dynamic range of g.
A long transfer interval would probably result in g values saturating owing
to weight updates, leading to loss of training information before transfer.
c, Guidelines for optimizing the choice of gain factor F. We define ‘efficacy
of post-transfer tuning’ as the inverse of the overall residual error after g
tuning. Bcause a larger gain factor F means more available dynamic range
for each weight, larger F is desirable. However, large F also amplifies any
programming errors on the PCM devices due to intrinsic device variability
and limits the correction that g can provide during post-transfer tuning.
The efficacy would definitely decrease monotonically, although perhaps
not linearly as is sketched here. The value we chose (F = 3) represents a
reasonable trade-off for the PCM and 3T1C devices used here. For other
situations, F can be initially estimated as F = DRg/σ, where DRg is the g
dynamic range and σ is the standard deviation of the PCM programming
error. Additional optimization comes with neural-network training, which
includes the weak effect of drift contribution.
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Extended Data Fig. 1 | Flow chart comparing eventual and currently
implemented DNN acceleration approaches. a, Comparison between
an eventual analogue-memory-based hardware implementation and our
mixed software–hardware experiment. Although we do not implement
CMOS neurons, we mimic their behaviour closely. In both schemes, weight
update is performed on only the 3T1C g devices, and these contributions
are later transferred to the PCM devices (G+ and G−). Owing to wall-clock
throughput issues in our experiment, we have to perform all of the weight
transfers at once. By contrast, in an eventual hardware implementation,
weight transfer would take place on a distributed, column-by-column
basis. Ideally, transfer for any weight column would be performed at a
point in time when the neural-network computation, focused on some
other layer, leaves that particular array core temporarily idle. b, Guidelines
for optimizing the choice of transfer interval, depending on the time
constant of the capacitor and the dynamic range of g. Because training of
one image is performed in 240 ns, training of 8,000 images is performed
in 8,000 × 240 ns = 1.92 ms, which is a substantial fraction of the timeconstant of the capacitor (5.16 ms). Despite allowing more of the dynamic
range of g to be used, a longer transfer interval would probably suffer from
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Extended Data Fig. 2 | Weight-update requests and resulting net weight
change observed during neural network training. a–d, Simulation
results based on MNIST 20-epoch simulations for the 2PCM + 3T1C
cell with full CMOS variability and transfer polarity inversion (matched
with the experimental results; a, b) and for the 2PCM cell (c, d).
a, c, Correlation between the aggregate weight update across 16,000
training images (for 2PCM + 3T1C, this corresponds to two consecutive

transfer intervals) and the total number of pulses applied to obtain this
weight update. b, d, Correlation between the aggregate number of pulses
and the total number of programming pulses applied. The points chosen
for Fig. 3 (±100, 1,000 for 2PCM + 3T1C and ±10, 50 for 2PCM)
represent typical values requested by the backpropagation algorithm.
Insets show vertical cross-sections at ∑ ΔW = 0, where the aggregate sum
of all individual weight changes ΔW is zero (sum of pulses is zero).
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Extended Data Fig. 3 | Experimental distributions for different
datasets. (Extension of Fig. 5.) a–f, Weight probability density functions
(PDFs) and cumulative distribution functions (CDFs) of device
conductances for MNIST-backrand (a, b), CIFAR-10 transfer learning
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(c, d) and CIFAR-100 transfer learning (e, f). Results are shown for the
initial condition and increasing epochs, from 1 to 20. For the CIFAR-100
experiment only, we increased the transfer interval to 16,000 images to
reduce the overall wall-clock time.

Extended Data Fig. 4 | See next page for caption.
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Extended Data Fig. 4 | Effect of different techniques on neural-network
training. (Extension of Fig. 6.) a–d, Simulation results as in Fig. 6b,
extended to all experiments performed: MNIST results (as in Fig. 6b; a),
MNIST-backrand (b), CIFAR-10 transfer (c) and CIFAR-100 transfer (d).
We introduce two parameters, xLR and δLR, to modify the crossbarcompatible weight-update scheme from its original conception10. The
upstream neurons fire a number of weight-update pulses based on the x
input signal, the global learning rate η and the xLR coefficient; downstream
neurons fire pulses depending on the error signal, the global η and new δLR
coefficient. xLR and δLR are both constant throughout training: xLR enables
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differentiation between upstream and downstream pulsing, but is constant
across all layers; δLR enables careful tuning of the importance of δ for each
weight layer. xLR modulation can provide substantial accuracy benefits for
MNIST-backrand (b) and δLR modulation is beneficial for CIFAR-100 and
particularly for MNIST (a, d). Although momentum and learning-rate
(LR) decay are commonly used techniques33, their absence would not have
greatly affected our experimental results. Example triage mostly provides
a wall-clock advantage, but also a slight improvement in accuracy for
CIFAR-10/100 transfer learning by avoiding ‘useless’ weight updates.
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margins using a recent copy of the network weights. These slightly ‘stale’
safety margins could then be used to implement example triage. c, Focus
probability from 0% to 100% as a function of safety margin defined from
−1 to 1. For all safety margins below some ‘acceptable’ threshold, the
probability of choosing to perform backpropagation on this training
example is 100%. As the safety margin increases above the acceptable
threshold, the focus probability decreases linearly to a non-zero minimum
focus probability, to ensure that some number of already well-learned
images are also backpropagated despite their high safety margin. The
mapping of safety margin to focus probability can be changed during
training. In addition, reducing either the focus probability or the learning
rate for examples with large negative safety margins (pink dotted line)
avoids damage to overall generalization in pursuit of training examples
that the network may never be able to successfully classify.
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Extended Data Fig. 5 | The safety-margin concept. a, When the network
classifies the output correctly (for example, the highest neuron output
matches the highest ground truth), the safety margin is the positive
difference between the correct neuron and the next-largest neuron.
b, When the classification is incorrect, the safety margin is a negative
number that indicates the gap by which the output neuron failed to be
the highest neuron value. Preferably, we would like to calculate the safety
margin for every image in each epoch, because safety margins change after
each backpropagation. This is the choice made within our experiment; in
a full-chip implementation of analogue-memory-based neural-network
hardware accelerator with an effective minibatch size of 1, this would be
fairly straightforward. Alternatively, either for minibatch-based training
or for analogue hardware, we envision using a highly pipelined copy
of the network designed for fast forward inference to compute safety
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Extended Data Fig. 6 | Safety-margin evolution during training. During
training (shown here for MNIST), the cumulative distribution of the
safety margin shifts to the right, as training improves performance on the
training examples. The intercept at a safety margin of zero represents the
training error. Example triage can be thought of as the realization that the
network does not need to train on all of the examples in the far right of
this cumulative distribution, but should instead focus on those at small
positive safety margins and below, with only a few training examples
chosen from among those at high safety margins. The farther the safety
margin distribution moves to the right, the more of an acceleration factor

Even though the degree of control is worse for high conductances (above
20 μS), to the extent that the monotonicity of the mapping from duration
to conductance is disrupted, the vast majority of conductances are
programmed to conductances below 20 μS (see Fig. 4 and Extended Data
Fig. 9).

that example triage can provide. Example triage can be considered a form
of curriculum learning44 based on the safety margin, as a highly accurate
analogue measure of the current degree of certainty of the neural network.
However, a substantial difference is that curriculum learning focuses
on the beginning of training, with the philosophy of starting with easy
examples and moving to difficult training examples. By contrast, example
triage becomes effective only once the network shows some degree of
performance on the training set, and is then designed to skip over easy
examples in favour of difficult training examples.
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Extended Data Fig. 7 | Experimental PCM programming distributions.
The measured cumulative distribution function of the conductances of
512 × 1,024 devices programmed from full reset state with eight-step set
transition rampdown pulse sequences ranging from 1.7 ns to 550 ns in
step-size (for example, from 13.6 ns to 4.4 μs in total duration) is shown.
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post-transfer tuning, the lowest voltage available to the charge subtraction
circuitry is increased so that no 3T1C device can be programmed below
0.25 V (cut-off visible in e). Because all 3T1C conductances below that
capacitor voltage are effectively zero (see Extended Data Fig. 10a), if
any device were allowed to return to the weight-update operations with
such an extremely low capacitor voltage, the network would be forced
to fire many positive weight updates before it could effectively change
that weight. Although g and gshared show different shapes, the weight
distribution is nearly the same as before transfer. The last transfer is shown
not because it is the easiest but because it is the most important. The
network has very little ability to recover from mistakes made during these
last few transfers. However, data extracted for any of the other transfers
throughout training would be almost indistinguishable from those shown
here for the last transfer operation.
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Extended Data Fig. 9 | Effect of PCM imperfections on weight
transfer. Correlation maps obtained from the last two transfers
in the MNIST experiment illustrate a typical transfer operation.
The target weight Wtransfer that we attempt to write into the
PCM devices is not exactly the overall weight W, but instead
Wtransfer = W − offset − [g(V = 0.5 V) − gshared(V = 0.5 V)]. The final two
terms are the residual difference between the conductances of the g and
gshared devices even when initialized to the same voltage, which allows
the PCM devices to compensate partially for CMOS variability during
transfer. The offset, equal to 2 μS, is added because g devices are not
equally good at compensating positive and negative conductance errors.
At the initialization voltage of 0.5 V, device conductance is relatively
small (see Extended Data Fig. 10a), providing less dynamic range to
move to smaller conductances and to correct PCM devices programmed
to weights that are too positive. The initial 0.5 V was chosen carefully, to
accommodate substantial ‘decay’ towards 0.8 V, providing much more
dynamic range for increasing 3T1C conductance. A positive offset value
strongly favours negative errors, allowing us to exploit the capability
for g values to increase. When Wtransfer is positive but smaller than the
offset we reset both PCM devices and use g to correct the residual error.
a, Correlation between the weight portion encoded in PCMs before

transfer, such as F(G+ − G−), with Wtransfer. Here we expect a difference
because the neural-network training has changed the weights—we
now need to checkpoint these weight changes from volatile storage
on the 3T1C devices into non-volatile storage on the PCM devices.
b, Correlation between the desired Wtransfer conductance differences and
the actual F(G+ − G−) values obtained after PCM programming operation.
With perfect devices and no offset, this should be a diagonal line along
y = x. The variability we see is caused partly by PCM programming
error (unintended), partly by the intentional offset and partly by CMOS
initialization mismatch (where we are intentionally aiming for a ‘wrong’
PCM conductance difference to help to compensate for our flawed CMOS
devices). c, Correlation between the weights before (Wpre) and after (Wpost)
transfer, after post-transfer tuning of g to compensate for programming
errors in b. The goal of the transfer operation is to obtain Wpost = Wpre,
which would correspond to all points falling on the diagonal y = x. The
effect of post-transfer tuning is clear by comparing the variability in b
to the near-ideal behaviour in c. d–f, As in a–c, but for negative polarity
transfer. Because the polarity of g is inverted, the offset is negative, and
so the large dynamic range can be used to increase g to compensate for
positive errors in PCM weight.
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Extended Data Fig. 8 | Analysis of weight transfer from lower- to
higher-significance conductance pairs. a–c, Distributions obtained
before and after the last transfer in the MNIST experiment: g and gshared
distributions before transfer (a), the voltage on the capacitor of g (b)
and the distribution of weights (c). gshared devices are implemented as
an average of the read current from three 3T1C devices for every 128
dedicated g devices to help to reduce variability. Just before transfer,
the voltages on both g and gshared are programmed to 0.5 V after their
contribution to the weight has been extracted. d–f, Just after the PCM
transfer, the polarity of g is inverted; the dedicated g devices are then
tuned to correct the transfer error during PCM programming operation.
This leads to a broad distribution of voltages on these capacitors, centred
at lower voltages than just before transfer (e). During the long transfer
interval, charge leakage in all capacitors (through both NFETs and the
PFET) causes voltages to increase towards about 0.8 V. During
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voltage for down pulses (e); and PDF of change in down voltage at
VC = 0.5 V (f). Each graph shows data from 1,000 trials. Bold lines in
a, c and e and dotted lines in b, d and f show the nominal transistor
response. a, b, Variability in the read transistor whose gate is tied to the
capacitor; c–f, variability due to variation in threshold voltage in the
PMOS pull-up/NMOS pull-down FETs.
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Extended Data Fig. 10 | SPICE modelling of CMOS variability.
a–f, Monte Carlo circuit simulations of parameter variability in 3T1C
cells: measured conductance versus instantaneous voltage on the capacitor
VC (a); PDF of the measured conductance at VC = 0.5 V (b); change in
voltage versus the instantaneous voltage for up pulses (c); PDF of change
in up voltage at VC = 0.5 V (d); change in voltage versus the instantaneous
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In our previous work we have shown that resistive cross point devices, so called resistive
processing unit (RPU) devices, can provide significant power and speed benefits when
training deep fully connected networks as well as convolutional neural networks. In this
work, we further extend the RPU concept for training recurrent neural networks (RNNs)
namely LSTMs. We show that the mapping of recurrent layers is very similar to the
mapping of fully connected layers and therefore the RPU concept can potentially provide
large acceleration factors for RNNs as well. In addition, we study the effect of various
device imperfections and system parameters on training performance. Symmetry of
updates becomes even more crucial for RNNs; already a few percent asymmetry results
in an increase in the test error compared to the ideal case trained with floating point
numbers. Furthermore, the input signal resolution to the device arrays needs to be at
least 7 bits for successful training. However, we show that a stochastic rounding scheme
can reduce the input signal resolution back to 5 bits. Further, we find that RPU device
variations and hardware noise are enough to mitigate overfitting, so that there is less
need for using dropout. Here we attempt to study the validity of the RPU approach by
simulating large scale networks. For instance, the models studied here are roughly 1500
times larger than the more often studied multilayer perceptron models trained on the
MNIST dataset in terms of the total number of multiplication and summation operations
performed per epoch.
Keywords: LSTM training, resistive processing unit (RPU), analog hardware, resistive device, resistive switching,
DNN training, memristive device

INTRODUCTION
Deep neural networks (DNNs) (LeCun et al., 2015) have made tremendous improvements in
the past few years tackling challenging problems such as speech recognition (Hinton et al.,
2012; Ravanelli et al., 2017), natural language processing (Collobert et al., 2012; Jozefowicz et al.,
2016), image classification (Krizhevsky et al., 2012; Chen et al., 2017), and machine translation
(Wu, 2016). These accomplishments became possible thanks to advances in computing resources,
availability of large amounts of data, and clever choices of neural network architectures. For
instance, spatial correlations in the data are exploited by convolutional neural networks (CNNs)
(LeCun et al., 1988; Krizhevsky et al., 2012; He et al., 2015) whereas temporal correlations can
be handled by recurrent networks (Lipton et al., 2015). One of the most common recurrent
architectures is long short-term memory (LSTM) (Hochreiter and Schmidhuber, 1997; Karpathy
et al., 2016). LSTMs in combination with CNNs provide end-to-end trainable building blocks
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imperfections and peripheral circuit constraints, such as input
signal resolution, to the training accuracy of LSTM networks
on a character based language model. We also study the effect
of dropout during training LSTMs in the presence of device
imperfections and system level constraints. Although, dropout
is critical when training large LSTMs with floating point (FP)
numbers to mitigate overfitting, it turns out that for RPU
simulations training is not significantly affected by dropout. This
suggests that some of the device imperfections and noise in
the hardware may act as a regularization term during training.
However, we also show that among all device variations the
requirement for having a very accurate match in the average
minimal up and down update step sizes throughout the training
process for each cross-point device (symmetric updates) become
increasingly more important and any mismatch needs to be
minimized for successful training. Our results further emphasize
the importance of device symmetry when realizing a resistive
element suitable for DNN training.

MATERIALS AND METHODS
LSTM Block
The dynamics of an LSTM block (Hochreiter and Schmidhuber,
1997) is described using deterministic transitions from previous
state to current state are given by the equations below (see also
the corresponding computational graph in Figure 1):
ft = sigmoid (Wf xt + Uf ht−1 + bf )

(1)

it = sigmoid (Wi xt + Ui ht−1 + bi )

(2)

gt = tanh (Wg xt + Ug ht−1 + bg )

(4)

ht = ot × tanh (ct )

(6)

ot = sigmoid (Wo xt + Uo ht−1 + bo )

(3)

ct = ft × ct−1 + it × gt

(5)

where xt is the input vector of length n for the current
time step t, ht−1 and ht are the hidden state vectors, ct −1
and ct are the memory state vectors of length m from the
previous and current time steps, respectively. The trainable
parameters for the LSTM block are stored in Wf , Wi , Wo , Wc
matrixes of sizes m × n, Uf , Ui , Uo , Uc matrixes of sizes m ×
m and bias terms bf , bi , bo , bc of sizes m × 1. ft , it , ot and gt
respectively, correspond to the forget gate, input gate, output
gate, and new candidate memory state, all of which are vectors
of length m. In these equations sigmoid and tanh functions are
applied element-wise and × is an element-wise multiplication
(Hadamard product).
Just like regular feed forward networks, LSTM networks are
trained using the backpropagation algorithm (Rumelhart et al.,
1986). However, the concept of time in the case of an LSTM is
simply expressed by a well-defined ordered series of calculations
linking one time step to the next one and therefore error
signals are backpropagated through time (BPTT) (Hochreiter
and Schmidhuber, 1997). The number of unrolling steps through
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signal generated at each time step and W T is the transpose of the
original weight matrix used during the forward pass. The z̃ vector
is further processed by the NLF units so that the error signal for
the previous time step can be generated. Once the backward steps
are repeated nBPTT times, the weight update can be written as a
series of updates W ← W + η(δ̃x̃T ). These are again performed
nBPTT times for the nBPTT x̃ and δ̃ vectors corresponding to each
iteration step during the forward and backward pass. Therefore,
a LSTM block can be viewed as a fully connected layer but with
parameter sharing that happens between time steps by reusing
the same weight matrix for each step of the calculation. We
emphasize that all other non-linear operations of the LSTM block
are performed by the NLF units outside of the array; and these
NLF units require an access to a local or an external storage
(memory) in order to save the intermediate results computed
during the forward (and backward) pass that are also needed
during the error calculation at backward pass (and update cycle).

FIGURE 1 | Computational graph of a LSTM block.

time used for backpropagation, nBPTT , is a hyperparameter of the
LSTM training. During training, all activations calculated during
the forward pass for each time step need to be stored for the
backward pass (for the calculation of the derivatives). Once the
backward pass is completed for all nBPTT time steps, the total
weight change, which is the sum of the gradients from each
time step, can be calculated and applied to update the weights.
Similar to the weight sharing concept for convolutional layers at
different spatial locations, for an LSTM block, the weights are
shared between different time steps and the amount of sharing
is controlled by the choice of nBPTT during training.

System Level Simulation Details
In a real system, all computations that are needed to train a
neural network have to be handled by some sort of underlying
hardware. Here, we assume a system that is composed of analog
arrays and digital NLF blocks. Each operation necessary for the
training of a multilayer LSTM network is mapped to either the
analog or digital parts of the system. If an operation is handled
by the analog unit, we simulate the corresponding operation
using the limitations of the underlying analog hardware. For
instance, all of the vector-matrix operations involving the weights
during forward, backward, and update cycles are mapped onto
analog arrays. Therefore, these computations are performed
using various hardware defined constraints as described in more
detail in Section “Results.” All other operations such as sigmoid,
tanh, Hadamard product, point-wise summation and softmax
are mapped to the digital NLF blocks. We assume that these
digital units perform the operations using 32-bit FP numbers
and do not introduce any additional non-idealities, such as noise
and quantization errors, beyond the ones introduced by analog
units. We also assume that the results computed by the digital
NLF blocks during forward (or backward) cycle are stored in a
standard memory in 32-bit FP format and that these results are
accessed later during backward (or update) cycle without any
loss of information. In order to estimate the training accuracy
achievable by such a system, we developed a simulation tool
(written in C++) that trains the neural network based on these
described constraints, and in particular, simulates the hardware
defined limitations of the analog units at every stage of the neural
network training.

Mapping of an LSTM Block to Resistive
Device Arrays
Figure 2 illustrates all the calculations that need to be performed
for an LSTM block during a forward pass and their mapping onto
an RPU array. All trainable parameters of an LSTM block can
be organized into a single matrix W of size 4m × (m + n + 1)
which is then mapped onto a single RPU array of the same size.
We denote the temporary input vector to the RPU array, that is
used for each time step, as x̃, which is the concatenated vector
of the input vector from current time step xt , the hidden state
vector from the previous time step ht−1 and a single bias value of
unity. Performing a single vector-matrix multiplication ỹ = W x̃
yields a vector ỹ of length 4m where different portions can be
used to calculate activations given by Eqs (1–4) for a single time
step. We note that the single ỹ = W x̃ operation completes all the
linear transformations that are needed and has the computational
complexity of O(4m × (m + n + 1)). It can be performed with
O(1) time complexity once mapped to RPU arrays thanks to the
array parallelism. All other computations shown above are point
wise operations and therefore have the computational complexity
of O(m) + O(n). We assume this part of the computations
are performed outside of the RPU array by a digital block,
the so-called non-linear function unit (NLF) (Gokmen and
Vlasov, 2016). We note that all steps shown by Eqs (1)-(6)
are repeated nBPTT times before error backpropagation starts;
and similar computation steps are performed during the error
backpropagation starting from the last time step. For instance,
in the backward pass the computations that are performed on the
array can be written as z̃ = W T δ̃ , where δ̃ is the temporary error
Frontiers in Neuroscience | www.frontiersin.org
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for composing complex neural network architectures, that are
used for challenging tasks such as image captioning (Karpathy
and Fei-Fei, 2015). Training these large complex DNNs are
extremely computational intensive tasks and today most of these
workloads run on general purpose digital hardware such as CPUs
and GPUs in a massively parallel fashion (Dean et al., 2012;
Coates et al., 2013; Chilimbi et al., 2014; Gupta et al., 2017).
There are many attempts to accelerate training of large scale
DNNs by designing and using specialized digital hardware (Emer
et al., 2016), such as Google’s TPU (Jouppi et al., 2017) or Intel’s
KNL (Sodani, 2015), relying on optimized multiplication and
summation operations. In addition to the digital approaches,
resistive cross-point device arrays are also promising candidates
that perform the multiplication and summation operations in
the analog domain which can provide massive acceleration and
power benefits (Gokmen and Vlasov, 2016).
The concept of using resistive cross-point device arrays
(Burr et al., 2015, 2017; Chen et al., 2015; Prezioso et al.,
2015; Agrawal et al., 2016b; Gokmen and Vlasov, 2016; Fuller
et al., 2017) as DNN accelerators has been tested, to some
extent, by performing simulations for the specific cases of
fully connected (Gokmen and Vlasov, 2016) and convolutional
neural networks (CNNs) (Gokmen et al., 2017). The effect of
various device properties and system parameters on training
performance has been evaluated to find the required device
and system level specifications for a successful implementation
of an accelerator chip that efficiently trains DNNs (Agrawal
et al., 2016a; Gokmen and Vlasov, 2016). As shown empirically
by simulations (Agrawal et al., 2016a; Gokmen and Vlasov,
2016; Gokmen et al., 2017), a key requirement is that these
analog resistive devices must change conductance symmetrically
when subjected to positive or negative pulse stimuli. Indeed,
this requirement differs significantly from those needed for
memory elements and therefore require either an additional
circuit overhead (Ambrogio et al., 2018) or systematic search
for new physical mechanisms, materials and device designs to
realize such an ideal resistive element for DNN training. In
addition to these critical device properties, the peripheral circuits
and the whole system needs to be designed carefully within
the specifications for successful DNN training. For instance,
noise and signal saturation inherent to the analog nature of the
computations performed on the arrays limit the training accuracy
of CNNs on MNIST dataset (Gokmen et al., 2017). As a solution
number normalization and signal bound detection techniques are
proposed (Gokmen et al., 2017) and these techniques may be
incorporated into the system design.
It is clear that resistive cross-point devices, so called resistive
processing unit (RPU) (Gokmen and Vlasov, 2016) device arrays
that can simultaneously store and process data locally and
in parallel, are promising candidates for intensive DNN tasks
computations; however, any future hardware that is targeting
DNN applications needs to be able to offer solutions for handling
a range of network architectures including fully connected,
convolutional as well as recurrent layers. Here, we extend
the application space of RPUs to recurrent neural networks
(RNNs). We show how to map the complex recurrent LSTM
blocks to RPU arrays and test the effect of various device level

Gokmen et al.

RESULTS
In order to test the validity our approach to map LSTMs to
RPUs, we train LSTM networks similar to those described in
Karpathy et al. (2016), composed of 1 or 2 stacked LSTM blocks,
with different numbers of hidden vector sizes of 64, 128, 256, or
512 on two datasets: Leo Tolstoy’s War and Peace (WP) novel
and Linux Kernel (LK) consisting of 3,258,246 and 6,448,461
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Additionally, mini-batch size of unity, fixed learning rate, and
time unrolling steps nBPTT of 100 is used. Since these settings are
slightly different from what is used in Karpathy et al. (2016) (such
as RMSProp with mini-batch size of 100), we first validated our
training by performing simulations using standard cross-entropy
loss function and high precision FP numbers/operations and
tried various learning rates, η, with different amount of dropout
rates, p, for each model individually to reach the performance
levels reported by Karpathy et al. (2016). We note that the
dropout term is only introduced for non-recurrent connections
following the guidelines from (Zaremba et al., 2014) and is
consistent with (Karpathy et al., 2016). Figure 3 shows the
best baseline-FP results for various LSTM2-WP models with
different hidden vector sizes at the corresponding learning rate
and dropout rates. For each model the test cross-entropy loss is
on par or slightly better than the value reported by Karpathy et al.
(2016) and therefore validates our simple SGD training approach.

RPU Baseline Model
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FIGURE 2 | Schematics of an LSTM block mapped to an RPU array. The input vectors to the RPU array and the output vectors from the array are shown for the
forward pass only. All activations are calculated and stored outside the array by digital NLF circuits. We note that each step of the computation happens sequentially
in time, but results are also stored spatially at different locations in the memory.

which is an outer product of two vectors and a weight update
combined into a single operation. This form is consistent with
the simple SGD rank-1 update but any variant of a SGD such as
RMSProp, Adagard, momentum, etc., all require the calculation
of the gradient values first and then updating the weight value
using some history dependent parameter per weight that is a
function of previous weight values and/or gradients. In its most
general form these operations can be written as a two-step
process.

characters, respectively. We split the data into training and test
sets as 2,933,246 and 325,000 characters for WP and 6,111,421
and 337,040 characters for LK where each dataset, respectively,
have a total vocabulary of 87 and 101 characters. Throughout
the paper we use the following naming convention consisting
of the network block, stacking, hidden vector length and the
dataset. For instance LSTM2-512-WP is a 2 stacked LSTM
network with a hidden vector size of 512 trained on the WP
dataset. Following the mapping described above for LSTM2-512WP, we use three different arrays with sizes 2048 × (512+87+1)
and 2048 × (512 + 512 + 1) for the two LSTM blocks and a
third array of size 87 × (512 + 1) for the last fully connect
layer before the softmax activation (softmax layer as a whole).
We note that the total number of trainable parameters for the
largest networks trained here is about 3.4M and the total number
of multiplication and summation operations that needs to be
performed during a single training epoch is about 1014 . These
large number of operations makes these simulations about 1500x
more challenging than training a fully connected network on the
MNIST dataset (Gokmen and Vlasov, 2016).
It is critical to perform training simulations that can be supported
by real RPU array hardware. Although operations performed
on the RPU array during the update cycle are all computed in
parallel, RPU arrays only support operations of the form

Frontiers in Neuroscience | www.frontiersin.org

(8)

W ← W + η(Wpre , Wpre )W

(9)

where the first operation is the gradient calculation and the
second is the weight update. On a digital hardware, the
computation overhead of these additional calculations may be
insignificant and can easily be implemented by storing and
updating one additional parameter per weight and do not
increase the computational complexity. However, for RPU arrays
such an extra operation will break the array parallelism as the
update cannot be performed at constant time anymore. While
the calculations of the gradients given by Eq. (8) can still be
performed on a separate array with O(1) time complexity, Eq. (9)
can only be implemented column-wise serially with O(m) time
complexity and therefore violates the array parallelism.
In order not to violate parallel array operations, in our
simulations training is performed using only simple SGD.

Optimization Approach

W ← W + η(δ̃ x̃T )

W = δ̃ x̃T

(7)
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The various RPU device imperfections and their effect on the
training accuracy were tested previously for a fully connected
(Gokmen and Vlasov, 2016) and a convolutional (Gokmen et al.,
2017) neural network on the MNIST dataset. Although the
same device specifications were sufficient to train both networks
successfully, input/output signal normalization/renormalizations
were needed for successful training of CNNs. Here in our
simulations we start with a baseline model that has identical
device parameters and signal normalization techniques as
described for CNNs (Gokmen et al., 2017).
The RPU-baseline model uses a stochastic update scheme
(Gokmen and Vlasov, 2016), where the length of the stochastic
stream is BL = 10. The gain factors Cx and Cδ used for
determining the pulse probability during the stochastic
translation for
√ the columns and the rows are scaled properly
(Cx = Cδ = η/(BLwmin )) to give the desired learning
rate, η, used for training the model; and wmin is the average
incremental change in the weight value due to a single
coincidence event. Although the average value for wmin is set
to 0.001, in order to capture device imperfections, wmin is
assumed to have cycle-to-cycle and device-to-device variations
of 30%. Possible asymmetry in the weight updates are taken into
+
account by using separate wmin
for the positive updates and
−
wmin for the negative updates for each RPU device. The average
+
−
value of the ratio wmin
/wmin
among all devices is assumed
to be unity but with a 2% device-to-device variation. The
bounds on the weights values, |wij |, are set to be 0.6 on average
with a 30% device-to-device variation. For any real hardware
implementations of RPU arrays the results of the vector matrix
multiplications will be noisy and this noise is considered by
introducing an additive Gaussian noise, with zero mean and
standard deviation of σ = 0.06. Furthermore, the results of the
vector-matrix multiplications are bounded to a value of |α| = 12
to account for signal saturation. The input signals are assumed
to be between [−1, 1] with a 5-bit input resolution, whereas the
outputs are quantized assuming a 9-bit ADC. Although the input
signals going into the array and the output signals coming from
the arrays are bounded, we use noise management and bound

Frontiers in Neuroscience | www.frontiersin.org

Stochastic Rounding of Input Signals
It is clear that the limited input signal resolution needs to be
addressed for successful application of the RPU approach on
large networks, however, increasing the input signal resolution
comes with a cost of increased peripheral circuit complexity
or computation time. For instance, for time encoded signals,
increasing the input resolution from 5 to 7-bits increases signal
duration by a factor 4 for the largest input, and therefore increases
the computation (integration) time during forward and backward
passes. Alternatively, for a fixed integration time, 7-bit inputs
require four times faster clock rates during signal generation and
therefore it may not be possible given the limitations due to
signal filtering and clock rates. Using voltage height controlled
inputs also comes with a cost, as more voltage levels need to be
generated by the peripheral circuits which again increases the
circuit complexity.
Here, we propose to use a stochastic rounding scheme (instead
of rounding to nearest neighbor) as a cost effective solution for
recovering the test accuracies while still keeping signal resolution
at 5-bits. It is already shown that stochastic rounding helps during
DNN training when used at different stages of approximate
computing with reduced precision in the digital space (Gupta
et al., 2015). However, to prove the effectiveness of stochastic
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management techniques described in Gokmen et al. (2017).
In particular, the inputs/outputs are normalized/renormalized
using to the absolute maximum value of the elements of vectors
x̃ or δ̃ during the forward and backward passes, respectively.
These normalizations are crucial not only because of small
backpropagating error signals as discussed in Gokmen et al.
(2017) but also during forward propagation, because values in
x̃ can go beyond unity due to the dropout term used: note that
during training time when dropping a random fraction p of
activations, the remaining are scaled with 1/1 − p and therefore
the input signals might become larger than 1.
The test error of this RPU-baseline on various LSTM2-WP
models with different hidden vector sizes are shown in Figure 3
as black curves. Each model uses the same learning and dropout
rates as for the corresponding floating point reference model (FPmodel). In contrast to the behavior observed for the FP-models,
test errors of the RPU-baseline models increase and become
noisier when the size of the network is enlarged. This is a very
disappointing scaling result and if not addressed properly, may
limit the application space of analog device arrays to only a very
small network sizes.
In order to identify the main cause of this problem, we
performed training at various training conditions. For the models
that are trained with a larger input signal resolution of 7-bits (but
otherwise identical device and system properties), as shown by
red curves in Figure 3, the test error follows a trend much more
similar to the FP-model. Although, there remain some offsets
between the FP-models and the RPU-models trained with 7-bit
input resolution, offsets tend to get smaller and RPU-models
improve in performance as the number hidden vector size (or
parameters) increases. These results show that the undesired
behavior observed for the black curves (RPU baseline) are solely
due to the limited input signal resolution of 5-bits.
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In order to test the effect of dropout for a realistic hardware
implementations of RPU arrays, we performed training using
the RPU-baseline model at 7-bit input resolution and varied
the dropout rates, as shown in Figure 4B. In contrast to the
results obtained by the FP-models, even when dropout is not
used at all, we did not observe overfitting to be a problem. In
addition, the best performance is obtained for dropout rates at
around 10–20%, which is smaller than the optimal value used
for FP-models at 40%. These results suggest that for a realistic
implementation of RPU arrays the training may not require such
a strong regularization term or the same amount may be nonoptimal as there exists many sources of noise and stochasticity
coming from the hardware. However, it is also important to
realize that the effect of the dropout is much smaller for all RPU
models; and even with the optimal dropout rates we consistently
observe an offset between the RPU-models and FP-models for all
LSTM sizes (data for smaller networks are not shown).

Effect of Device Variations, Asymmetry,
and Number of States
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FIGURE 3 | Test cross-entropy loss of two stacked LSTM networks (with different hidden vector sizes) trained on the WP dataset. Open white circles correspond to
the model where the training is performed using floating point (FP) numbers. Lines with different colors correspond to RPU-baseline models using different input
signal resolutions and rounding schemes as given by the legend. Same dropout probability, p, and the learning rate, η, are used for the FP and RPU models for each
network size. For the sake of comparison we did not optimize these parameters with respect to the RPU model.

rounding for training RPU arrays, we performed simulations
using the same RPU-baseline model with 5-bit input resolution
but instead with the stochastic rounding scheme. As shown
by the blue curves in Figure 3, stochastic rounding at 5-bit
input resolution almost completely recovers the results of a
round-to-nearest-neighbor scheme at 7-bits and therefore it can
be a viable approach for real hardware implementations. The
overhead of using stochastic rounding instead of rounding to
nearest neighbor is very small (Gupta et al., 2015) and it can be
realized by specifically designing additional hardware residing in
the digital blocks that moves data between RPU arrays and NLF
units. Although our simulations do not guarantee that the 5-bit
input resolution is sufficient for even larger networks, our results
nevertheless suggest that using stochastic rounding saves a couple
of bits during input signaling and hence improves the overall
performance of the RPU arrays.
FIGURE 4 | Test cross-entropy loss of two stacked LSTM networks with a
hidden vector size of 512 trained on WP dataset. Lines with different colors
correspond to (A) the model trained using FP numbers (B) the RPU-baseline
models using 7-bit input signal resolution, at different dropout probabilities, p.

Effect of Dropout
It is known that successful applications of large neural networks
require good regularization and dropout (Srivastava et al., 2014)
is one of the most powerful regularization methods. Indeed,
we also use dropout in our training and larger dropout rates
are needed for the best performance as the network size gets
larger as shown by the FP-models in Figure 3. To highlight
the importance of dropout, we show the test results of LSTM2512-WP, the largest network of interest, trained at different
dropout probabilities in Figure 4A. It is clear that small dropout
rates (p < 0.4) cause the networks to overfit since the test
errors start to increase after a certain amount training. Only
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the cases with a 40% dropout rate or higher show a consistent
downward trend in the test errors and hence do not suffer
from the overfitting problem. However, increasing the dropout
rate arbitrarily beyond 40% is not beneficial either (data not
shown) and the best generalization results are observed at about
40% dropout rates for LSTM2-512-WP when trained with FP
numbers.
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To understand the main cause of the offset observed between the
FP and RPU models we performed training using a range of RPU
models. In each we selectively eliminated device imperfections to
evaluate their influence on training performance. The summary
of these training results on LSTM2-WP with different hidden
vectors sizes are shown in Figure 5. The green curves in
Figure 5 correspond to the models where device-to-device and
cycle-to-cycle variations in the parameters wmin and |wij |
are completely eliminated from their original values at 30%.
Interestingly, eliminating of all this variability from the model
does not improve the network performance compared to the
RPU-baseline models as shown by red curves. Similarly, the
cyan curves corresponding to RPU models with a larger number
of states (4x more compared to baseline) also show test errors
that are almost indistinguishable from the RPU-baseline model.
Only the blue curves corresponding to RPU models without
any device-to-device variation in the asymmetry parameter
+
−
(wmin
/wmin
) show an improvement and test errors get closer
to the value achieved by the FP models (shown by open circles).
These results suggest that the most important factor limiting the
performance of the RPU models is the asymmetry parameter and
even a slight asymmetry term with only a 2% device-to-device
variation is sufficient to be harmful. Only after the elimination
of the asymmetry term, increasing the number of states further
enhances the network performance as shown by magenta curves.
We note that all RPU models shown in Figure 5 are simulated
using a 7-bit input resolution in order not to introduce additional
artifacts due to limited input resolution; and each model used the
same dropout and learning rate that the FP-model is trained with.

Throughput =

(10)

where the factor of two comes from the multiplication and
the summation operations performed on each RPU device.
This yields a throughput of 85TeraOps/s for the LSTM2-512WP model. This is already significantly higher than the peak
single precision throughput of an NVIDIA Tesla P100 at
about 10TeraOps/s. Thus the performance benefits of the RPU
approach becomes already apparent for the sizes of the LSTMs

DISCUSSION AND CONCLUSION
In this study, we explored the applicability of the RPU device
concept to training LSTMs. We found that training LSTM blocks
is very similar to the training of fully connected layers, because
a single vector operation can be used to perform all linear
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transformations needed for a single time step in the LSTM
training.
The operations performed on the arrays are identical
for different network architectures including fully connected,
convolutional or recurrent networks. However, it is not obvious
that the same device constraints derived from a small fully
connected network can be generalized to give competitive
training accuracies for larger and more complex networks on
larger datasets. Studying LSTM networks here is an attempt to
generalize the insights regarding the effect of different hardware
noise and device variations on the training performance gained
previously by investigating relatively small learning tasks to a
much more challenging learning task. The array sizes used for
the LSTM2-512-WP model are (2048 × 600), (2048 × 1029) and
(87 × 513) and these arrays are much larger than the ones used
for the fully connected network studied in Gokmen and Vlasov
(2016) with sizes of (256 × 785), (128 × 257), and (10 × 129). In
addition, the training sequence consists of about 3M characters
for the WP dataset compared to 60K training images in the case
of the MNIST dataset. The combination of larger array sizes
and more training examples makes the training of these LSTM
networks about 1000x (1500x for LK dataset) more challenging
than training the MNIST dataset on the aforementioned fully
connected network. Interestingly, the 2% variation in the
asymmetry term that was sufficient to train the fully connected
network at the level of FP model accuracy is shown to be not
sufficient for these LSTM networks. This result suggests that
the asymmetry parameter becomes increasingly more critical for
larger scale networks and it may require special attention during
hardware design and development.
The performance benefits of the RPU approach for LSTM
networks can be calculated using the design considerations
described in Gokmen and Vlasov (2016). For an LSTM block,
computation steps depend on the computations in previous
time steps and, if stacked LSTM networks are used, additionally
on computations in the previous LSTM blocks. Therefore,
a pipelined microarchitecture design is required to utilize
multiple RPU arrays that can compute concurrently on multiple
overlapping time steps or data. Assuming a fully pipelined
architecture and the LSTM2-512-WP model, there would be a
total of 3.4M RPU devices active at any given time residing
on three different arrays. Using a measurement (cycle) time
of roughly tmeas = 80ns (Gokmen and Vlasov, 2016) for each
forward, backward and update cycles, we can estimate the
total RPU accelerator chip performance using the below simple
formula
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needs to be addressed. Accomplishing such symmetrically
switching analog devices as needed is a difficult task. Besides
material engineering, circuit assisted solutions combined with
algorithmic modifications might, conceivably, relax the material
requirements. One example of an almost perfectly symmetric
RPU is demonstrated by designing analog CMOS (Kim et al.,
2017; Li et al., 2018) (so called CMOS-RPU) that performs the
updates using a current source and sink circuitry and stores the
weight as charge on a capacitor. In this design, it is shown that
symmetry is achieved by properly balancing the current source
and sink that incrementally change the stored charge on the
capacitor. Device leakage, device mismatch and charge retention
on the capacitor are critical components for the scalability
to larger networks. Functionality of this RPU concept comes
at the cost of significant circuit overhead. In contrast to the
CMOS-RPU approach, there are device options available that
may be used to realize the RPU concept. One noteworthy device
concept is the so called LISTA device (Fuller et al., 2017) that
shows significantly more symmetric behavior if a current pulsing
scheme is used. However, this current pulsing scheme would
also require a current source and sink circuitry similar to the
ones used in the CMOS-RPU design. A simple constant voltage
pulsing scheme is difficult to realize for the demonstrated LISTA
devices in an array configuration due to the built-in voltage
which depends on the individual weight state of each node.

investigated here, and once it is applied to much larger problems
with a total number of RPU devices reaching billions, throughput
of an RPU accelerator chip exceeds the throughput of todays’
advanced GPUs and accelerators by more than 1000x.
The concepts described in this study can also be applied
to more complex neural networks including a mixture of
recurrent, convolutional and fully connected layers by simply
reprogramming digital blocks that compute the non-linear
functions and control the signal flow. Note that we assume
that all other non-linear operations are performed outside of
the RPU arrays by using programmable digital circuits and that
the results are sent back to the same RPU array for the next
step of the calculations. For LSTMs, this realizes the weight
sharing that happens between different time steps, but this makes
the architecture also flexible to implement other heterogeneous
network architectures. Since these programmable digital blocks
control the signal flow and can perform any type of computation,
it becomes also very easy to implement other kinds of recurrent
networks on the same hardware. For instance gated recurrent
units (GRUs) (Cho et al., 2014), dilated RNNs (Chang et al., 2017)
or other more complex RNN architectures (Chung et al., 2015)
can be mapped to RPU arrays in a similar fashion by simply
changing the computations performed on the digital circuits.
In order for RPUs to be a competitive technology,
however, the symmetry requirement of the weight update
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By properly selecting the materials used in the device stack
this built-in voltage problem can be mitigated and it is an
interesting research direction for realizing a symmetric RPU
concept. Finally, we note that PCM devices (Burr et al.,
2015, 2017) are promising candidates to realize the RPU
concept. PCM elements change their conductance gradually
at one polarity (SET) and very abruptly at the opposite
polarity (RESET). Therefore, the weight is encoded in a pair
of PCM elements that operate in SET mode in a differential
configuration. Non-linearities and conductance saturation are
detractors for optimal performance. However, using appropriate
CMOS circuit elements these detractors can be overcome and
provide a possible solution for deep learning (Ambrogio et al.,
2018).
It is clear that a global asymmetry term, uniform among
all devices, can be fixed easily by the supporting peripheral
circuits using different voltage pulses for up and down changes
for the whole array without requiring a serial access to each
device. However, if there is a slight device-to-device variation
that causes a local asymmetry term such a compensation is
not possible without breaking the parallel nature of the array
operation. Given that these arrays would be fully utilized and
always busy in a pipelined design to get the most performance
benefits, any kind of interruption to the parallel operations may
become too costly no matter how infrequent the interruption
is. Therefore, the area, power and especially the time cost of
these engineering solutions need to be sized properly as it may
significantly reduce the benefits of using analog arrays for DNN
training.

In summary, we believe that the RPU concept is a very
promising candidate to accelerate the training of a range of
complex deep neural networks, and our results indicate that
the huge investment of putting machine learning algorithms
into such hardware is warranted. However, its success strongly
depends on realizing a cross-point that can change its state in a
symmetrical fashion. Once the symmetry problem is overcome,
the RPU concept can provide unprecedented acceleration factors
reaching 10,000x compared to the digital counterparts (Gokmen
and Vlasov, 2016). For a highly optimized digital hardware
one can think of fitting 10s of 1000s of multiplication and
summation units on a single chip. However, even these numbers
look miniscule when compared to an RPU approach, as a single
RPU array consisting of 4096 × 4096 cross-points can perform 16
million multiplication and summation operations all in parallel in
the analog domain by using only a fraction of the chip area. Using
multiple arrays simultaneously would make the throughput of
analog accelerator chip even more impressive reaching 3–4 orders
of magnitude larger than the digital only solutions. Therefore,
large problems of interest for business applications that currently
require days of training on multiple digital hardware can take
only minutes using a single RPU based analog accelerators.
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FIGURE 5 | Test cross-entropy loss of two stacked LSTM networks (at different hidden vector sizes) trained on WP dataset. Open white circles correspond to the
model where training is performed using FP numbers. Simulation of RPU-baseline models are shown by red curves. Lines with different colors correspond to RPU
models but for each model a set of device imperfections are selectively eliminated compared to the RPU-baseline model. Green curves: device-to-device and
cycle-to-cycle variations in the parameters wmin and |wij | are completely eliminated. Cyan curves: the total number of states is increased by 4x. Blue curves:
device-to-device variation in the asymmetry parameter is eliminated. Magenta curves: as for blue curves, but additionally the number of states are increased by 4x.
All RPU models are trained with 7-bit input signal resolution using round-to-nearest-neighbor scheme. Since the simulation run times were limited to 7 days, some
curves stop early before reaching 50+ epochs.
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Machine learning and quantum computing are
two technologies each with the potential for altering how computation is performed to address
previously untenable problems. Kernel methods for machine learning are ubiquitous for pattern recognition, with support vector machines
(SVMs) being the most well-known method for
classification problems. However, there are limitations to the successful solution to such problems when the feature space becomes large, and
the kernel functions become computationally expensive to estimate. A core element to computational speed-ups afforded by quantum algorithms
is the exploitation of an exponentially large quantum state space through controllable entanglement and interference.
Here, we propose and experimentally implement two novel methods on a superconducting
processor. Both methods represent the feature
space of a classification problem by a quantum
state, taking advantage of the large dimensionality of quantum Hilbert space to obtain an
enhanced solution. One method, the quantum
variational classifier builds on [1, 2] and operates
through using a variational quantum circuit
to classify a training set in direct analogy to
conventional SVMs. In the second, a quantum
kernel estimator, we estimate the kernel function and optimize the classifier directly. The
two methods present a new class of tools for
exploring the applications of noisy intermediate
scale quantum computers [3] to machine learning.
The intersection between machine learning and quantum computing has been dubbed quantum machine
learning, and has attracted considerable attention in recent years [4–6]. This has led to a number of recently proposed quantum algorithms [1, 2, 7–9]. Here, we present
a quantum algorithm that has the potential to run on
near-term quantum devices. A natural class of algorithms for such noisy devices are short-depth circuits,
which are amenable to error-mitigation techniques that
reduce the effect of decoherence [10, 11]. There are
convincing arguments that indicate that even very sim-
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ple circuits are hard to simulate by classical computational means [12, 13]. The algorithm we propose takes
on the original problem of supervised learning: the construction of a classifier. For this problem, we are given
data from a training set T and a test set S of a subset Ω ⊂ d . Both are assumed to be labeled by a map
m : T ∪ S → {+1, −1} unknown to the algorithm. The
training algorithm only receives the labels of the training
data T . The goal is to infer an approximate map on the
test set m̃ : S → {+1, −1} such that it agrees with high
probability with the true map m(s) = m̃(s) on the test
data s ∈ S. For such a learning task to be meaningful it
is assumed that there is a correlation between the labels
given for training and the true map. A classical approach
to constructing an approximate labeling function uses socalled support vector machines (SVMs) [14]. The data
gets mapped non-linearly to a high dimensional space,
the feature space, where a hyperplane is constructed to
separate the labeled samples. A quantum version of this
approach has already been proposed in [15], where an
exponential improvement can be achieved if data is provided in a coherent superposition. However, when data
is provided in the conventional way, i.e. from a classical
computer, then the methods of [15] cannot be applied.
Here, we propose two SVM type classifiers that process
data provided purely classically and use the quantum
state space as the feature space to still obtain a quantum advantage. This is done by mapping the data nonlinearly to a quantum state Φ : x ∈ Ω → | Φ(x)Φ(x) |,
c.f. Fig 1(a). We implement both classifiers on a superconducting quantum processor. In the first approach
we use a variational circuit as given in [1, 2, 16, 17] that
generates a separating hyperplane in the quantum feature space. In the second approach we use the quantum
computer to estimate the kernel function of the quantum feature space directly and implement a conventional
SVM. A necessary condition to obtain a quantum advantage, in either of the two approaches, is that the kernel
cannot be estimated classically. This is true, even when
complex variational quantum circuits are used as classifiers. In the experiment, we want to disentangle the
question of whether the classifier can be implemented in
hardware, from the problem of choosing a suitable feature map for a practical data set. The data that is classified here is chosen so that it can be classified with 100%
success to verify the method. We demonstrate that this
success ratio is subsequently achieved in experiment.
Our experimental device consists of five coupled superconducting transmons, only two of which are used in this
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FIG. 1. Quantum Kernel Functions: (a) Feature map representation for a single qubit. A classical dataset in the interval
Ω = (0, 2π] with binary labels (a, right) can be mapped onto the Bloch sphere (red / blue - lines) by using the non-linear
feature map described in (b). For a single qubit UΦ(x) = Zx is a phase-gate of angle x ∈ Ω. The mapped data can be separated
by the hyperplane given by normal w.
 States with a positive expectation value of w
 receive a [+1] (red) label, while negative
values are labeld [−1](blue). (b) For the general circuit UΦ(x) is formed by products of single- and two-qubit unitaries that
are diagonal in the computational basis. In our experiments, both the training and testing data is artificially generated to be
perfectly classifiable with the aforementioned feature map. The circuit family depends non-linearly on the data through the
coefficients φS (x) with |S| ≤ 2. (c) Experimental implementation of the parameterized diagonal two-qubit operations using
CNOTs and Z−gates.



UΦ(x) = exp i



S⊆[n]

φS (x)



i∈S



Zi  ,

is a diagonal gate in the Pauli Z - basis, c.f. Fig 1 (b).
This circuit will act on | 0n as initial state. We use the
coefficients φS (x) ∈ , to encode the data x ∈ Ω. In
general any diagonal unitary UΦ(x) can be used if it can
be implemented efficiently. This is for instance the case
when only weight |S| ≤ 2 interactions are considered.
The exact evaluation of the inner-product between two
states generated from a similar circuit with only a single
diagonal layer UΦ(x) is #P - hard [21]. Nonetheless,
in the experimentally relevant context of additive error
approximation, simulation of a single layer preparation
circuit can be achieved efficiently classically by uniform
sampling [22]. We conjecture that the evaluation of
inner products generated from circuits with two basis
changes and diagonal gates up to additive error to be
hard, c.f. supplementary material for a discussion.
The data: To test our two methods, we generate
artificial data that can be fully separated by our feature
map. We use the map for n = d = 2 - qubits in Fig. 1(b)
with φ{i} (x) = xi and φ{1,2} (x) = (π − x1 )(π − x2 ). We
generate the labels for data vectors x ∈ T ∪ S ⊂ (0, 2π]2 ,
by first choosing f = Z1 Z2 as the parity function and
a random unitary V ∈ SU (4). We assign m(x) = +1,
when Φ(x) |V † f V | Φ(x) ≥ ∆ and m(x) = −1 when
Φ(x) |V † f V | Φ(x) ≤ −∆, c.f. Fig 3(b). The data has
been separated by a gap of ∆ = 0.3. Both the training
sets and the classification sets consist of 20 data points
per label. We show one of such classification sets as
circle symbols in Fig. 3(b).
Quantum variational classification: The first classification protocol follows four steps. First, the data

x ∈ Ω is mapped to a quantum state by applying
the feature map circuit UΦ(x) in Fig. 1(b) to a reference state | 0n . Second, a short depth quantum cir described in Fig
cuit W (θ),
2(b) is applied to the
feature state. A circuit with l - layers is parametrized
by θ ∈ 2n(l+1) that will be optimized during training. Third, for a two label classification y ∈ {+1, −1}
problem, a binary measurement {My } is applied to the
 Φ(x) | 0n . This measurement is implemented
state W (θ)U
by measurements in the Z - basis and feeding the output bit-string z ∈ {0, 1}n to a chosen boolean function
f : {0, 1}n → {+1, −1}. The measurement operator is
given by My = 2−1 ( + yf ), where we have defined f =

z∈{0,1}n f (z)| zz |. The probability of obtaining out y W (θ)|
 Φ(x). Fourth,
come y is py (x) = Φ(x) |W † (θ)M
for the decision rule we perform R repeated measurement
shots to obtain the empirical distribution p̂y (x). We assign the label m̃(x) = y, whenever p̂y (x) > p̂−y (x) − yb,
where we have introduced an additional bias parameter
b ∈ [−1, 1] that can be optimized during training.
The feature map circuit UΦ(x) as well as the boolean
function f are fixed choices. During the training of the
 b). For the opclassifier we optimize the parameters (θ,
timization, we need to define a cost-function. We define
 given by the error probability
the empirical risk Remp (θ)
Pr (m̃(x) = m(x)) of assigning the incorrect label averaged over the samples in the training set T ,
 =
Remp (θ)

1 
Pr (m̃(x) = m(x)) .
|T |
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FIG. 2. Experimental implementations (a) Schematic
of the 5-qubit quantum processor. The experiment was performed on qubits Q0 and Q1 , highlighted in the image. (b)
Variational circuit used for our optimization method. Here
we choose a rather common Ansatz for the variational unitary
 = U (l) (θl ) Uent . . . U (2) (θ2 ) Uent U (1) (θ1 ) [16, 17]. We
W (θ)
loc
loc
loc 
alternate layers of entangling gates Uent = (i,j)∈E CZ(i, j)
(t)

with full layers single qubit rotations Uloc (θt ) = ⊗n
i=1 U (θi,t )
with U (θi,t ) ∈ SU(2). For the entangling step we use controlled phase gates CZ(i, j) along the edges (i, j) ∈ E present
in the connectivity of the superconducting chip. (c) Circuit to
directly estimate the fidelity between a pair of feature vectors
for data x and 
y as used for our second method.


x∈T

For the binary problem, the error probability of assigning the wrong label is given by the binomial cumulative density function (CDF) of the empirical distribution
p̂y (x), c.f. supplementary material for a derivation. The
binomial CDF can be approximated for a large number of samples (shots) R  1 by a sigmoid function
sig(x) = (1 + e−x )−1 . The probability that the label
m(x) = y is assigned incorrectly is approximated by
 

√ 
R 12 − p̂y (x) − yb
2
.
Pr (m̃(x) = m(x)) ≈ sig  
2(1 − p̂y (x))p̂y (x)
The experiment itself is split in to two phases; First, we
 b). We have found
train the classifier and optimize (θ,
that Spall’s SPSA [23, 24] stochastic gradient decent
algorithm performs well in the noisy experimental
setting. We can use the circuit as a classifier after
the parameters have converged to (θ∗ , b∗ ). Second, in
the classification phase, the classifier assigns labels to
unlabeled data s ∈ S according to the decision rule m̃(s).


We implement the quantum variational classifier W (θ)
over 5 different depths (l = 0 through l = 4), c.f.
Fig 2(b), in our superconducting quantum processor.
We expect a higher classification success for increased

depth. The binary measurement is obtained from the
parity function f = Z1 Z2 . For each depth we train three
different data sets, using training sets consisting of 20
data points per label. One of these data sets is shown in
Fig. 3 (b), along with the training set used for this particular data set. Fig. 3(a) shows the optimization of the
 for two different training sets and
empirical risk Remp (θ)
depths. In all experiments throughout this work we implemented an error mitigation technique which relies on
zero-noise extrapolation to first order [10, 25]. To obtain
a zero-noise estimate, a copy of the circuit was run on
a time scale slowed down by a factor of 1.5, c.f. supplemental material. This technique is implemented at each
trial step, and it is the mitigated cost function that is fed
to the classical optimizer. We observe that the empirical risk in Fig. 3(a) converges to a lower value for depth
l = 4 than for l = 0, albeit with more optimization steps.
Whereas error mitigation does not appreciably improve
the results for depth 0 - the noise in our system is not the
limiting factor in that case-, it does help substantially for
larger depths. Although Pr (m̃(x) = m(x)) explicitly includes the number of experimental shots taken, we fixed
R = 200 to avoid gradient problems, even though we
took 2000 shots in the actual experiment.
After each training is completed, we use the trained
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work, as shown in Fig. 2(a). Two co-planar waveguide
(CPW) resonators, acting as quantum buses, provide the
device connectivity. Each qubit has one additional CPW
resonator for control and readout. Entanglement in our
system is achieved via CNOT gates, which use crossresonance [18] as well as single qubit gates as primitives.
The quantum processor is thermally anchored to the mixing chamber plate of a dilution refrigerator.
Quantum feature map: Before discussing the two methods of classification, we discuss the feature map. Training
and classification with conventional support vector machines is efficient when inner products between feature
vectors can be evaluated efficiently [14, 19, 20]. We will
see that classifiers based on quantum circuits, such as
the one presented in Fig 2(c) cannot provide a quantum
advantage over a conventional support vector machine if
the feature vector kernel K(x, z) = |  Φ(x) | Φ(z)  |2 is
too simple. For example, a classifier that uses a feature
map that only generates product states can immediately
be implement classically. To obtain an advantage over
classical approaches we need to implement a map based
on circuits that are hard to simulate classically. Since
quantum computers are not expected to be classically
simulable, there exists a long list of (universal) circuit
families one can choose from. Here, we propose to use
a circuit that works well in our experiments and is not
too deep. We define a feature map on n-qubits generated
by the unitary UΦ (x) = UΦ(x) H ⊗n UΦ(x) H ⊗n , where H
denotes the conventional Hadamard gate and
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A path to quantum advantage: Such variational circuit
classifiers are directly related to conventional SVMs
[14, 19]. To see why a quantum advantage can only
be obtained for feature maps with a classically hard
to estimate kernel, we point out the following: The
decision rule py (x) > p−y (x) − yb can be restated
 W (θ)|
 Φ(x) + b). The
as m̃(x) = sign(Φ(x) |W † (θ)f
variational circuit W followed by a binary measurement can be understood as a separating hyperplane

in quantum state space.
Choose ann orthogonal,
2 ×2n
} ⊂
, where
hermitian, matrix basis
{P
α


α = 1, . . . , 4n with tr Pα† Pβ = 2n δα,β such as the
Pauli-group on n-qubits. Expand both the quantum
 W (θ)

state | Φ(x)Φ(x) | and the measurement W † (θ)f
in this matrix basis. Both the expectation value of
the binary measurement and the decision rule can
 be
 = tr W † (θ)f
 W (θ)P
 α and
expressed in terms of wα (θ)
Φα (x) = Φ(x) |Pα | Φ(x). For any variational unitary
the classification rule can

 berestated in the familiar
 α (x) + b . The
SVM form m̃(x) = sign 2−n α wα (θ)Φ
classifier can only be improved when the constraint is
lifted that the wα come from a variational circuit. The
optimal wα can alternatively be found by employing
kernel methods and considering the standard Wolfe dual of the SVM [14]. Moreover, this decomposition indicates that one should think of the feature space as the
quantum state space with feature vectors | Φ(x)Φ(x) |
and inner products K(x, z) = |  Φ(x) | Φ(z)  |2 . Indeed,
the direct use of the Hilbert space H = ( 2 )⊗n as a
feature space would lead to a conceptual problem, since
a vector | Φ(x) ∈ H is only physically defined up to a
global phase.

Quantum kernel estimation: The second classification
protocol uses this connection to implement the SVM directly. Rather than using a variational quantum circuit
to generate the separating hyperplane, we use a classical
SVM for classification. The quantum computer is used
twice in this protocol. First, the kernel K(xi , xj ) is estimated on a quantum computer for all pairs of training
data xi , xj ∈ T , c.f. Fig. 2(c). Here it will be convenient to write T = {x1 , . . . , xt } with t = |T |; also let
yi = m(xi ) be the corresponding label. The optimization problem for the optimal SVM can be formulated in
terms of a dual quadratic program that only uses access
to the kernel. We maximize
LD (α) =

t

i=1

t

αi −

t
1 
yi yj αi αj K(xi , xj ),
2 i,j=1

subject to i=1 αi yi = 0 and αi ≥ 0 for each i. This
problem is concave whenever K(xi , xj ) is a positive definite matrix. The solution to this problem will be given
by a nonnegative vector α
 = (α1 , . . . , αt ). The quantum
computer is used a second time to estimate the kernel
for a new datum s ∈ S with all the support vectors. The
optimal solution α
 ∗ is used to construct the classifier
 t


∗
m̃(s) = sign
yi αi K(xi , s) + b .
i=1

Due to complementary slackness, we expect that many
of the αi will be zero. This can make the evaluation of
m̃(s) cheaper, since K(xi , s) only needs to be estimated
when αi∗ > 0. The bias b in m̃(s) can calculated from the
weights αi∗ by choosing any i with αi∗ > 0 and solving

∗
xj , xi ) + b = yi for b.
j yj αj K(
Let us discuss how the quantum computer is used to
estimate the kernel. The kernel entries are the fidelities
between different feature vectors. Various methods
[26, 27] exist, such as the swap test, to estimate the
fidelity between general quantum states. However, since
the states in the feature space are not arbitrary, the
overlap can be estimated directly from the transition
†
n 2
amplitude |  Φ(x) | Φ(z  |2 = |0n |UΦ(
z ) | 0 | .
x) UΦ(
First, we apply the circuit Fig. 2(c), a composition
of two consecutive feature map circuits, to the initial
reference state | 0n . Second, we measure the final
state in the Z-basis R - times and record the number
of all zero strings 0n . The frequency of this string is
the estimate of the transition probability. The kernel
entry is obtained to an additive sampling error of ˜
when O(˜−2 ) shots are used. In the training phase a
total of O(|T |2 ) amplitudes have to be estimated. An
estimator K̂ for the kernel matrix that deviates with
high probability in operator norm from the exact kernel
K by at most K − K̂ ≤ can be obtained with a
total of R = O( −2 |T |4 ) shots. The sampling error
can compromise the positive semi-definiteness of the
kernel. Although not applied in this work, this can

B

ideal
exp

FIG. 4. Kernels for Set III. (a) Experimental (left) and
ideal (right) kernel matrices containing the inner products of
all data points used for training Set III (round symbols in Fig.
3 (b)). The maximal deviation from the ideal kernel |K − K̂|
occurs at element K8,15 . A cut through row 8 (indicated by
red arrow in (a)) is shown in (b), where the experimental
(ideal) results are shown as red (blue) bars. Note that entries
that are close zero in the kernel can become negative (c.f.
K8,30 (b)) when the error-mitigation technique is applied.

be remedied by employing an adaption of the scheme
presented in [28]. The direct connection to conventional
SVMs enables us to use the conventional bounds on the
V C-dimension that ensure convergence and guide the
structural risk minimization.
For the experimental implementation of estimating
the kernel matrix K, c.f. circuit Fig. 2(c), we again
apply the error-mitigation protocol [10, 25] to first
order. The kernel entries are obtained by running a
time-stretched copy of the circuit and reporting the
mitigated entry. We use 50, 000 shots per matrix entry.
Using this protocol, we obtain support vectors αi that
are very similar to the noise-free case. We run the
training stage on three different data sets, which we
will label as Set I, Set II and Set III. Set III is shown
in Fig. 3(b). Note that the training data used to
obtain the kernel and the support vectors is the same
data used in training of our variational classifier. The
support vectors (green circles in (b)) are then used to
classify 10 different test sets randomly drawn from each
entire set. Set I and Set II yield 100% success over the
classification of all 10 different test sets each, whereas
Set III averages a success of 94.75%. For more details
see the supplementary information. These classification
results are given in Fig. 3(c) as dashed blue lines to
compare with the results of our variational method.
In Fig. 4(a) we show the ideal and the experimentally
obtained kernel matrices, K and K̂, for Set III. The
maximum difference across the matrices between K
and K̂ is found at row (or column) 8. This is shown
in Fig. 4(b). All support vectors for the three sets and
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 after
FIG. 3. Convergence of the method and classification results: (a) Convergence of the cost function Remp (θ)
250 iterations of Spall’s SPSA algorithm. Red (black) curves correspond to l = 4 (l = 0). The value of the cost function,
obtained from estimates of p̂k after zero-noise extrapolation (solid lines), is compared with values obtained from experimental
measurements of p̂k with standard single and two-qubit gate times (dashed). We train three sets of data per depth and perform
20 classifications per trained set. The results of these classifications are shown in (c) as black dots (amounting to 60 per
depth), with mean values at each depth represented by red dots. The error bar is the standard error of the mean. The inset
shows histograms as a function of the probability of measuring label +1 for a test set of 20 points per label obtained with a
l = 4 classifier circuit, depicting classification with 100% success.. The dashed blue lines show the results of our direct kernel
estimation method for comparison, with Sets I and II yielding 100% success and Set III yielding 94.75% success. (b) Example
data set used for both methods in this work. The data labels (red for +1 label and blue for −1 label) are generated with a
separation gap of magnitude 0.3 between them (white areas). The 20 points per label training set is shown as white and black
circles. For our quantum kernel estimation method we show the obtained support vectors (green circles) and a classified test
set (white and black squares). Three of the test setspoints are misclasified, labeled as A, B, and C. For each of the test data
points xj we plot at the bottom of (b) the amount i yi αi∗ K(xi , xj ) over all support
 vectors xi , where yi ∈ {+1, −1} are the
labels of the support vectors. Points A, B, and C, all belonging to label +1, give i yi αi∗ K(xi , xj ) = -1.033, -0.367 and -1.082,
respectively.

set of parameters (θ∗ , b∗ = 0) to classify 20 different
test sets -randomly drawn each time- per data set. We
run these classification experiments at 10,000 shots,
versus the 2,000 used for training. The classification of
each data point is error-mitigated and repeated twice,
averaging the success ratios obtained in each of the two
classifications. Fig. 3 (c) shows the classification results
for our quantum variational approach. We clearly see
an increase in classification success with increasing
circuit depth, c.f. Fig. 3(c), reaching values very close
to 100% for depths larger than 1. This classification
success remarkably remains up to depth 4, despite the
decoherence associated with 8 CNOTs in the training
and classification circuits, for l = 4.
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equivalent plots are given in the supplementary material.
Conclusions: We have experimentally demonstrated
a classifier that exploits a quantum feature space. The
kernel of this feature space has been conjectured to be
hard to estimate classically. In the experiment we find
that even in the presence of noise, we are capable of
achieving success rates up to 100%. In the future it
becomes intriguing to find suitable feature maps for
this technique with provable quantum advantages while
providing significant improvement on real world data
sets. With the ubiquity of kernel methods in machine
learning, we are optimistic that our technique will find
application beyond binary classification.
During composition of this manuscript we became
aware of the independent theoretical work by Schuld et
al. [29, 30].
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[27] Cincio, L., Subaşı, Y., Sornborger, A. T. & Coles, P. J.
Learning the quantum algorithm for state overlap. arXiv
preprint arXiv:1803.04114 (2018).
[28] Smolin, J. A., Gambetta, J. M. & Smith, G. Efficient
method for computing the maximum-likelihood quantum
state from measurements with additive gaussian noise.
Physical review letters 108, 070502 (2012).
[29] Schuld, M. & Killoran, N. Quantum machine learning in
feature hilbert spaces. arXiv preprint arXiv:1803.07128
(2018).
[30] Schuld, M., Bocharov, A., Svore, K. & Wiebe, N.
Circuit-centric quantum classifiers.
arXiv preprint
arXiv:1804.00633 (2018).
[31] Stoudenmire, E. & Schwab, D. J. Supervised learning
with tensor networks. In Advances in Neural Information
Processing Systems, 4799–4807 (2016).
[32] Van Dam, W., Hallgren, S. & Ip, L. Quantum algorithms
for some hidden shift problems. SIAM Journal on Computing 36, 763–778 (2006).
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SUPPLEMENTARY INFORMATION:
SUPERVISED LEARNING WITH QUANTUM ENHANCED FEATURE SPACES
Classification problems

Consider a classification task on a set C = {1, 2 . . . c} of c classes (labels) in a supervised learning scenario. In such
settings, we are given a training set T and a test set S, both are assumed to be labeled by a map m : T ∪ S → C
unknown to the programmer. Both sets S and T are provided to the programmer, but the programmer only receives
the labels of the training set. So, formally, the programmer has only access to a restriction m|T of the indexing map
m:
m|T : T → C, s.t.: m|T (t) = m(t), ∀t ∈ T.
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7

It is the programmer’s goal to use the knowledge of m|T to infer an indexing map m̃ : S → C over the set S, such
that m(s) = m̃(s) with high probability for any s ∈ S. The accuracy of the approximation to the map is quantified
by a classification success rate, proportional to the number of collisions of m and m̃:
νsucc. =

|{s ∈ S|m(s) = m̃(s)}|
.
|S|

For such a learning task to be meaningful it is assumed that there is a correlation in output of the indexing
map m over the sets S and T . For that reason, we assume that both sets could in

 principle be constructed
by drawing the S and T sample sets from a family of d-dimensional distributions pc : Ω ⊂ Rd → R c∈C and
labeling the outputs according to the distribution. It is assumed that the hypothetical classification function m
to be learned is constructed this way. The programmer, however, does not have access to these distributions of
the labeling function directly. She is only provided with a large, but finite number of samples and the matching labels.
 S → C,
The conventional approach to this problem is to construct a family of classically computable function m̃ : θ,
 These weights are then inferred from m|T by a optimization procedure on a classical
indexed by a set of parameters θ.
cost function. We consider a scenario where the whole, or parts of the classification protocol m, are generated on a
quantum computer.
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Description of the Algorithm

We consider two different learning schemes. The first is referred to as “Quantum variational classification”, the
second is referred to “Quantum kernel estimation”. Both schemes construct a separating hyperplane in the state
space of n qubits. The classical data is mapped to this space with dim = 4n using a unitary circuit family starting
from the reference state | 00 |n .
Quantum variational classification

For our first classification approach we design a variational algorithm which exploits the large dimensional Hilbert
space of our quantum processor to find an optimal cutting hyperplane in a similar vein as Support Vector Machines
(SVM) do. The algorithm consists of two main parts: a training stage and a classification stage. For the training
stage, a set of labeled data points are provided, on which the algorithm is performed. For the classification stage, we
take a different set of data points and run the optimized classifying circuit on them without any label input. Then
we compare the label of each data point to the output of the classifier to obtain a success ratio for the data set. For
both the training and the classification stages, the quantum circuit that implements the algorithm comprises three
main parts: the encoding of the feature map, the variational optimization and the measurement, Fig S1. The training
phase consists of these steps.

9
The classification can be applied when the training phase is complete. The optimal parameters are used to decide
the correct label for new input data. Again, the same circuit is applied as in Fig S1, however, this time the parameters
are fixed and and the outcomes are combined to determine the label which is reported as output of the classifier.
Algorithm 2 Quantum variational classification: the classification phase
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

Input An unlabeled sample from the test set s ∈ S, optimal parameters θ∗ for the discriminator circuit.
Parameters Number of measurement shots R
Calibrate the quantum Hardware to generate short depth trial circuits.
Set the counter ry = 0 for every y ∈ C.
for shot = 1 to R do
Use UΦ(s) to prepare initial feature-map state | Φ(s)Φ(s) |
Apply optimal discriminator circuit W (θ∗ ) to the initial feature-map state .
Apply |C| - outcome measurement {My }y∈C
Record measurement outcome label y by setting ry → ry + 1
end for
Construct empirical distribution p̂y (s) = ry R−1 .
Set label = argmaxy {p̂y (s)}
return label

Quantum kernel estimation

In the classification phase, we want to assign a label to a new datum s ∈ S of the test set. For this, the inner
product K(xi , s) between all support vectors xi ∈ T with i ∈ NS and the new datum s has to be estimated on the
quantum computer. The new label m̃(s) for the datum is assigned according to eqn. (14). Since all support vectors
are known from the training phase and we have obtained access to the kernel K(xi , s) from the quantum hardware,
the label can be directly computed.

Algorithm 1 Quantum variational classification: the training phase
1: Input Labeled training samples T = {
x∈Ω⊂

n

} × {y ∈ C}, Optimization routine,

0 .
2: Parameters Number of measurement shots R, and initial parameter θ
3: Calibrate the quantum Hardware to generate short depth trial circuits.
 = θ0 for the short-depth circuit W (θ)

4: Set initial values of the variational parameters θ
 has not converged do
5: while Optimization (e.g. SPSA) of Remp (θ)
6:
for i = 1 to |T | do
7:
Set the counter ry = 0 for every y ∈ C.
8:
for shot = 1 to R do
9:
Use UΦ(xi ) to prepare initial feature-map state | Φ(xi )Φ(xi ) |

10:
11:
12:
13:
14:
15:

16:
17:
18:
19:
20:

 to the initial feature-map state .
Apply discriminator circuit W (θ)
Apply |C| - outcome measurement {My }y∈C
Record measurement outcome label y by setting ry → ry + 1
end for
Construct empirical distribution p̂y (xi ) = ry R−1 .
Evaluate Pr (m̃(xi ) = yi |m(x) = yi ) with p̂y (xi ) and yi

Add contribution Pr (m̃(xi ) = yi |m(x) = yi ) to cost function Remp (θ).
end for

Use optimization routine to propose new θ with information from Remp (θ)
end while
return the final parameter θ∗ and value of the cost function Remp (θ∗ )

The Relationship of variational quantum classifiers to support vector machines
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FIG. S1.
Quantum variational classification: The circuit takes a references state, | 0n , applies the unitary UΦ(vecx) fol and applies a measurement in the Z-basis. The resulting bit string z ∈ {0, 1}n
lowed by the variational unitary W (θ)
is then mapped to a label in C. This circuit is re - run multiple times and sampled to estimate the expectation value
 y W (θ)|
 Φ(x) for the labels y ∈ C. In the experiment we consider C = {+1, −1}.
py = Φ(x) |W † (θ)M

For the second classification protocol, we restrict ourselves to the binary label case, with C = {+1, −1}. In this
protocol we only use the quantum computer to estimate the |T | × |T | kernel matrix K(xi , xj ) = |  Φ(xi ) | Φ(xj )  |2 .
For all pairs of points xi , xj ∈ T in the the training data, we sample the overlap to obtain the matrix entry in the
kernel. This output probability can be estimated from the circuit depicted in Fig. S5.b. by sampling the output
distribution with R shots and only taking the 0n count. After the kernel matrix for the full training data has
been constructed we use the conventional (classical) support vector machine classifier. The optimal hyperplane is
constructed by solving the dual problem LD in eqn. (6), which is completely specified after we have been given the
labels yi and have estimated the kernel K(xi , xj ). The solution of the optimization problem is given in terms of the
support vectors NS for which αi > 0.

The references [14, 19] provide a detailed introduction to the construction of support vector machines for pattern
recognition. Support vector machines are an important tool to construct classifiers for tasks in supervised learning. We
will show that the variational circuit classifier bears many similarities to a classical non-linear support vector machine.

Support vector machines (SVM):

First, let us briefly review the training task of classical, linear support vector machines for data where C = {+1, −1},
so that (xi , yi )i=1,...,t with xi ∈ T ⊂ d , yi ∈ {+1, −1} that is linearly separable. Linear separability asks that the
set of points can be split in two regions by a hyperplane (w, b), parametrized by a normal vector w ∈ d and a bias
b ∈ . The points x ∈ d that lie directly on the hyperplane satisfy the equation
w ◦ x + b = 0

(1)

expressed in terms of the inner product ◦ for vectors in d . The perpendicular distance of the hyperplane to the
−1
origin in n is given by bw−1 . The data set {xi , yi } is linearly separable by margin 2||w|| in d if there exists a
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vector w and a b, such that:
yi (w ◦ xi + b) ≥ 1.

∀i = 1, . . . , t

(2)

The classification function m̃(x, (w, b)) that is constructed from such a hyperplane for any new data point x ∈
assigns the label according to which side of the hyperplane the new data-point lies by setting
m̃(x, (w, b)) = sign (w ◦ x + b) .

n

(3)

The task in constructing a linear support vector machine (SVM) in this scenario is the following. One is looking
for a hyperplane that separates the data, with the largest possible distance between the two separated sets. The
perpendicular distance between the plane and two points with different labels is called a margin and such points are
referred to as ‘support vectors’. This means that we want to maximize the margin by minimizing ||w||, or equivalently
||w||2 subject to the constraints as given in eqn. (2), for all data points in the training set T . The corresponding cost
function can be written as:
LP =

t
t


1
w2 −
αi yi (w ◦ xi + b) +
αi ,
2
i=1
i=1

(4)

where αi ≥ 0 are Lagrange multipliers chosen to ensure the constraints are satisfied.
For non-separable datasets, it is possible to introduce non-negative slack variables {ξi }i=1,...,t ∈
used to soften the constraints for linear separability of (xi , yi ) to

which can be

(5)




These slack variables are then used to modify the objective function by 1/2w2 → 1/2w2 + C( i ξi )r + i µi ξ.
When we choose r ≥ 1 the optimization problem remains convex and a dual can be constructed. In particular, for
r = 1, neither the ξi or their Lagrange multipliers µi appear in the dual Lagrangian.
It is very helpful to consider the dual of the original primal problem LP in eqn. (4). The primal problem is a
convex, quadratic programming problem, for which the Wolfe dual cost function LD for the Lagrange multipliers can
be readily derived by variation with respect to w and b. The dual optimization problem is
LD =


i

αi −

1
αi αj yi yj xi ◦ xj ,
2 i,j

(6)

Note that the condition eqn. (12) ensures that either the optimal αi = 0 or the corresponding constraint eqn. (12) is
tight. This is a property referred to as complementary slackness, and indicates that only the vectors for which the
constraint is tight give rise to non-zero αi > 0. These vectors are referred to as the support vectors and we will write
NS for their index set. The classifier in the dual picture is given by substituting w from eqn. (7) and b into the
classifier eqn. (3). The bias b is obtained for any i ∈ NS from the equality in eqn. (11).
The method can be generalized to the case when the decision function does depend non-linearly on the data by
using a trick from [20] and introducing a high-dimensional, non-linear feature map. The data is mapped via
Φ:

d

→H

(13)

from a low dimensional space non-linearly in to a high dimensional Hilbert-space H. This space is commonly referred
to as the feature space. If a suitable feature map has been chosen, it is then possible to apply the SVM classifier for
the mapped data in H, rather than in d .
It is important to note that it is in fact not necessary to construct the mapped data Φ(xi ) in H explicitly. Both the
training data, as well as the new data to be classified enters only through inner products, in both the optimization
problem for training, c.f. eqn. (6), as well as in the classifier, eqn. (3). Hence, we can construct the SVM for
arbitrarily high dimensional feature maps (Φ, H), if we can efficiently evaluate the inner products Φ(xi ) ◦ Φ(xj ) and
Φ(xi ) ◦ Φ(s), for xi ∈ T and s ∈ S. In particular, if we can find a kernel K(x, y ) = Φ(x) ◦ Φ(y ) that satisfies Mercer’s
condition (which ensures that the kernel is positive semi-definite and can be interpreted as matrix of inner products)
[14, 20], we can construct a classifier by setting



m̃(s) = sign
αi yi K(xi , s) + b .
(14)
i∈NS

Here we only need to sum over all support vectors i ∈ NS for which αi > 0. Moreover, one can replace the inner
product in the optimization problem eqn. (6) by the kernel. Examples of such kernels that are frequently considered
in the classical literature are for instance the polynomial kernel K(x, y ) = (x ◦ y + 1)d or even the infinite dimensional
Gaussian kernel K(x, y ) = exp(−1/2x − y 2 ). If the feature map is sufficiently powerful, increasingly complex
distributions can be classified. In this paper, the feature map is a classical to quantum mapping by a tunable
quantum circuit family,
that maps Φ : d → S(H2⊗n ) in to the state space, or space of density matrices, of n qubits

⊗n
with dim S(H2 ) = 4n . The example of the Gaussian kernel indicates, that the sheer dimension of the Hilbert
space on a quantum computer by itself does not provide an advantage, since classically even infinite dimensional
spaces are available by for instance using the Gaussian kernel. However, this hints towards a potential source of
quantum advantage as we may construct states in feature space with hard-to-estimate overlaps.

subject to constraints:


0 ≤ α ≤ C,

Variational circuit classifiers:

αi yi = 0.

i

The variables of the primal are given in terms of the dual variables by

αi yi xi = w

(7)

i

and the bias b can be computed from the Karush-Kuhn-Tucker (KKT) conditions when the corresponding Lagrange
multiplier does not vanish. The optimal variables satisfy the KKT conditions and play an important role in the
understanding of the SVM. They are given for primal as

αi yi xiβ = 0 for β = 1, . . . , d.
(8)
∂wβ LP = wβ −
∂b L P = −
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yi (w ◦ xi + b) ≥ (1 − ξi ),
ξi ≥ 0.

+
0

11



Let us now turn to the case of binary classification based on variational quantum circuits. Recall that in our setting,
we first take the data x ∈ d and map it to a quantum state | Φ(x)Φ(x) | ∈ S(H2⊗n ) on n-qubits, c.f. eqn. (22).
 to the initial state that depends on some variational parameters θ,
 c.f. eqn.
Then we apply a variational circuit W (θ)
(31). Lastly, for a binary classification task, we measure the resulting state in the canonical Z-basis and assign the
resulting bit-string z ∈ {0, 1}n to a label based on a predetermined boolean function f : {0, 1}n → {+1, −1}. Hence
the probability of measuring either label y ∈ {+1, −1} is given by:
py =


1
1 + yΦ(x) |W † (θ) f W (θ)| Φ(x) ,
2

where we have defined the diagonal operator

i

α i yi = 0

(9)

f=



z∈{0,1}n

i

αi ≥ 0
yi (x ◦ w + b) − 1 ≥ 0
αi (yi (w ◦ xi + b) − 1) = 0.

(10)
(11)
(12)

(15)

f (z)| zz |.

(16)

In classification tasks we assign c.f. eqn. (34), the label with the highest empirical weight of the distribution py . We
ask whether the outcome +1 is more likely than −1, or vice versa. That is, we ask, whether p+1 > p−1 − b or whether
the converse is true. This of course depends on the sign of the expectation value Φ(x) |W † (θ, ϕ) f W (θ, ϕ)| Φ(x) for
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13

the data point x.
To understand how this relates to the SVM in greater detail, we need to choose an orthonormal operator basis,
such as for example the Pauli group
Pn = Xi , Yi , Zi i=1,...,n .

(17)

Note that when fixing the phase to +1 every element Pα ∈ Pn , with α = 1, . . . , 4n of the Pauli-group is an orthogonal
reflection Pα2 = . Furthermore, Pauli matrices are mutually orthogonal in terms of the trace inner product
tr [Pα Pβ ] = δα,β 2n .

(18)

This means that both the measurement operator W † (θ) f W (θ) in the W -rotated frame as well as the state
| Φ(x)Φ(x) | can be expanded in terms of the operator basis with only real coefficients as


1 
wα (θ, ϕ)Pα with wα (θ, ϕ) = tr W † (θ, ϕ) f W (θ, ϕ)Pα
W (θ, ϕ) f W (θ, ϕ) = n
2 α
1 
Φα (x)Pα with Φα (x) = tr [| Φ(x)Φ(x) |Pα ] .
| Φ(x)Φ(x) | = n
2 α
†



→ S H2⊗n ,

Φ : x → | Φ(x)Φ(x) |.

(22)

The action of the map can be understood by a unitary circuit family denoted by UΦ(x) that is applied to some
reference state, e.g. | 0n . The resulting state is given by | Φ(x) = UΦ(x) | 0n . The state in the feature space should
depend non-linearly on the data. Let us discuss proposals for possible feature maps
Product state feature maps There are many choices for the feature map Φ. Let us first discuss what would happen
if we were to choose a feature map that corresponds to a product input state. We assume a feature map, comprised of
single qubit rotations U (ϕ) ∈ SU(2) on every qubit on the quantum circuit. The angles for every qubit can be chosen
as a non-linear function ϕ : x → (0, 2π]2 × [0, π] into the space of Euler angles for the individual qubits, so that the
full feature map can be implemented as:
x → | φi (x) = U (ϕi (x))| 0, for an individual qubit, so that
n

Φ : x → | Φ(x)Φ(x) | =
| φi (x)φi (x) | for the full qubit state.

(23)
(24)

(19)

(20)

Observe that f only has eigenvalues +1, −1, and we have that Φ(x) |W † (θ) f W (θ)| Φ(x) ∈ [−1, +1]. Let us now
consider a decision rule, where we assign the label y ∈ {+1, −1} over the label −y with some fixed bias b ∈ [−1, +1].
In that case we demand that py > p−y − yb. If we substitute eqn. (15) and use the expansion in eqn. (20) we have
that the corresponding label is given by the decision function y = m̃(x), where


1 
wα (θ)Φα (x) + b .
(21)
m̃(x) = sign
2n α
This expression is identical to the conventional SVM classifier, c.f. eqn. (3), after the feature map has been applied.
However, in the experiment we only have access to the probabilities py through estimation. Furthermore, the wα (θ)
are constrained to stem from the observable f measured in the rotated frame.
This means, that the correct feature space, where a linearly separating hyperplane is constructed is in fact the
quantum state space of density matrices, and not the Hilbert space H2n itself. This is reasonable, since the physical
states in H2n are only defined up to a global phase | ψ ∼ eiη | ψ. The equivalence of states up to a global phase would
make it impossible to find a separating hyperplane, since both | ψ and −| ψ give rise to the same physical state but
can lie on either side of a separating plane.
Encoding of the data using a suitable feature map
d
In the quantum setting, the feature map is an injective encoding of classical information
into a quantum
 x ∈
state | ΦΦ | on an n-qubit register. Here H2 = 2 is a single qubit Hilbert space, and S H2⊗n denotes the cone of
n
positive semidefinite density matrices ρ ≥ 0 with unit trace tr [ρ] = 1. This cone is a subset
 of the 4 dimensional
†
Hilbert space of M2n ×2n ( ) of complex matrices when fitted with the inner product tr A B for A, B ∈ M2n ×2n ( ).
The feature map acts as

One example for such an implementation is the unitary implementation of the feature map used in the context of
the classical classifiers by Stoudenmire and Schwab [31] based on tensor networks. There each qubit encodes a single
component xi of x ∈ [0, 1]n so that n qubits are used. The resulting state that that is prepared is then


n
n

1   αj
| φi (x)φi (x) | = n
Φj (θj (x)) Pαj  ,
(25)
2 j=1 α
i=1
j

when expanded in terms of the Pauli-matrix basis where Φα
x)) = φi (x) |Pαi | φi (x) for all i = 1, . . . n. and
i (θi (
decision function can be constructed as in eqn. (14), where the kernel
P αi ∈ { , X
in, Zi , Yi }. The corresponding
K(x, y ) = i=1 |  φi (x) | φi (y )  |2 is replaced by the inner product between the resulting product states. These can
be evaluated with resources scaling linearly in the number of qubits, so that no quantum advantage can be expected
in this setting.

Non-trivial feature map with entanglement

There are many choices of feature maps, that do not suffer from the malaise of the aforementioned product state feature maps. To obtain an quantum advantage we would like these maps to give rise to a kernel
K(x, y ) = |  Φ(x) | Φ(y )  |2 that is computationally hard to estimate up to an additive polynomially small error
by classical means. Otherwise the map is immediately amenable to classical analysis and we are guaranteed to have
lost any conceivable quantum advantage.
Let us therefore turn to a family of feature maps, c.f. Fig S2 for which we conjecture that it is hard to estimate the
overlap |  Φ(x) | Φ(y )  |2 on a classical computer. We define the family of feature map circuit as follows




| Φ(x) = UΦ(x) H ⊗n UΦ(x) H ⊗n | 0⊗n where, UΦ(x) = exp i
Zi  .
φS (x)
(26)
S⊆[n]
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1 
wα (θ)Φα (x).
2n α

d

i=1

Note, that the values wα (θ, ϕ) as well as Φα (x) are constrained due to the fact that they originate from a rotated
projector
and from a pure state. Since f 2 = , we have that

2
tr W † (θ, ϕ) f W (θ, ϕ)
= 2n . Furthermore, the projector squares to itself so that


tr | Φ(x)Φ(x) |2 = 1. In particular, this means that the norms of both vectors satisfy
 2
 2
n
Since the expectation
value of the measured observable is
x) = 2n as well as
α Φα (
α wα(θ, ϕ) = 4 .

†
Φ(x) |W (θ, ϕ)f W (θ, ϕ)| Φ(x) = tr | Φ(x)Φ(x) |W † (θ, ϕ) f W (θ, ϕ) , it can be expressed in terms of the inner
product:
Φ(x) |W † (θ) f W (θ)| Φ(x) =

Φ:Ω⊂

i∈S

where now the 2n possible coefficients φS (x) ∈ are non-linear functions of the input data x ∈ n . It is convenient to
use maps with low-degree expansions, i.e. |S| ≤ d. Any such map can be efficiently implemented. In the experiments
reported in this paper we have restricted to d = 2. So we only consider Ising type interactions in the unitaries
UΦ(x) . In particular we choose these interactions as the ones that are present in the actual connectivity graph of the
superconducting chip G = (E, V ). This ensures that the feature map can be generated from a short depth circuit.
The resulting unitary can then be generated from one- and two- qubit gates of the form




Uφ{l,m} (x) = exp iφ{k,l} (x)Zk Zl
and Uφ{k} (x) = exp iφ{k} (x)Zk ,
(27)
which leaves |V | + |E|, real parameters to encode the data. In particular, we know that we have at least |V | = n real
numbers to encode the data. Furthermore, depending on the connectivity of the interactions, we have |E| ≤ n(n−1)/2
further parameters that can be used to encode more data or nonlinear relations of the initial data points.
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15
classical bits and averaging Φ̃x−y (z) = Φx (z)Φy (z), c.f. eqn. (28)


1
n
⊗n
⊗n n 2
|0 |H UΦ(y) UΦ(x) H | 0 | =  n
2

2


Φ̃x−y (z) .

z∈{0,1}n


(30)

Since we have that the variance of the random variable is bounded by 1 since |Φx (z)|2 = 1 , we get an additive error
that scales as O(). This means for a single layer, the kernel can be estimated classically.
Quantum variational classification
FIG. S2. A circuit representation of the feature map family we consider here. We first apply a series of Hadamard gates before
applying the diagonal phase gate component. Then we apply a second layer of Hadamard gates, followed by the same diagonal
phase gate. This encodes both the actual function value of the phase Φx (z) as well as the value of the N
2 Fourier transform
Φ̂x (S) for every basis element.

This feature map encodes both the actual function Φx (z) of the diagonal phases, as well as the corresponding
Fourier-Walsh transform Φ̂x (p) at z, p ∈ {0, 1}n
Φx (z) = exp i



S⊆[n]

φS (x)



i∈S



(−1)zi 

and

Φ̂x (p) =

1
2n



| Φ(x) =

(28)

 = U (l) (θl ) Uent . . . U (2) (θ2 ) Uent U (1) (θ1 ).
W (θ)
loc
loc
loc

z∈{0,1}n

for every basis element respectively. The resulting state, after the datum x ∈
space, is given by


Φx (z)(−1)p◦z ,

d

has been mapped to the feature

We apply a circuit of l repeated entanglers as depicted in Fig S3.b and interleave them with layers comprised of local
single qubit rotations:
(t)

Φx (p)Φ̂x (p)| p.

Uloc (θt ) = ⊗nm=1 U (θm,t )

(29)

p∈{0,1}N

We conjecture that it is hard to estimate this kernel up to an additive polynomially small error by classical means.
The intuition for the conjecture stems from a connection of the feature map to a particular circuit family for the
hidden shift problem for boolean functions [32]. The feature map is similar to a quantum algorithm for estimating
the hidden shift in boolean bent functions, c.f. Ref. [33], algorithm A1 in Theorem 6. The circuit UΦ we consider is
indeed very similar to the one discussed in [33]. Let us make a minor modification, and ask the two diagonal layers in
ŨΦ = UΦ2 H ⊗n UΦ1 H ⊗n to differ. We choose the phase gate layers so that UΦ1 and UΦ2 encode a shifted bent-function
and the function’s dual, then the circuit A1 is given by H ⊗n ŨΦ . If the interaction graph G is bi-partite, it is possible
to encode Maiorana-McFarland bent-functions for d = 2 by choosing the corresponding φ{k,l} (x), φk (x) to be either
π or 0. In [33], the diagonal layer in A1 , are queries to an oracle encoding the the shifted bent-function and it’s dual.
It can be shown that with respect to this oracle there is an exponential separation in query complexity over classical
query algorithms. The final circuit we implement to estimate the overlap |  Φ(x) | Φ(y )  |2 is still larger. This circuit
has four layers of Hadamard gates and 3 diagonal layers. If the conjecture could be proven, it would establish a
valuable step in rigorously establishing a quantum advantage on near-term devices. If, however, it ultimately turns
out that this family can also be evaluated classically, we would need to improve the complexity of this circuit family.
A good example of a circuit family that entails a hardness result, yet does not provide an advantage in our setting is
the following: One could consider the case, where only a single layer of Hadamard gates and a single diagonal unitary
is applied. Such a feature map is directly related to the circuit family introduced in [34]. Indeed the resulting kernel
K(x, y ) = |0n |H ⊗n UΦ(y) UΦ(x) H ⊗n | 0n |2 corresponds to the output probability of the considered IQP circuits. In fact
it is known that if general real values φS (x) are allowed that d = 2 suffices to encode #P -hard problems in the output
probability [21]. This hardness result, only applies to the case where the output probability can be approximated up to
a multiplicative error. A noisy quantum computer, however, is also not able to provide a multiplicative error estimate
to this quantity. Nevertheless, Bremner et al. show, contingent on additional complexity theoretic conjectures, that
it is hard for a classical sampler to produce samples from the output distribution of the IQP circuit. Does this result
imply some form of hardness for the feature map version of this circuit? The answer is unfortunately no. The kernel
can be estimated up to an additive error of  by drawing R = −2 samples from the uniform distribution over n

(31)

and

1

z

1

y

U (θm,t ) = ei 2 θm,t Zm ei 2 θm,t Ym ,

(32)

parametrized by θt ∈ 2n and θi,t ∈ 2 . In principle, there exist multiple choices for the entangling unitaries Uent
[16, 17]. For the feature map that we consider, however, we use the entangler that is comprised of products of control
phase gates CZ(i, j) between qubits i and j. The entangling interactions follow the interaction graph that G = (E, V )
that was used to generate the feature map in eqn. (27).

CZ(i, j),
(33)
Uent =
(i,j)∈E

This short-depth circuit can generate any unitary if sufficiently many layers d are applied. The circuit Fig. S3.a
A
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Following the structure of the feature map circuit, we construct the classifier part of the variational algorithm by
appending layers of single-qubit unitaries and entangling gates Fig. S3.a. Each subsequent layer, or depth, contains
an additional set of entanglers across all the qubits used for the algorithm. We use a coherently controllable quantum
mechanical system, such as for example the superconducting chip with n transmon qubits to prepare a short depth
 In the experiment here, comprising n = 2 qubits, one controlled-phase gate is added per
quantum circuit W (θ).
depth. The single-qubit unitaries used in the classifier are limited to Y and Z rotations to simplify the number of
parameters to be handled by the classical optimizer. Our use of controlled-phase, rather than CNOT, gates for the
entanglers is justified by our aim at increased generality in our software. Using controlled-phase gates does not require
to particularize this part of the algorithm for different systems topologies. A specific entangling map for a given device
can then be used by our compiler to translate each controlled-phase gate into the CNOTs available in our system.
The general circuit is comprised of the following sequence of single qubit and multi-qubit gates:

B
11

1t

1l

21

2t

2l

31

3t

3l

41

4t

4l

51

5t

5l

l

FIG. S3. (a) Circuit representation of short depth quantum circuit to define the separating hyperplane. The single qubit
rotations U (θi,t ) ∈ SU(2) are depicted by single line boxes parametrized by the angles θi , while the entangling operation Uent
is determined by the interaction graph of the superconducting chip. (b) Depiction of entangling gate as a product of CZi,i+1
for i = 1, . . . , 5 gates following the interaction graph of a circle G = C5 .

can be understood as a bang-bang controlled evolution of an Ising model Hamiltonian H0 =



(ij)∈E

Jij Zi Zj ,c.f.

391
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Fig. S3.b, interspersed with single qubit control pulses in SU (2) on every qubit. It is known that this set of drift
steps together with all single control pulses are universal, so we have that any state can be prepared this way with
sufficient circuit depth [35]. For a general unitary gate sequence the entangling unitary has to be effectively generated
from cross resonance gates, by applying single qubit control pulses.

17
Assuming large R, computing this exactly may be difficult. Setting Rpy = a, Rpy (1 − py ) = β 2 and 
we can approximate the binomial CDF as an error function:


Pr m̃|T (s) = y|s ∈ Ty
Choosing the cost-function for the circuit optimization

 c..f. eqn. (31) that separates the data sets with
The central goal is to find an optimal classifying circuit W (θ),
different labels. Since we can re-run the same classifying multiple times (R shots), we may consider a ‘winner takes
all’ scenario, where we assign the label according to the outcome with the largest probability. We choose a cost
function, so that the optimization procedure minimizes the probability of assigning the wrong label after having
constructed the distribution after R shots.





1+yb
2



R = γ,



2 

 γ
R R−j
1
1 x−a
j
p
(1 − pc ) ≈
dx √
=
exp −
2
β
j c
2πβ
−∞
j=0


 γ−a
√
2β
2
γ−a
1
1
1
=√
dz e−z = erf √
+
2
2
π −∞
2β


1+yb
√
− py
1
1
= erf
R 2
+ .
2
2
2(1 − py )py
( 1+yb
2 )R 



See Fig. S4. The error function can be consequently approximated with a sigmoid

 † Mc W (θ)|
 Φ(x) .
m̃|T (x) = arg max
Φ(x) |W (θ)

c

(34)

This corresponds to taking R shots in order to estimate the largest outcome probability from the outcome statistics
of the measurement My for y = 1, . . . , c. Labelling Tc the subset of samples T labelled with c, the overall expected
misclassification rate is given by:




1 
Pr m̃|T (s) = c|s ∈ Tc
.
(35)
Perr =
|T |
c
s∈Tc

FIG. S4. Single shot to multi-shot decision rule for classification. The contribution to the cost-function interpolates from
linear to logistic-normal CDF (approximately sigmoid). In the experiment the data was sampled with R = O(103 ), although
the cost-function was evaluated with only R̃ = O(102 ) to provide a smoother function to the optimization routine.



The error probability of misclassifying an individual datum is given by Pr m̃|T (s) = c|s ∈ Tc . This error probability
 = Perr . We now discuss of how to find suitable ways of
is now used to define the empirical risk function Remp (θ)
evaluating the cost function for this classification scheme.

sig(x) =

which gives

Binary label classification



Pr m̃|T (s) = y|s ∈ Ty

Assume the programmer classifies into labels y ∈ {−1, 1} by taking R shots for a single datapoint. She obtains an
empirical estimates of probability of the datum being labeled by a label y
p̂y =





1+yb
√
− py
R 2
≈ sig
2(1 − py )py



.

as an estimate for misclassifying a sample s. The cost function to optimize is then given by using this in eqn. (35).

ry
.
R

After R = ry + r−y shots and a prior bias b, she misclassifies into a label y if


1 + yb
p̂y < p̂−y + yb → ry < r−y + ybR → ry <
R
2

Multi label classification

For multiple labels, one tries to optimize
Perr =

The probability of her misclassifying a y sample according to the argmax rule is hence estimated by


Pr m̃|T (s) = y|s ∈ Ty = Pr (ry < r−y + yb) =

1
1
≈ (erf(x) + 1) ,
1 + exp(−x)
2
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There are multiple ways of performing a multi-label classification. We only need to modify the final measurement
M , to correspond to multiple partitions. This can be achieved by multiple strategies. For example one could choose
to measure again in the computational basis, i.e. the basis in which Pauli Z are diagonal and then constructing
classical labels form the measured samples, such as a labeling the outcome z ∈ {0, 1}n according to a function
f : {0, 1}n → {1, . . . , c}. The resulting {My }y=1,...,c is therefore diagonal in the computational basis. Alternatively
one could construct a commuting measurement akin to the syndrome check measurement for quantum stabilizers. For
this approach we choose a set {gi }i=1...log2 (c) of Pauli matrices gi ∈ PN that are commuting [gi , gj ] = 0. The resulting
measurement that would need to be performed is similar
to that of an error correcting scheme. The measurement
log2 (c) yi 
−1
operators are given by My = 2
1 − i=1
gi . Here y i denotes the i’th bit in the binary representation of y.
In either case, the decision rule that assigns the labels can be written as

 1+yb
2 R


j=0

 
R j
p (1 − py )R−j .
j y



1 
Pr m̃|T (s) = c|s ∈ Tc ,
|T | c
s∈Tc

where:






 }c /c
{n
.
Pr m̃|T (s) = c|s ∈ Tc = Pr nc < max
c

c

393

18

19

We consider the case of three labels. For R samples with frequencies {n0 , n1 , n2 }, drawn independently from the
output probability distribution, the probability of misclassifying a sample s ∈ T0 by argmax is given by







N + |n1 − n2 |
,
Pr m̃|T (s) = 0|s ∈ T0 = Pr n0 < max(n1 , n2 ) = Pr n0 <
3

This circuit, c.f. Fig S5.a, evaluates the expectation value ψ |φ |SWAP| ψ| φ directly. The action of the algorithm
can be understood as follows:
The SWAP gate is both a unitary gate and a hermitian observable SWAP† = SWAP with eigenvalues ±1. The
expectation value on two product states as we said given by
2
ψ |φ |SWAP|
n ψ| φ = |  φ | ψ  | . Now the gate can be decomposed in to a product of two qubit swap gates
SWAP = k=1 SWAPsk tk that act all in parallel. To evaluate the expectation value one has to diagonalize the
full gate. This is achieved by diagonalizing the individual two-qubit swap gates by observing that SWAPij =
CNOTi→j CNOTj→i CNOTi→j . Furthermore using the circuit identity CNOTj→i = Hj CZji Hj , we see that SWAPij is
diagonalized by CNOTj→i Hj and has eigenvalue (−1)xi xj . For the full circuit Fig S5.a one first applies a transversal
set of CNOT gates across both registers followed by a single layer of Hadamard gates H on the top register. Then the
output is sampled and the average of the boolean function

where the last inequality is derived as follows

2n0 < 2 max(n1 , n2 ) = |n1 − n2 | + n1 + n2 = |n1 − n2 | + N − n0 .
Hence setting γ =

N +|n1 −n2 |
,
3

it follows that





Pr m̃|T (s) = 0|s ∈ T0 =




γ − N p0
R k
N −k
p (1 − p0 )
≈ sig 
.
k 0
2N (1 − p0 )p0

k=γ

k=0

This however still depends on n1 , n2 , which can’t be simply eliminated. Additionally, for a general k-label case, there
is no simple analytic
 solution
 for γ. For this reason, we therefore try to estimate the above probability by simply
taking γ = maxc {nc }c /c . So for k-label case, the cost function terms are given by


Pr m̃|T (s) = c|s ∈ Tc






√ maxc {nc }c /c − nc

.
≈ sig
R
2(N − nc )nc


For the second classification method we only use the quantum computer to estimate the kernel K(xi , xj ) =
|  Φ(xi ) | Φ(xj )  |2 for all the labeled training data xj ∈ T . Then we use the classical optimization problem as
outlined again in eqn. (6) to obtain the optimal Lagrange multipliers αi and support vectors NS can be obtained.
From this the classifier can be constructed, c.f .eqn. (14). To apply the classifier to a new datum s ∈ S the kernel
K(xi , s) between s and the support vectors in i ∈ NS has to be estimated. We discuss two methods to estimate this
overlap for our setting.
A

B

n

(36)

is reported. The output bits on the top register are labeled by s ∈ {0, 1}n , while t ∈ {0, 1}n is the output string on
the lower register.
This method works for arbitrary input states | ψ, | φ.
Our states, however, are structured and
are all generated by the unitary eqn.
(26) as shown in Fig S2.
Writing out the kernel explicitly
†
n 2
U
|
0
|
gives
the
indication
of
how
to measure it. Simply apply
K(y , x) = |  Φ(y ) | Φ(x)  |2 = |0n |UΦ(
Φ(
x
)
y)
†
†
n
n
the circuit UΦ(
x) to the state | 0 , c.f. Fig S5.b. Then sample R times the resulting state UΦ(
x) | 0  in the
y ) UΦ(
y ) UΦ(
Z basis. Record the number of all observed zero (0, . . . , 0) bit-strings and divide by the total number of shots R. The
frequency ν(0,...,0) = #{(0, . . . , 0)}R−1 then gives an estimator for K(y , x) up to a sampling error ˜ = O(R−1/2 ). A
rough estimate for the operator norm  ·  of the deviation
of the resulting estimator K̂ from the true kernel matrix K

2
|A
is given by K − K̂ ≤ K − K̂F . Here AF =
ij | denotes the Frobenius norm of the matrix A. A crude
ij

bound can then be obtained from the largest sampling error ˜ of all matrix entries and setting K − K̂F ≤ ˜|T |,
since both matrices of the training set T are of size |T | × |T |. Hence to ensure a maximum deviation of  with high
probability a number of R = O(−2 |T |2 ) shots have to be drawn for each matrix entry. Due to the symmetry of the
K matrix and the trivial diagonals, |T |(|T | − 1)2−1 matrix entries have to be estimated. Thus the full sampling
complexity is expected to scale as O(−2 |T |4 ). A more careful analysis of the statistical error could be carried out by
using one of the matrix-concentration results [36].
Note that the optimization problem, eqn. (6) is only concave, when the matrix K ≥ 0 is positive semi-definite. It
can happen, that the shot noise and other errors in the experiment lead to a K̂ that is no longer positive semi-definite.
We have indeed observed this multiple times in the experiment. A possible way of dealing with this problem is a
method developed in [28], where an optimization problem is solved to find the closest positive semi-definite K-matrix
in trace norm to K̂ consistent with the constraint. In our experiments however, we have found this not to be necessary
and the performance has been almost optimal without performing this method.
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Quantum kernel estimation

f (s, t) = (−1)(s1 t1 +...sn tn )

n

Device parameters
FIG. S5. a) Estimating the expectation value of the SWAP- matrix as derived in [27]. This circuit diagonalizes the SWAP gate, when it is treated as a hermitian observables with eigenvalues ±1. Averaging the eigenvalues, c.f. eqn. (36), with samples
from the output distribution constructs an estimator for |  Φ(x) | Φ(
y )  |2 . b) The ciruit estimates the fidelity between two
†
states in feature space directly by first applying the unitary UΦ(x) followed by the inverse UΦ(
y ) and measuring all bits at the
2
y )  | of the all the zero outcome precisely corresponds to the desired
output of the circuit. The frequency ν0,...,0 = |  Φ(x) | Φ(
state overlap.

The usual method of estimating the fidelity between two states is by using the swap test [26]. This circuit, however,
is not a short depth circuit on a quantum computing architecture with geometrically local gates. It would require
a sequence of controlled SWAP, also known as Fredkin gates, all conditioned on the state of the same ancilla qubit.
A very nice protocol was recently developed in [27]. The authors have learned multiple ways of optimizing the
conventional swap test. If only the value of the fidelity is needed, as is the case for our algorithm, the authors
propose, c.f. [27] section III.C, a circuit that is constant depth if pairs of CNOT gates can be executed in parallel.

Our device is fabricated on a 720-µm-thick Si substrate. A single optical lithography step is used to define all CPW
structures and the qubit capacitors with Nb. The Josephson junctions are patterned via electron beam lithography
and made by double-angle deposition of Al.
The dispersive readout signals are amplified by Josephson Parametric Converters [37] (JPC). Both the quantum
processor and the JPC amplifiers are thermally anchored to the mixing chamber plate of a dilution refrigerator.
The two qubit fundamental transition frequencies are ωi /2π = {5.2760(4), 5.2122(3)} GHz, with anharmonicities ∆i /2π = {−330.3, −331.9} MHz, where i ∈ {0, 1}. The readout resonator frequencies used are ωRi /2π =
{6.530553, 6.481651} GHz, while the CPW bus resonator connecting Q0 and Q1 was unmeasured and designed to be
7.0 GHz. The dispersive shifts and line widths of the readout resonators are measured to be 2χi /2π = {−1.06, −1.02}
MHz and κi /2π = {661, 681} kHz, respectively.
The two qubit lifetimes and coherences were measured intermittently throughout our experiments. The observed
∗
echo
mean values were T1(i) = {55, 38}, T2(i)
= {16, 17}, T2(i)
= {43, 46} µs with i ∈ {0, 1}
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Gate characterization

Set I
SV

Our experiments use calibrated X−rotations (Xπ and Xπ/2 ) as single-qubit unitary primitives. Y −rotations are
attained by appropiate adjustment of the pulse phases, whereas Z−rotations are implemented via frame changes
in software [38]. A time buffer is added at the end of each physical pulse to mitigate effects from reflections and
evanescent waves in the cryogenic control lines and components.
We use two sets of gate times in order to perform the Richardson extrapolation of the noise in our system [10].
For the first set of gate times we use 83 ns for single-qubit gates and 333 ns for each cross-resonance pulse. The
buffer after each physical pulse is 6.5 ns. The single-qubit gates are gaussian shaped pulses with σ = 20.75 ns. The
cross-resonance gates are flat with turn-on and -off gaussian shapes of σ = 10 ns. Our implementation of a CNOT
has a duration of two single-qubit pulses and two cross-resonance pulses, giving a total of 858 ns for the first set
of gate times, including buffers. For our second set of gate times we use the times of the first set but stretched by
a factor of 1.5, including the pulses σs and the buffers. This gives a total CNOT time of 1.287 µs and single-qubit
gates of ∼ 125 ns.

α

y

[5.3407,2.9531] 2.4185 +1
[5.1522,4.6496] 2.6248 +1
[0.6912,0.7540] 3.1379 +1
[6.0947,5.7177] 1.2891 +1
[6.0947,4.1469] 1.3604 +1
[2.6389,4.8381] 1.7163 +1
[4.1469,2.0735] 1.3242 -1
[0.2513,3.2044] 0.9757 -1
[2.3248,3.9584] 1.4953 -1

We experimentally verified our single- and two-qubit unitaries by Randomized Benchmarking (RB) [39, 40]. The
following table shows the RB results for all single-qubit gates used in our experiments, including individual and
simultaneous RB.

[4.1469,6.2204] 2.4536 -1
[2.6389,1.6965] 0.5293 -1

Q0 (83 ns)

Q1 (83 ns)

Q0 (125 ns)

Q1 (125 ns)

[5.4664,4.6496] 4.0213 -1

label
01

(×10−3 )
-

(×10−3 )
-

1.319 ± 0.017

(×10−3 )
1.244 ± 0.010

[4.1469,3.0788] 1.7477 -1

10

(×10−3 )
0.715 ± 0.005

11

1.367 ± 0.011 0.763 ± 0.005 1.484 ± 0.014 1.271 ± 0.010

-

1.410 ± 0.010

bias = -0.1090

α

y

[0.1885,3.3301] 2.1871 +1
[5.4035,1.7593] 1.443 +1
[5.2150,3.7071] 2.0330 +1
[4.71240,4.6496] 0.7559 +1
[0.4398,2.388] 1.0022 +1
[6.2204,5.7177] 2.3090 +1
[5.9062,4.2726] 1.6297 -1
[1.8221,2.1362] 2.9281 -1
[0.3770,3.8327] 3.0627 -1
[0.31416,1.6965] 1.3793 -1
[1.6336,3.2672] 0.2759 -1
[2.5761,3.2673] 0.4544 -1
bias = 0.2102

Set III
SV

α

y

[5.4664,3.7071] 6.2649 +1
[1.5080,5.2779] 0.7777 +1
[5.9690,3.8956] 1.5619 +1
[5.3407,3.5186] 0.6482 +1
[5.7177,4.5239] 1.6387 +1
[0.0628,3.5186] 0.9379 +1
[6.1575,1.445] 0.3882 -1
[5.9690,0.9425] 0.8346 -1
[0.2513,1.3823] 2.5561 -1
[5.2779,2.0735] 4.8076 -1
[6.0947,2.0106] 3.2428 -1
bias = -0.1865

-

TABLE S1. RB of our single-qubit gates. Qubit labels indicate which qubit was bencharmked on each case, with label 11
indicating simultaneous RB.

TABLE S2. Suport vectors for all three data sets used for our kernel estimation method, as shown as green circles in Figs. 3
(b) and S6.

A

B

Our two-qubit unitarias are CNOTs constructed from echo cross-resonance sequences [40, 41]. Each of the two
cross-resonance pulses in a CNOT has durations of 333 and 500 ns for the two different gate lengths used in our
experiments. For our two-qubit RB we obtain a CNOT error of 0.0373 ± .0015 (0.0636 ± .0021) for the 333 (500) ns
cross-resonance pulse.

Readout correction

Our readout assigned fidelity was ∼ 95% for both qubits.
For each experiment, we run 4 (22 ) calibration sequences preparing our two qubits in their joint computational
states. We gather statistics of these calibrations and create a measurement matrix Aij = P (|i||j) where P (|n||m)
is the probability of measuring state |m having prepared state |n. We then correct the observed outcomes of our
experiments by inverting this matrix and multiplying our output probability distributions by this inverse.

Support vectors
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Qubit

Set II
SV

FIG. S6. Sets I (a) and II (b), including training data points (white and black circles) and support vectors (green circles).

Here we show the support vectors and αi as calculated for each of the three datasets studied from their K matrices.

Error mitigation for kernel estimation

The experimental estimation of the kernel matrices shown in Fig. S7 and in Fig. 4 in the main text involves running
the experiments at different gate lengths and extrapolating the expectation value of the observable of interest to its
zero-noise value. While this technique can be extremely powerful in scenarios where the noise is invariant under time
rescaling, it is particularly sensitive to measurement sampling noise. In many cases it is the experimental readout
assignment fidelity that determines the bound on how precisely the observable can be estimated.

Even though for our Sets I and II we attain 100 % classification success over 10 randomly drawn test sets in each
case, we can quantify how close our experimentally determined separating hyperplane is to the ideal.

The optimal hyperplane for a given training set can be expressed as the linear combination i αi yi xi = w (eqn.
7), where w is a vector orthogonal to the optimal separating hyperplane and xi are the support vectors. We can
therefore quantify the distance betweenthe experimentally
obtained hyperplane and the ideal hyperplane by calcu
lating the inner product w, wideal  = i∈NS j∈N  yi yj αi∗ αj |xi xj |2 /||w||||wideal || where NS and NS are the sets
S
of experimentally obtained and ideal support vectors, respectively.
In Fig. S8 we show the inner products between the ideal and all experimental hyperplanes, including the two sets

397
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A

B

C

ideal
exp

D

ideal
exp

FIG. S7. Experimentally estimated and ideal kernel matrices for Sets I (a, b) and II (c, d). For both datasets we show a cut
(b, d) through the row at which the maximum of |K̂ − K| occurs, similarly as in Fig. 4 in the main text.

of gate times used throughout our experiments, c1 and c1.5, as well as the error-mitigated hyperplanes.
Section __ 3
New Devices and Hardware Architectures for AI

Publication __ 28
Supervised learning with quantum enhanced feature spaces

FIG. S8. Inner products between experimentally obtained hyperplanes and the ideal for each training set. The x−axis shows
the results for the two different time stretches used in our experiments, c1 and c1.5, corresponding to the faster and slower
gates, respectively. We also show the error-mitigated hyperplanes inner products.

For Sets I and II, which classify at 100 % success, it is clear that error mitigation improves our results very
significantly. This is not the case for Set III, which classifies at 94.75 % success. In fact, for Set III we see that
error-mitigation worsens the hyperplane, as the results are closer to the ideal for the unmitigated experiments than
both Sets I and II.
A look at the calibration data taken along the direct kernel estimation experiments for each set, we see that the
readout assignment fidelities of Q0 (Q1 ) are 96.56% (96.31%) for Set I, 95.90% (96.36%) for Set II, and 93.99% (95.47%)
for Set III. The slightly worse readout fidelities for Set III could partially explain the worse classification results for
this set, but other aspects of the protocol might also contribute to this, like for example some gates operating on a
somewhat non-linear regime after the calibrations in this set.
Another symptom for the degree of classification success
in a given set can be observed by looking at the combined

weight of negative eigenvalues in the kernel matrix, ki <0 |ki |, with ki the eigenvalues of the kernel. We obtain 1.40,
1.27 and 2.41 for Sets I, II, and III, respectively.
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